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An Improved Framework for Recognizing Highly
Imbalanced Bilingual Code-Switched Lectures
with Cross-Language Acoustic Modeling
and Frame-Level Language Identification
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Abstract—This paper considers the recognition of a widely ob-
served type of bilingual code-switched speech: the speaker speaks
primarily the host language (usually his native language), but with
a few words or phrases in the guest language (usually his second
language) inserted in many utterances of the host language. In this
case, not only the languages are switched back and forth within an
utterance so the language identification is difficult, but much less
data are available for the guest language, which results in poor
recognition accuracy for the guest language part. Unit merging
approaches on three levels of acoustic modeling (triphone models,
HMM states and Gaussians) have been proposed for cross-lingual
data sharing for such highly imbalanced bilingual code-switched
speech. In this paper, we present an improved overall framework
on top of the previously proposed unit merging approaches for rec-
ognizing such code-switched speech. This includes unit recovery
for reconstructing the identity for units of the two languages after
being merged, unit occupancy ranking to offer much more flexible
data sharing between units both across languages and within the
language based on the accumulated occupancy of the HMM states,
and estimation of frame-level language posteriors using blurred
posteriorgram features (BPFs) to be used in decoding. We also
present a complete set of experimental results comparing all ap-
proaches involved for a real-world application scenario under uni-
fied conditions, and show very good improvement achieved with
the proposed approaches.
Index Terms—Bilingual, code-switching, cross-language

acoustic modeling, language identification, speech recognition.

I. INTRODUCTION

C ONVENTIONALLY, speech recognition technologies are
developed to transcribe utterances in a specific language.

But in the globalized world today, many people are capable of
speaking more than one languages and actually using more than
one languages in their daily lives. As a result, very often the
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speech signals observed in our daily lives also include more than
one languages. This is why substantial effort has been made to
try to extend existing speech recognition technologies to con-
sider multilingual scenarios [1]–[10].
A major concern for multilingual speech processing is the

phoneme sets to be used for constructing the system. Very
often some phonemes are shared by different languages; some
phonemes in different languages are slightly different but
similar; and some other phonemes are unique for specific
languages. This makes acoustic modeling and the lexicon
construction difficult, because the similarities between the
phonemes are usually difficult to measure quantitatively by lin-
guistic knowledge. Many approaches such as merging acoustic
units on different levels in acoustic modeling [11]–[16], [17],
[18] have been proposed to handle these problems and shown
to be very helpful with results in good agreement with the
linguistic knowledge. It was also found that the acoustic models
for such tasks can be improved by advanced model structures
such as subspace Gaussian mixture model [19][20] by jointly
modeling the cross-language acoustic information. Discrimina-
tive training approaches such as minimum phone error (MPE)
training and neural networks were also used for confusion and
ambiguity problems in such tasks [21], [24]. Approaches such
as sub-word unit modeling [25], pronunciation modeling, and
articulatory features [26][27] were also used and shown to be
successful.
In general, bilingual speech can be classified into two cat-

egories [16], [22], [26], [28]–[30]. In the first category, the
speaker switches language from sentences to sentences. For
example, in the sentence, “It’s fine. 謝謝你 (Thank you).”,
the first sentence is in English, while the second in Chinese.
In the other category, the languages are switched from words
to words within a sentence. For example, in the sentence, “這
個 equation 很複雜 (This equation is very complicated).”,
the word “equation” in English is embedded in a sentence of
Mandarin. The latter category is very common for speakers
with non-English native languages, especially when they speak
very good English and many English words (and phrases)
are not necessarily or properly translated into their native
languages. So when they speak in their native languages, some
English words (or phrases) appear in the utterances. The word
“code-switching” in this paper refers to this second category
and this is the focus of this paper. Such code-switching speech
is very frequently observed in large parts of the world, as long
as the native languages of the majority of the speakers are not
English, such as in Asia. In such cases, English is regarded as
the guest language while the native as the host language. In fact,
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such situation also happens for other major languages other
than English, such as Arabic and French for North Africa.
An extra difficulty for the above code-switched bilingual

speech is the highly imbalanced data distribution for involved
languages [16], [22], [26], [28]–[30], i.e., much more host
language data and very limited guest language data, since only
few words or phrases of the guest language are embedded in
the sentences of the host language, if code-switching happens.
This not only makes acoustic modeling for the guest language
difficult, but the recognizer tends to take most speech signals
as in the host language. The possible reasons include not only
the fact that the acoustic models for the host language units
are better trained with more data and therefore better fitted to
the signals, but the language model almost always gives higher
prior probabilities to the host language words. This difficulty
of highly imbalanced data distribution is a major problem
considered in this paper.
Another distinguishing feature of such code-switching envi-

ronment is the difficulty in language identification [31]–[36].
In most multilingual tasks, the basic unit for language identi-
fication is usually an utterance. However, the unit for language
identification in code-switched speech considered here should
be smaller, such as segments or frames of signals, since the lan-
guage may be switched back and forth within an utterance. This
much shorter length of considered signal makes the language
identification much harder, and is also a major problem consid-
ered in this paper.
An additional problem for this type of code-switching is

that the guest language is always spoken by the non-native
language speakers. Therefore, these English words are often
with strong accents, and the accents vary significantly from
speaker to speaker. As a result, the huge quantity of available
English data produced by native English speakers usually does
not help [37], [38]. This will also be verified in the experiments
reported below. Moreover, the English words and native lan-
guage words are fluently spoken by the same speaker within
the same utterance. Taking Mandarin-English code-switching
as an example, the English words embedded in the Mandarin
utterances are very often composed of phonemes sounding like
Mandarin phonemes rather than English phonemes because they
are spoken by Mandarin speakers. As a result, the recognizer
tends to recognize the English words as a sequence of Chinese
characters (each Chinese character corresponds to a syllable of
C-V structure).
Although the recognition of the second category of

code-switched speech have been very important problems,
only limited works have been reported for acoustic modeling,
primarily for Mandarin-English [10], [12], [16], [20]–[22],
[26], [28] and Cantonese-English [15][39]. Many works were
reported for language modeling for this problem [39]–[41] as
well. Due to the difference in the local culture, the genre of
the speech and the speaker behavior, the situations previously
reported vary in different tasks. For example, the average
percentage of the guest language in the utterances is relatively
high in Malaysia (37%) [29], [38] and Hong Kong (28%) [39]
but low in Taiwan (15%) [16], as reported in the respective
works. Probably because English is one of the official languages
in Malaysia and Hong Kong, so most speakers are more used
to speak in English, but the situation is different in Taiwan.
So the imbalanced data distribution problem is much more
serious in the case of Taiwan. Also, previous works indicated
that code-switching happens only between specific POSs in
specific structures (e.g. native switching to English for nouns

following verbs), which is useful in language modeling but not
in acoustic modeling [11]–[16], [17], [18]. Moreover, the only
works reported up to the date were on lectures [16], [26], [39]
and daily conversations [24], [29], [40]. For course lectures
in a specific domain, most English words appeared to be do-
main-specific terminologies related to the topics of the courses,
while almost all function words were in the native language
[16], [24], [29], [38]. But the above description does not always
fit the case of daily conversation [24], [29], [40]. Furthermore,
code-switching varies from speaker to speaker [16], [22]. This
is why people modeled the code-switching characteristics by
clustering the speakers with similar behavior [42]. The distinct
natures and issues of these different tasks mentioned above
make it difficult to compare the works reported for different
tasks directly. For example, one of the key issues in this paper is
the imbalanced data distribution (only 15% data are in English)
for course lectures in Taiwan [16], [22], which may not be
serious for the tasks in Malaysia (37% data are in English) [29],
[38].
Although some of the above problems has been individually

analyzed previously in different tasks, in this paper, we propose
an improved framework for transcribing highly imbalanced
bilingual code-switched speech for a real-world application
scenario (course lectures collected in Taiwan). The approaches
used in this framework include cross-language acoustic mod-
eling and frame-level language posterior estimation. For
cross-language acoustic modeling, we propose unit merging and
recovery on three different levels (models, states and Gaussians)
[16], [28], [30], in which both unit similarity and training data
availability are considered to take care of the imbalanced data
distribution. The unit merging approaches alone on the three
levels were proposed earlier with preliminary experimental
results for each individual level reported on different tasks
[16], [28], [30]. Here we further propose the unit recovery
techniques in addition for improving the performance, which
was never mentioned in other works for other tasks. Moreover,
we propose approaches to consider the data availability based
on the accumulated occupancy of HMM states to realize data
sharing both across language and within the same language,
which was never mentioned in other works for other tasks
either. For estimation of the frame-level language posteriors,
we utilized a neural network with specially designed blurred
posteriorgram features (BPFs), and the estimated posteriors are
used in decoding. This approach is also quite different from
those used in other works for other tasks [32]–[35]. In other
words, in this paper we present an improved framework for
the task of bilingual code-switching speech recognition putting
together different approaches, either proposed previously or
never mentioned in other works, and report complete experi-
mental results with comparison between different approaches
under unified conditions on a real-world application scenario.
In the experiments, both cases of speaker dependent (SD) with
sufficient training data and speaker adapted (SA) with very
limited adaptation data are considered.
The rest of this paper is organized as follows. In Section II,

the characteristics of the target corpora and an overview of
the proposed framework are described. Details of the overall
process for the proposed cross-language acoustic modeling are
introduced in Section III, including acoustic unit merging and
recovery. The distance calculation on various levels for unit
merging is briefly summarized in Section IV for completeness
purposes, although the approaches here are very similar to
other works reported previously. We then present the concept
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TABLE I
DETAILS FOR THE TARGET CORPORA

of unit ranking based on accumulated occupancy of HMM
states for cross-language acoustic modeling in Section V. The
frame-level language posterior estimation and decoding is pre-
sented in Section VI. Experimental setup and baseline results
are described in Section VII. Experimental results are described
and discussed in Section VIII. Concluding remarks are finally
described in Section IX.

II. TARGET CORPORA AND OVERVIEW OF THE FRAMEWORK

A. Target Code-switched Bilingual Corpora

Although the second category of code-switching considered
here is very common, the work reported for the acoustic mod-
eling for it is very limited, and it is not easy to find corresponding
data set either. Almost all works reported previously use data
sets individually collected for specific tasks and therefore these
data sets are primarily proprietary [15], [16], [24], [26], [29],
[39]. Also, because of the different nature of the tasks reported
previously as mentioned above, the data sets used for these tasks
may not be used jointly in a specific work due to the diversity
of the characteristics of the data sets. Here we also collected the
specific corpora for the purpose of this work.
The corpora used for this work were the recorded lectures of

three courses offered in National Taiwan University in sponta-
neous speech with highly imbalanced Mandarin-English code-
switching characteristics (Mandarin as host and English as guest
languages) as mentioned above. In these corpora, most English
words appeared to be domain-specific terminologies related to
the content of the course. Therefore good accuracies for the Eng-
lish words are important.
Courses 1 and 2 were offered by the same instructor, but with

completely different contents (therefore different vocabulary
and n-grams), while course 3 had contents similar to course 1,
but was offered by another instructor. The recording acoustic
environments for all the three courses including the micro-
phones and the classrooms were different. So, we primarily treat
the courses as three sets of separated recordings and evaluate
the proposed methods on them separately. Although the results
for two speakers only here seem to be very limited, considering
the fact that code-switching behavior is very speaker dependent
and the English words were all produced by non-native speakers
with accent which varies from speaker to speaker, the results
here may serve as good reference for the problem. Of course
the results here may not be directly generalized to all speakers
for each scenario as mentioned previously. Considering the
difficulty of finding data sets for code-switching research, this
is currently the best we can get.
The detailed statistics of the corpora are listed in Table I. We

see the percentage of English (guest language) for the bilingual
corpora is only 15-19%, or roughly 1.5 hours in training and
5 minutes in adaptation data.

Fig. 1. Proposed Framework for Recognizing Highly Imbalanced Bilingual
Code-switched Speech.

B. Overview of the Proposed Framework for Bilingual Speech
Recognition

A bilingual speech recognition system can be built by simply
extending each component of a conventional speech recognition
system from monolingual to bilingual [16], [28], [29]. That is,
using a phoneme set which includes all phonemes of the two
languages involved for acoustic model construction, similarly a
lexicon for all words needed for the two languages, and a lan-
guage model based on the bilingual lexicon. For example, the
phoneme set for the bilingual Mandarin-English speech consid-
ered here can simply include all Mandarin phonemes plus all
English phonemes. Such a system is certainly capable of rec-
ognizing bilingual speech. We will take such a system as the
baseline.
Of course, the above baseline system does not take the

distinct nature of the code-switched bilingual speech as men-
tioned above into consideration. Here we proposed an improved
framework for such a purpose, with an overall system block
diagram as shown in Fig. 1. The bilingual lexicon and lan-
guage model are exactly the same as the baseline mentioned
above. The acoustic models are improved by the unit merging
and recovery (Section III) based on unit distance calculation
(Section IV) and unit occupancy ranking (Section V) proposed
in this paper. In addition, an extra frame-level language pos-
terior estimation based on specially designed features referred
to as blurred posteriorgram features (BPFs) (Section VI) is
included. The language posteriors estimated in this way is used
in the Viterbi decoding. The conventional acoustic features
(MFCC) for recognition are also extracted in addition to the
BPFs. Because each speech segment may belong to either
language, the acoustic models, word hypotheses and n-gram
language models for both languages and the switching between
them should all be considered in the Viterbi search. The system
finally generates the output code-switched word sequences.

III. UNIT MERGING AND RECOVERY FOR BILINGUAL
ACOUSTIC MODELING

A major problem considered here is the lack of guest lan-
guage (English) data, the highly imbalanced data distribution,
and the fact that the huge quantity of available English data pro-
duced by native speakers may not be helpful [37]. However,
there are much more host language (Mandarin) data and there
exist many similar acoustic signal segments between the two
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languages. Therefore, it is a good idea to try to merge the Eng-
lish units with some similar Mandarin units by putting together
the training data for the corresponding similar units and jointly
train the corresponding models for both languages. Note that
although many Mandarin phonemes sound very different from
English phonemes, lower level units (e.g. HMM states or Gaus-
sians) of the two languages may be much more similar than on
the phoneme level. This is why merging on lower level units
makes sense. Such unit merging [11]–[16], [17], [18] approaches
have been widely used previously and offered good performance
improvements. Unit merging considered here can be performed
on three levels of HMM models: triphone model level, HMM
state level and Gaussian mixture level. The similarity between
units can be found by defining proper distance measures on each
level.
However, when merging English units with Mandarin units,

for English units the merged models obtained in this way are
closer to the corresponding Mandarin units since the latter dom-
inates the data, while for Mandarin units the model purity is ac-
tually degraded because of the disturbance by the English data.
So here we propose in addition the extra process of unit recovery
after unit merging, in which the merged units are recovered to
each individual language and re-estimated again, so as to recon-
struct the identity of the units in the two languages. In addition,
we noticed that for both Mandarin and English the quantities of
data are quite different for different units. Some units with high
frequency have much more data than units with low frequency,
regardless of to which language these units belong. We there-
fore propose to divide the units into weak units (with insufficient
data) and strong units (with sufficient data) based on the accumu-
lated occupancy of the HMM states regardless of the language,
so weak units can be merged and recovered with strong units
regardless of whether they belong to the same or different lan-
guages. In this way, data sharing becomes possible both across
languages and within each language.
The overall block diagram of the proposed unit merging and

recovery is illustrated in Fig. 2. We begin with a set of full
state-tied triphone models trained with the complete bilingual
training data and based on the complete bilingual phoneme set.
This is in fact the acoustic models used in the baseline system
as described in the beginning of Section II-B, and is referred to
as “Acoustic Models (Full)” as shown in the block (A) of Fig. 2.
Here those parts in the figure indicated by “CH” and “EN” repre-
sent those triphone models with central phonemes in Mandarin
and English, respectively, although phonemes of different lan-
guages can appear in the context of the central phoneme on both
sides. All acoustic units (model, state or Gaussian) are then col-
lectively divided into weak units and strong units through the
unit classification block. A straightforward approach is that all
units for guest language or English are weak, while all units for
host language or Mandarin are strong, although better princi-
ples for classifying the units based on accumulated occupancy
for HMM states, referred to as unit occupancy ranking, will be
presented below in Section V.
With the lists of weak units and strong units, distance calcu-

lation is performed between each weak unit and all strong units
on all levels (model, state and Gaussian). The details of this dis-
tance calculation on different levels are explained in Section IV.
The calculated distances give the mapping table, which tells the
closest strong unit with minimum distance for each weak unit,
or the strong unit each weak unit should be merged with. This
can be a many-to-one relationship, because several weak units
may be merged with the same strong unit. The rest of Fig. 2 can

Fig. 2. Complete Processes of Acoustic Unit Merging and Recovery.

be divided into two processes, unit merging and unit recovery,
both of which will be explained below.

A. Unit Merging
The unit merging process first produces a set of “shared

units”, as shown in block (B) and labeled as “Acoustic Models
(Merged 1)” in Fig. 2, in which the “shared units” are those pro-
duced when each weak unit is merged with the corresponding
strong unit of minimum distance. Note that although Mandarin
speech and English speech sound quite different, some Man-
darin phonemes sound similar to and have similar acoustic
characteristics to some English phonemes. In addition, the
similarity between units can be higher on lower levels (HMM
states and Gaussians). This is why we tried to merge acoustic
units on the phoneme level and lower as well.
The parameters for all “shared units” in “Acoustic Models

(Merged 1)” are then re-estimated using the corresponding
shared training data in the re-estimation process. All re-es-
timation processes mentioned here is direct re-training with
maximum likelihood estimation in speaker dependent case, and
a cascade of MLLR [43] and MAP [44] in speaker adaptation
case. This gives the set of acoustic models in the block (C) la-
beled as “Acoustic Models (Merge 2)” in Fig. 2. The results
of this merging process on HMM state and Gaussian level are
shown in Fig. 3. Fig. 3(a) illustrates the units for Mandarin
and English in “Acoustic Models (Full)” of block (A), while
Fig. 3(b) for “Acoustic Models (Merged 2)” of block (C) with a
set of shared units (states and Gaussians). Here a triphone model
for Mandarin/English refers to one with the central phoneme
belonging to Mandarin/English, although the phonemes in the
context of both sides can belong to any language. In Fig. 3(a),
no cross-lingual sharing is allowed, which gives relatively
poor modeling for weak or guest language units due to the
data imbalance problem. In Fig. 3(b), after merging, some
similar units for Mandarin and English are merged to form
cross-lingual shared units. Note that here shared Gaussians are
linked to and used by higher level units (states and models), and
are estimated by training data with both Mandarin and English
labels. Similarly shared states are linked to models for both
languages.

B. Unit Recovery
The unit recovery process then follows the unit merging

process in Fig. 2. Although the above unit merging process
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Fig. 3. Acoustic Model Structure (a) Before and (b) After Unit Merging on
State and Gaussian Levels (a) Acoustic Model Structure before Unit Merging
(b) Acoustic Model Structure After Unit Merging.

reduces the impact of insufficient data, the merged units tend to
be closer to the strong units (or those for the host language) than
the weak units (or those for the guest language), because the
former dominates the data. The strong units are also disturbed
by the data of weak units, assuming these units are not exactly
the same. This limits the achievable likelihood for the corre-
sponding signal segments given the merged units, especially for
the weak or English units.
The solution for this problem proposed here is to first recon-

struct the merged units for both languages, by copying all pa-
rameters from the merged units, and then applying an additional
run of parameter re-estimation using the corresponding training
data for each respective language. This is illustrated in Fig. 2,
where the unit reconstruction gives the set of “Acoustic Models
(Recovered 1)” in block (D) which does not include the “shared
units” any longer. The parameter re-estimation then gives the
final set of “Acoustic Models (Recovered 2)” in block (E). In the
last re-estimation process, parameters of all units for both lan-
guages can be estimated toward their own maximum likelihood
based on their own labeled data. This last parameter re-estima-
tion gives better models, because the data insufficiency problem
is properly taken care of by unit merging (so this last parameter
re-estimation is better initialized), and the identity of each indi-
vidual unit is further recovered afterwards.

IV. DISTANCE CALCULATION BETWEEN ACOUSTIC
UNITS ON DIFFERENT LEVELS

In the unit merging and recovery process shown in Fig. 2, we
need to find the closest strong unit with minimum distance for
each weak unit, so they can be first merged and then recovered.
Such a unit mapping table is based on the distance calculation
between two units on all levels, model, state and Gaussian. This
problem has been analyzed with good approaches proposed pre-
viously [11]–[16], [17], [18]. They are briefly summarized in this
section for completeness purposes.
Knowledge-based approaches such as those based on IPA

[45] and SAMPA [46] have been very useful in finding the
similarities or distances between higher level units such as

phonemes. These approaches are independent of data available
or the models used. But the results obtained are not quantitative.
For example, the phoneme /a/ in Mandarin is close to /AA/ in
English, and the phoneme /b/ in Mandarin is close to /B/ in
English. But it is difficult to decide which of the above two
pairs have a smaller distance. In addition, distances between
lower level units such as HMM states or Gaussians are difficult
to estimate with human perception alone.
On the other hand, data-driven approaches for distance calcu-

lation rely muchmore on the available data, but can be used with
different models, different speakers and different languages. The
major problems of data-driven approaches are the distances ob-
tained become unreliable when available data is insufficient.
For better estimate of inter-lingual unit distances, it has

been proposed [11]–[16], [17], [18], [29], [30] that data-driven
methods used with knowledge-based high level constraints is
a good compromise to integrate the above two approaches. In
other words, distances calculated in data-driven ways but only
within the same acoustic class defined by linguistic knowledge
have been shown to be useful and reliable. We follow this
direction in this paper. Both Mandarin and English phoneme
sets are divided into 4 classes based on the IPA notations, i.e.
the plosives, affricates, voiced consonants and vowels, and
data-driven distance between units are calculated only within
the same class.
In addition, quite several different data driven approaches

have been reported previously to evaluate the distance between
HMM models, states and Gaussians [11], [12], [15], [16], [29],
[30], some are more precise and require much more computa-
tion resources and some are relatively simple. It has been shown
that for the purposes here some of the more precise approaches
did not necessarily offer significantly different results than
the relatively simple ones [15], [16]. Similar situations were
also observed in the preliminary experiments performed in
this work, which is why we choose to use relatively simple
data-driven approaches to evaluate the distances as summarized
below.

A. Model Level Distance
Phoneme is the minimum unit of sound in a language perceiv-

able by human, while triphone is a better model for phonemes
trainable by machines. This is why triphone model merging
makes sense [10], [11], [16], [26], [29]. Because the training
data may be insufficient for many triphones, model-based
calculation of similarity is preferred here. Moreover, the length
of the signal segments corresponding to each triphone can be
very different and so are those of each HMM state within each
triphone. Here we tried to align the HMM states of two triphone
models so we can evaluate the similarity between them by
considering the overlapping of HMM states.
Here a model-based distance between two triphone models is

defined. First, for each triphone model, an expected state dura-
tion in number of frames is estimated for each state
directly using transition probabilities without considering obser-
vation sequences,

(1)

where is the transition probability from state to state
and is the probability that state lasts for n
frames, assuming , or the probability for tran-
siting from to states other than and is negligible. This
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Fig. 4. Distance Calculation between Triphone Models and Based on
State Alignment.

expected duration is then further normalized such that the total
duration for each triphone model is always 1.0,

(2)

where the denominator is the summation over all states in the
triphone model. This normalized duration can then be used in
aligning two triphone models below.
Fig. 4 is an example demonstrating the alignment for distance

evaluation between two triphone models and , each with
three states 2, 3 and 4 (assuming states 1 and 5 are entry and exit
states). In Fig. 4, both triphones and have a normalized
duration of 1.0, and represents the duration percentage for
the overlapped portion for state i of triphone with state j of
triphone , and is used as the weight for the distance between
the corresponding states. When evaluating the distance between
two states, every state is modeled by a single Gaussian, and the
distance between two states is defined as the symmetrical KL di-
vergence between the two Gaussians [15]–[28]. So the distance

between two triphone models and is es-
timated as,

(3)

where is the symmetrical KL divergence between
the single Gaussians representing the states , in models
and . Note that the distances estimated here in (3) are cer-
tainly not very accurate, but simply serving as an easy reference
to be used here. It is well known that the duration estimation by
transition probabilities is not very good as in (1). Modeling each
state with a single Gaussian is not very good either as in (3).

B. State Level Distance
There are certainly limitations in merging triphone models.

English and Mandarin are quite different in acoustic nature with
quite different phoneme sets. So forced merging of distinct tri-
phonemodelsmay not be very smooth. On the other hand, HMM
states represent sequential components of phonemes, with sta-
tistically steady distribution for acoustically similar feature vec-
tors, usually considered corresponding to a certain stage of vocal
tract activities. HMM states cannot be perceived by human, but
can be well identified by machine. Although speech production
can be very different for many different languages, it is always
limited by the physical structure and movement of human vocal
tract, which is to a certain degree reasonably represented by the
HMM states. So HMM states may be a better unit universal
across all languages. This is why states have been used in unit
merging [14], [15], [16], [28], [30], [48], [49], in which the dis-
tance between two states is simply the symmetrical KL diver-
gence [16], [48], with each state modeled by a single Gaussian,

(4)

where is the single Gaussian that models the state .
Although using a single Gaussian to model each state seems

not accurate enough, and there exist several ways to estimate
the KL Divergence between Gaussian mixture models [50],
[51], the computation time needed for these methods was much
higher while no significant difference was observed in prelim-
inary experiments. Similar results were also reported earlier
[15]. Therefore, in the state level distance calculation here, a
single Gaussian is used to model each state. In this way, for
every weak (or English) state, a strong (or Mandarin) state with
minimum distance can be found.

C. Gaussian Level Distance
Since Gaussian mixtures represent the fine structure of the

HMM states, merging between Gaussians is certainly possible
[15], [16]. The distance between two Gaussians and is
simple, using the symmetrical KL divergence,

(5)

However, note that in this way two very similar Gaussians
simply represent similar local statistical distributions within
the feature space which is jointly modeled by many Gaussians.
Though the physical interpretation with respect to speech fea-
ture distribution is weaker for Gaussians than states or models,
Gaussian-level unit merging can be helpful due to the fine
structure it represents.

V. UNIT OCCUPANCY RANKING FOR UNIT CLASSIFICATION
In Fig. 2, unit classification is first performed to divide the

acoustic units into weak (with insufficient data) and strong (with
sufficient data) units, and then for each weak unit we find a
strong unit with minimum distance to merge with it. In the pre-
vious Sections III and IVwe simply assume the English units are
weak and Mandarin units are strong, but this is not necessarily
true, because in each language there are high frequency units
and low frequency units. In other words, actually some units of
the guest language (English) may have sufficient training data,
while some of the host language (Mandarin) may not. This will
be verified later on using the methods for evaluating the data
sufficiency introduced below. Therefore, taking the distribution
of actually available training data into consideration in the unit
merging procedure is essential. This is the focus of this section,
and the approach proposed here was never mentioned in any
other work.

A. Unit Classification with Occupancy Ranking
In the standard training procedure of HMMs, the accumulated

occupancy of each state with respect to the training data can
be obtained when running the forward-backward algorithm with
the training data and the given model configuration as below.

(6)

where is a state, is the posterior probability of utterance
given the observation sequence and the corre-

sponding label, and are respectively the forward
and backward probabilities for state at time , and is
the likelihood for the observation given the state , all for
utterance . Here we utilize the above accumulated occupancies
for states as a good indicator for the availability of training data
for the states, since they are positively related to the quantity of
the available training data for the states [20], [49], [52].
When training the “Acoustic Model (Full)” of block (A) in

Fig. 2 with forward-backward algorithm using all the available
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training data, a list of accumulated occupancies for each state in
the models is obtained. This list is sorted according to the values
of accumulated occupancies from low to high. By defining
a threshold, all state with accumulated occupancy below the
threshold can be defined as “weak states”, while those above
the threshold as “strong states”.
For the Gaussian level of units considered in this paper, the

accumulated occupancies for each Gaussian can be estimated
using the Gaussian weights in the GMM structure,

(7)

where is a state, the accumulated occupancy for state
given the training corpus as in (6), the jth Gaussian in

and the weight for . In this way, all Gaussians used in ei-
ther the host or the guest languages can also be sorted according
to this accumulated occupancy to produce a sorted list to define
the weak and strong Gaussians.
For the model level, a model is composed of several tied

states each with different accumulated occupancies, therefore
the available data for training a model is difficult to define. So
the unit classification into weak and strong units based on occu-
pancy can be performed on state and Gaussian levels only, but
not the model level. Each triphone model is classified as weak
or strong simply according to the language its central phoneme
belongs to.
In this way, the mapping relationship is no longer limited

to cross-lingual manner for state and Gaussian level. With the
occupancy ranking for unit classification, not all weak units are
for English and not all strong ones are for Mandarin. Mandarin
states and Gaussians with accumulated occupancy lower than
the threshold may be merged with either Mandarin or English
states and Gaussians depending on the calculated distances.
Some weak English states or Gaussians hardly finding similar
units in Mandarin may also benefit from being merged with
similar English units with sufficient data, rather than being
forced to be merged with Mandarin units, etc. This is the unique
feature for the approaches proposed in this paper, completely
different from other works reported previously.
Note that in training triphone models for a monolingual task,

the state-clustering technique with decision trees [52] has been
widely used, which is also capable of handling data sufficiency
issue to a good extent. It is possible to adjust the threshold for
the state-clustering technique to ensure enough training data for
each state, although the threshold adjustment for each individual
node in the decision tree can be very complicated. However, in
these cases, separated decision trees are constructed for each in-
dividual state for each individual central phoneme. Therefore, no
data sharing is allowed either across different central phonemes
or across different states for the same central phoneme (e.g. the
first state and the second state of the triphones with the same
central phoneme cannot share data because they are managed
by different trees). With the unit merging and recovery tech-
niques proposed above, data sharing becomes possible across
different trees but have to be across different languages, i.e., an
English unit (Gaussian, state or model) can use Mandarin data
for any state in any triphonewith any central phoneme, as long as
they are close, but they have to be for Mandarin. In contrast, for
the unit occupancy ranking considered here, we note that in the
bilingual scenario, some units (specially on lower levels such
as Gaussian or state) in one language may also be very close
to some other units within the same language, so it is reason-
able to make sharing between them possible too. With the addi-

Fig. 5. Histogram of Accumulated Occupancies for Mandarin and English
Gaussians with the Training Set of Course 1.

tional unit occupancy ranking proposed here, we now allow data
sharing across all states for all central phonemes, either across
languages or within the same language. So an English unit can
use data for any state in any triphone with any central phoneme
in both languages, as long as they are close. So the data-sharing
becomes much more flexible.

B. Unit Occupancy Analysis
To find out whether the above unit classification concept

is really useful for real data, the histogram for the accumu-
lated occupancies on the Gaussian level for the training set
of course 1 listed in Table I (9.10 hours long) for the corre-
sponding speaker dependent model are shown in Fig. 5, where
the horizontal axis is the accumulated occupancy obtained as in
(7) and the vertical axis represents the percentage of Gaussians
with the corresponding accumulated occupancy. It is clear from
this figure that in general the accumulated occupancies of the
majority of Gaussians for English (guest language) are lower
and those for Mandarin (host language) are higher. But the
accumulated occupancies ranged widely for the Gaussians,
there certainly exist good numbers of Mandarin Gaussians
with lower accumulated occupancies and English Gaussians
with higher accumulated occupancies. The results we have
here are highly imbalanced due to the nature of the bilingual
code-switching speech and highly dependent on the data sets
used. However, for code-switching speech as considered here,
these results verified that simply assuming all English units are
weak and all Mandarin units are strong, as was done previously
[16], may not be the best approach.

VI. FRAME-LEVEL LANGUAGE POSTERIOR
ESTIMATES AND DECODING

In addition to acoustic modeling, here we further propose to
estimate the frame-level language posteriors, which is then used
in decoding. Language identification for the code-switched ut-
terances considered here is much more difficult than the con-
ventional language identification task, because the languages are
switched back and forth between words within an utterance [28],
[30], [31]. Since there can be more than one language switching
boundaries within an utterance, it is difficult to identify proper
signal segments for language identification.
On the other hand, the information regarding which language

each frame of signal belongs to is critical here. The recognizer
always tends to take every signal segment as belonging to the
host language, because not only the acoustic models for the host
language are better trained with more data and therefore better
fitted to the signals and give higher likelihoods, but the language
model almost always gives higher prior probabilities to the host
language words.
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TABLE II
FRAME-LEVEL LANGUAGE IDENTIFICATION ACHIEVED

BY THE BASELINE SYSTEM

In code-switched speech considered here, languages are
switched between words within an utterance. As a result, the
ideal unit for language identification seems to be the word.
However, word boundaries in an utterance are not available
before recognition, or the word boundary estimates obtained
during recognition can be highly unreliable. Therefore, here we
proposed to estimate the posteriors for each language frame
by frame, and use these posteriors in decoding. But it is cer-
tainly very hard to estimate which language a single frame of
signal belongs to. Therefore this frame-level language posterior
should be estimated based on much longer signal segments
than a frame. This leads to the use of neural networks with
input features based on longer context, and the newly proposed
blurred posteriorgram features (BPFs) extracted from lattices.

A. Frame-level Language Identification by Baseline System
The baseline system introduced in Section II is already ca-

pable of transcribing the bilingual code-switched utterances. By
comparing the recognition results with the reference transcrip-
tions frame by frame, we can obtain the frame-level language
identification performance of the baseline system. For example,
percentage of frames recognized as belonging to a language ac-
tually belonging to that language in the reference transcriptions
is the precision rate. Such results for both speaker dependent
(SD) and speaker adapted (SA) scenarios for the target corpora
are shown in Table II. In this table, we can see that precision and
recall values of Mandarin are always much better than those of
English, especially the recall values. For example, for course 1
with SA models, only 51% of English frames were recognized
as belonging to English words while the other 49% were recog-
nized as belonging to Chinese words. The system tends to take
most signal segments as a part to a Chinese word, and as a re-
sult many English words are recognized as sequences of Chinese
characters.

B. Utilizing Frame-level Language Posterior Estimates in
Decoding
Because many frames belonging to the guest language (Eng-

lish) were taken as belonging to the host language (Mandarin),
the basic idea proposed here is that we wish to estimate a lan-
guage posterior for each frame of signals, which can be used to
boost the scores for those frames identified as possibly belonging
to the guest language during decoding.
Assume the frame-level language posterior estimator gener-

ates for each frame of feature vector a posterior probability of
belonging to the guest language, (and a posterior proba-
bility of belonging to the host language ),
the acoustic model score for frame with respect to all states

for guest language phoneme HMMs, , can then be
boosted into a new score as below,

(8)

Fig. 6. Extraction of Blurred Posteriorgram Features (BPFs).

where is the score to be used in Viterbi decoding,
is the set of all HMM states for guest language phoneme

models, and is a weight parameter. In other words, if a frame
is identified as possibly belonging to the guest language,

or , its scores with all states of guest language
phoneme models are boosted according to the posterior prob-
ability , otherwise the score is not changed. Because
the decoder can choose the host language models very well, no
action is needed if . This approach can also be
regarded as a multi-stream method [31], [32], [33], [34] or in
the category of a hybrid system.
The frame-level language posterior estimator producing

needed here can be implemented in different ways.
For example, by neural networks with input features such
as MFCCs, possibly based on longer context [32]. It is well
known that language identification is easier for large signal seg-
ments and more difficult for short signal segments, such as the
frame-level identification considered here. Although MFCCs
have been useful for such tasks before, in this work, the bilin-
gual speakers for the code-switched speech tend to pronounce
guest (non-native) language words using host (native) language
phonemes, and the MFCC features for the two languages are
actually very similar. In addition, considering the two languages
are pronounced by the same speaker, MFCCs may not neces-
sarily be useful for the problem here [31]. MFCC features are
extracted from a short time window, therefore contain only very
limited language information. We therefore propose to use the
blurred posteriorgram features (BPFs) extracted from decoded
lattices as presented below.

C. Blurred Posteriorgram Features (BPFs)

As shown in Fig. 6, each utterance is first decoded into a
phoneme lattice with a first-pass recognition using the baseline
system. With this phoneme lattice an N-dimensional posteri-
orgram vector can be obtained
using forward-backward algorithm for each frame , where
is a phoneme in either the host or guest languages, is the
total number of phonemes for the two languages involved, and

for those phonemes not appearing in the lattice
at time .
The problem here is that very often guest language phonemes

are decoded as host language phonemes, or is usually
relatively lower for guest language phonemes even if
belongs to a guest language phoneme. So we wish to trans-
form these posterior probabilities into new posteriors

in such a way that is significantly increased
if it is very small (so very possibly belongs to the guest
language), but the ordering for the posteriors should not be
reversed in the new posteriors, i.e., if

. The latter requirement implies this transfor-
mation function from to should be increasing
monotonically.
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Fig. 7. The Blurring Transformation for Posterior Probabilities.

There can be many ways to do this transformation, but an easy
way to do it is in (9),

(9)

where is the “blurring factor”, much smaller than 1 and close
to 0. The concept of (9) is shown in Fig. 7 for a few selected
values of In Fig. 7, we see that when is small,
is increased significantly (e.g. when ,
is close to 0.8 for and 0.9 for ); for larger

it is also increased but by a smaller quantity (e.g. when
, is close to 0.95 for and 0.97

for ). So the ordering for the posteriors remains un-
changed. This implies is monotonically increasing for
increasing , while all posterior probabilities are
moved towards unity in a non-linear manner as in Fig. 7. More
importantly, such a function achieves the goal that is
significantly increased if it is small (or possibly belongs to the
guest language, so we can boost ), while only slightly in-
creased if it is large. For all frames, regardless of belonging to
guest or host languages, the posterior probabilities are boosted
greatly or slightly through the blurring transform, but the or-
dering is still preserved since the monotonically increasing na-
ture. It is still unknown which language each frame belongs to,
but the blurred posteriorgram tends to be better recognized by
the neural network regarding the language it belongs. The value
of in (9) can be estimated by a development data set.
In other words, the blurring transform defined above is to

properly enhance the posterior probability distribution
which is usually highly biased towards the host language
phonemes, while preserve the ordering among all posterior
probabilities by a monotonically increasing mapping function.
Certainly it is possible to design other mapping functions
achieving similar goals, while the one in (9) is simply an easy
example. These enhanced posterior probabilities are referred
to as blurred posteriorgram features (BPFs), and used as the
input to a neural network for generating an estimate for the
language posterior and to be used in (8) with
two training targets: guest or host language.
Note that the blurred posteriorgram features (BPFs) are gen-

erated from lattices from the first-pass recognition, so it contains
not only acoustic information such as those in MFCCs, but also
information from acoustic models, language model and lexicon.
It is also a frame-level feature but extracted based on the sig-
nals in the whole utterance. Furthermore, because the posterior-
gram acquired directly from the lattice without blurring
are strongly biased towards the host language by the first-pass
recognition system, therefore the blurring transform is applied
here to properly take care of the bias. These are why we believe
the proposed BPFs carries stronger information for estimating
the language posteriors and when compared
with conventional features such as MFCC, as will be verified by

the experimental results to be reported below. Of course BPFs
also carries wrong information caused by the first-pass recogni-
tion errors, but these errors may be corrected or compensated to
a certain extent by the neural network classifier.

VII. EXPERIMENTAL SETUP AND BASELINE RESULTS

A. Experimental Environment Setup
The target corpora used for evaluation are already mentioned

in Section II and listed in Table I. For the speaker adaptation sce-
nario, the initial speaker independent (SI) models were trained
from two different corpora for the two languages. The Mandarin
SI models were trained with the ASTMIC corpus of read speech
in Mandarin only with a total length of 31.8 hours. The English
models were trained with the EATMIC corpus [57], which was
also a read speech corpus in English only but produced by Tai-
wanese speakers with a total length of 29.7 hours. Note that the
test set mentioned above in Section II was spontaneous in lecture
form, while the SI models were trained with read speech here.
The bilingual lexicon used here included English words, Chi-

nese words and all commonly used Chinese characters taken
as mono-character Chinese words. Since the words used in the
lecture corpora were restricted to a very specific domain of the
course, for the guest language of English only a small portion of
the normal English vocabulary actually appeared in the corpora.
As a result, target-domain related corpora including word fre-
quency counts were used in the selection of the English words
in construction of the bilingual lexicon, with some manually
picked special terms for the target-domain added to the English
part. Extra Chinese words were also generated by segmenting
a large Chinese text corpus using PAT-Tree based approaches
[28]. There were about 11000 Chinese words and 2500 Eng-
lish words in the lexicon. All words in the development set and
testing set were covered in the lexicon. So there were no out-of-
vocabulary (OOV) words in the experiments reported here.
For language modeling, the background model is trained with

a combined corpus including Gigaword, Yahoo! News plus
some target-domain related corpora such as master thesis in
related domains. We used Kneser-Ney trigram language model
started with this background model and then adapted with the
transcriptions of the training set for the target lectures here. The
total numbers of trigrams for courses 1, 2 and 3 were about 65k,
55k and 65k respectively.
The feature extraction and model training processes followed

the standard approaches, with the 39 MFCC parameters as fea-
tures and triphone models with state-clustering by decision trees
obtained in Maximum likelihood (MLE) model training [52].
Although more advanced state-of-the-art acoustic modeling
techniques are well-developed nowadays and can definitely be
used here, such as minimum phone error (MPE) [53] training,
subspace Gaussian mixture model (SGMM) [19][20] and con-
text-dependent deep neural network HMM [40], [54], they are
out of the scope of this paper.
The way the recognition performance was evaluated followed

the earlier work [16], [28], [31] and was very similar to the
mixed error rate (MER) used for multilingual speech recogni-
tion evaluation later on [24], [29]. That is, when aligning recog-
nition results with the reference transcriptions, insertions, dele-
tions and substitutions were evaluated respectively for each lan-
guage and summed up for overall evaluation. The basic unit for
alignment and calculation is character for Mandarin and word
for English. Individual performance for bothMandarin and Eng-
lish is reported. Since English words are very often the key terms
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TABLE III
BASELINE RESULTS (ACCURACIES) (%)

in the code-switched lecture considered here, the accuracy for
English part alone is a focus.
In addition to recognition accuracy, significance tests were

also performed over the overall results (Considering Mandarin
and English jointly) for the proposed approaches as compared to
the respective baselines. For example, those with unit merging
compared to without unit merging and those with unit recovery
compared to without unit recovery. Pair-wise accuracy compar-
ison was used for the p-value test. Results with significant im-
provements, i.e., those with p-values less than 0.05, are labeled
with a superscript symbol “ ” in the results below.
The parameters of proposed approaches were set by obtaining

the best performance on the development set in Table I with grid
search. These parameters were then applied to the testing set for
experimental results.

B. Baseline Results
The recognition accuracies for the baseline system described

in Section III for different sets of acoustic models are listed
in Table III. Row 1 are the results for the initial SI models
without adaptation data. Both Mandarin and English accuracies
were very poor here obviously due to the mismatch between
the read speech of SI training corpora and the spontaneous
speech of the target lecture corpora. In addition, the English
accuracies were especially poor compared to Mandarin (except
for course 2), possibly because of the imbalanced prior distri-
bution in the language model. The language model was adapted
with the training transcriptions, in which the frequencies of
Chinese words were much higher than those of English words.
Therefore English words were more likely to be incorrectly
recognized. Row 2 are the results for applying the standard
speaker adaptation (SA) cascading MLLR and MAP, serving as
the baseline of speaker adaptation scenario below. Row 3 are
for speaker dependent (SD) models trained with all the training
data as listed in Table I and described in Section II, serving as
the baseline for speaker dependent scenario below.
From Table III, it is clear that the recognition accuracies

for Mandarin can be significantly improved when the acoustic
models were estimated by the target corpora (rows 2, 3 vs. 1).
Similarly for English, but the achievable English accuracies
were much lower than Mandarin, obviously because the English
data in the target corpora were much less. But for speaker
independent models trained with Mandarin and English corpora
with very similar size (row 1), the performance difference was
much smaller. This is the data imbalance issue mentioned in
this paper.
In Table III, the accuracies for SI models (row 1) are quite

low. One may wonder the English SI training corpus used
here was specially mismatched with the target corpus. But
there exists plenty of native speaker English data with Wall
Street Journal (WSJ) as one example. To investigate whether
other native or non-native English corpora were helpful, we
used different English corpora together with the Mandarin
corpus ASTMIC to build the SI models. The results are in
Table IV, as compared to the SI models in row 1 of Table III.

TABLE IV
BASELINE RESULTS WITH DIFFERENT CORPUS USED FOR BUILDING

ENGLISH SI MODELS (ACCURACIES) (%)

TABLE V
RESULTS OF MAP ADAPTATION STARTED WITH THE BEST SET OF SI
MODELS (ROW 1 OF TABLE III) USING DIFFERENT PERCENTAGES OF

A LARGE CORPUS OF NATIVE ENGLISH DATA (WSJ1)

Row 1 of Table IV is for WSJ1 [55], which is in read speech
and produced by native speakers. Row 2 is for TWNAESOP
[56], which is also in read speech but produced by Taiwanese
speakers. The results using TWNAESOP were also reported
previously [16], [30].
We can see from Table IV that for both WSJ1 and

TWNAESOP, the English accuracies were very poor. The mis-
match between these corpora and the English part of the target
corpora was so serious that English acoustic models seemed
irrelevant in the decoding process. As shown in the results for
WSJ1 (row 1), it is clear that the significant difference between
native and non-native English speech made the WSJ1 English
corpora almost not helpful at all here. This implied adopting
large amount of available English data produced by native
speakers may not be a solution for this task. On the other hand,
TWNAESOP was produced by Taiwanese speakers (row 2),
but also highly mismatched to the target corpus here. In other
words, the characteristics for speech produced by non-native
speakers may vary in a very wide range and can be highly
mismatched to the test speakers also. In comparison, EATMIC
(the English data used in row 1 of Table III, as explained in
Section VII-A) is better matched to the task considered here, so
we use it as the baseline for comparison below.
For training the speaker independent (SI) models in row 1

of Table III to be used below, EATMIC containing about 400
non-native English speakers was used for training the English
part. With the wide variation of non-native speakers, the SI
models still gave performance for English comparable to that
for Mandarin (e.g. 34.63% vs. 39.09% for Course 1 in row 1 of
Table III). However, we noticed that the mapping relationship
between English units and Mandarin units differed for different
speakers (e.g. Course 3 vs. Course 1). Therefore, a good amount
of training data for the target speaker is necessary for estimating
the mapping table, which was about 30 minutes for SA cases
and 9 hours for SD cases. Otherwise the mapping may not be
accurate enough and the performance may be poor.
In addition to directly combining the Mandarin and English

corpora for SI model training, it is certainly possible to start with
the best set of SI models trained with native Mandarin data and
non-native English data (EATMIC) as in row 1 of Table III and
then adapt the models with native English data (WSJ1) to take
the advantage of the large quantity of the native data, for ex-
ample using the well-known MAP adaptation [44]. The results
are listed in Table V. In Table V, row 1 are the results of the
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TABLE VI
RESULTS OF UNIT MERGING (MRG) ON LEVELS OF MODEL, STATE AND GAUSSIAN (ACCURACIES) (%)

best set of SI models, directly copied from row 1 in Table III,
and rows 2-5 are results with MAP adaptation [44] with dif-
ferent percentages of WSJ1 started with those in row 1. We see
that in row 2, the accuracies for English part is seriously de-
graded with 25% ofWSJ1 data (about 17 hours long) used. Note
that in the adaptation only those triphones with English cen-
tral phonemes were updated while those triphones with Man-
darin central phonemes remained unchanged. Because the Eng-
lish triphones became much worse, many Mandarin words pre-
viously incorrectly recognized as English words were now cor-
rectly taken as Mandarin words. This is why the Mandarin accu-
racy for Course 1 and 2 was improved, although Mandarin tri-
phones remained unchanged. This trend continued or remained
similar with more native English data used (50%, 75%, 100% as
in rows 3-5), with results more or less saturated to values close
to row 1 of Table IV, or the whole WSJ1 used to generate the
SI model. These results showed that the gap between native and
non-native English data is large even initialized with better SI
models trained with non-native English data.

VIII. EXPERIMENTAL RESULTS

A. Unit Merging on Different Levels (without Unit Recovery
and Occupancy Ranking)

Experimental results in accuracies for different versions of
acoustic models obtained with unit merging only (without unit
recovery and occupancy ranking, simply finding aMandarin unit
for each English unit to merge with, labelled “MRG”) are listed
in TableVI. Rows 1-5 are for speaker adapted (SA)models while
rows 6-11 are for speaker dependent (SD) models. Rows 1 and
6, labeled as “(Full, ADP)” and “(Full)” are for the baseline
acoustic models directly copied from rows 2 and 3 of Table III,
used as baselines in the significance tests. The results for the
proposed acoustic unit merging approach on different levels are
respectively listed in rows 2 to 5 for SA case and rows 7 to 10
for SD case, with merging on model level in rows 2, 3, 7 and 8
(rows 2 and 7 based on IPA as described below), on state level
in rows 4 and 9 and on Gaussian level in rows 5 and 10.
In order to compare the proposed approach with the knowl-

edge-based model merging approach base on IPA table, we built
such IPA-based merged models, with results listed in rows 2 and
7 (labeled as “MRG, Model-IPA”). In this IPA-based model-
level merging, 28 English phonemes were directly merged with
the corresponding Mandarin phonemes having the same IPA
symbols. In row 2 for SA case, we see no improvement was

brought by this knowledge-based method. Only very slight im-
provement can be observed even for SD case as in row 7. A
possible explanation is that phoneme similarities vary signifi-
cantly from speaker to speaker, therefore for the target speakers
producing the target corpora, the best unit mapping table is not
necessarily the same as the one found by IPA. Mandarin and
English are quite different on the phoneme level too.
On the other hand, we can see that the accuracies (particu-

larly for English) were significantly improved by the proposed
acoustic unit merging approach in all cases, except for merging
on model level for SA case for courses 1 and 3 (with p-values of
0.094 and 0.18 in row 3), and SD case for course 2 (with p-value
of 0.127 in row 8).
In general, the Gaussian level merging (rows 5 and 10) was

better than state level (rows 4 and 9), which is in turn better
than model level (rows 2, 3, 7 and 8)), or the lower (and finer)
level merging was better. In addition, note that the performance
of Mandarin part was not degraded while the performance of
English part was improved in all cases. Comparing the results
for speaker adapted models with speaker dependent models
(upper to lower halves), the improvements for speaker depen-
dent models were larger, although their English data were less
insufficient. This implies more data gives better unit mapping,
which is one of the advantages of the data-driven approaches.
In order to verify that the proposed approaches are better than

directly adding the data, we performed an extra experiment in
SD case withmodels trained with the combination of the training
sets of the two courses 1 and 2. The results are listed in row
11 (labeled as “Combination”). Since the speakers of the two
training sets are the same as mentioned in Section II-A, the re-
sults are reasonably expected to be better than the speaker depen-
dent baseline in row 6. Compared with the best results obtained
with the approaches proposed here, unit merging on Gaussian
level as in row 10, we see simply adding more data did bring
improvements, but much less than unit merging.
An additional concern here is that during the standard training

process for the state-tied acoustic models using decision trees,
the splitting threshold can be adjusted to modify the size of the
acoustic models, based on which the data sharing among dif-
ferent units can be properly managed. With higher thresholds,
the total number of HMM states is decreased and each HMM
state is share by more triphone models, or more training data are
available for each state.
However, in such cases, separate decision trees are con-

structed for each individual state for each individual central
phoneme. Therefore, no data sharing is allowed either across
different central phonemes or across different states for the
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TABLE VII
RESULTS FOR UNIT MERGING COMPARED WITH MODELS TRAINED WITH DIFFERENT SPLITTING THRESHOLDS

Fig. 8. English Word Accuracies for Unit Merging on Different Levels with
Different Percentages of Merged Units.

same central phoneme, since they are all managed by different
trees. With the unit merging proposed here, an English state
(or its Gaussian) can share data with any Mandarin state (or its
Gaussian) for any central phoneme, as long as they are close.
This makes data sharing much more flexible. This was verified
by an extra experiment in which the triphone models were
trained with different thresholds without unit merging, to be
compared with those with unit merging. The results are shown
in Table VII.
In Table VII, rows 1-7 are for SA cases and rows 8-12 for

SD cases. Rows 1 and 8 are directly copied from rows 1 and
6 of Table VI without unit merging, serving as the baselines
here, except it was marked that 2500 states and 2250 states were
used in rows 1 and 8 respectively when generating these re-
sults. Rows 2 and 9 are then the best results with unit merging
on Gaussian level, which are directly copied from rows 5 and
10 of Table VI for comparison. Rows 3-7 and 10-12 are then
results with different splitting thresholds ending up with dif-
ferent number of states ranging between 1500 and 3000, all
without unit merging. We see that the accuracies varied with dif-
ferent thresholds for different cases, some of which were better
than 2500 states in row 1 or 2250 states in row 8. However,
the improvements achievable by adjusting the threshold in rows
3-7, 10-12 are much less than that achievable with unit merging
on Gaussian level in rows 2 and 9. As discussed above, much
more flexible data sharing is offered by unit merging across the
languages.
Table VIII is an example of monophone-level mapping table

for speaker dependent (SD) model-level merging obtained for
course 1. Note that because the real model-level merging was
performed on triphones, so for each English phoneme in the left
column of Table VIII, different context may lead to different
Mandarin phonemes to be merged with. So only the one with the

TABLE VIII
MONOPHONE-LEVEL MAPPING RELATIONSHIP BETWEEN MANDARIN

AND ENGLISH FOR MODEL-LEVEL MERGING IN SD CASE
AND COURSE 1 WITH THE PROPOSED APPROACH

highest count is shown on the right column of Table VIII. These
mapping pairs are ranked according to the minimum cross-lin-
gual distance, and only the top 10 pairs are listed in Table VIII.
We can see that the mapping relationship was reasonably consis-
tent with the knowledge offered by the IPA table. However, with
the proposed approaches, more detailed mapping relationship
for triphones and on lower levels can be obtained in a data-driven
way.
In fact, because the mapping pairs are ranked according to

the distance, we can choose to merge only a given percentage of
English units with the correspondingMandarin units, but not all.
The English word accuracies obtained in this way for different
percentages of English units merged on different levels under
the speaker adaptation (SA) scenario for Course 1 is shown in
Fig. 8, compared to the baseline results without unit merging.
In Fig. 8 for model level, we can see that the best performance

was achieved when 30% of English triphones were merged with
Mandarin triphones. When this percentage exceeded 50%, the
accuracies became worse than the baseline. This is reasonable
since Mandarin and English are quite different languages in na-
ture, thus forced merging of distinct triphones led to perfor-
mance degradation.
For lower levels or finer units in Fig. 8, state or Gaussian,

the accuracies were continuously improved with higher merging
percentage. The results in Table VI are actually the best results
obtained with a chosen percentage, i.e., 30% for model level in
rows 3 and 8, 80% for state level in rows 4 and 9, and 100% for
Gaussian level in rows 5 and 10.
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TABLE IX
RESULTS FOR UNIT MERGING (MRG) FOLLOWED BY UNIT RECOVERY (RCV) ON DIFFERENT LEVELS (MODEL, STATE, GAUSSIAN) (ACCURACIES) (%)

TABLE X
RESULTS WHEN OCCUPANCY RANKING (OCC) WAS USED WITH UNIT MERGING (MRG) AND RECOVERY (RCV) ON GAUSSIAN LEVEL ONLY (ACCURACIES) (%)

B. Unit Recovery on Different Levels (without Occupancy
Ranking)
The results with unit recovery process after the unit merging

as shown in Fig. 2 are listed in Table IX for SA (rows 1 to 7) and
SD (rows 8 to 14).
Since there is another parameter re-estimation block in the

unit recovery process, the parameters of the models labeled as
“Acoustic Models (Recovered 2)” in block (E) of Fig. 2 actually
had been re-estimated twice, one during unit merging and the
other during unit recovery. Therefore, the models obtained in
Block (E) should be compared with models with parameters also
re-estimated twice. So a set of speaker adapted models obtained
with two repeated processes of MLLR followed by MAP was
taken as the new baseline in row 1 (labeled as “ ”). Row
8 is the same as row 3 of Table III. For unit merging on different
levels, after the models were obtained at the end of unit merging
process before recovery, labeled as “Acoustic Models (Merged
2)” in block (C) of Fig. 2, another run of parameter re-estimation
was also performed in addition to produce the second sets of
baselines in rows 2, 4 and 6 (labeled as “ ”) for SA
case and rows 9, 11 and 13 (labeled as “ ”) for
SD case respectively on model, state and Gaussian levels.
The results with unit recovery process performed after unit

merging (models in block (E) of Fig. 2, labeled as “
”) are listed in rows 3, 5 and 7 and rows 10, 12 and 14

respectively for SA and SD cases, to be compared with those
without recovery but with an addition run of parameter re-esti-
mation in rows 2, 4, 6 and rows 9, 11, 13 respectively. Signif-
icant improvements can be observed when comparing with the
respective baselines in almost all cases with p-values also listed

(the only exception was for Course 3 and model level for SA
in row 3). The parameters of the recovered units are no longer
dominated by the data from the host language, while the data
insufficiency issue was already properly handled by initializing
parameters in unit merging.

C. Unit Occupancy Ranking on Gaussian level
We now consider the unit occupancy ranking as discussed

in Section V and the results are listed in Table X. Since the
best results of unit merging (and recovery) were obtained on the
Gaussian level, we only report results on the Gaussian level.
In Table X, rows 1-4 are for SA and 5-8 for SD. Rows 1 and 5

are the best results of unit merging only on Gaussian level, while
rows 3 and 7 with unit recovery applied in addition. These rows
are used as baselines for comparison and rows 2, 4, 6 and 8 are
respectively for those with unit merging performed with unit oc-
cupancy ranking (labeled “OCC” in addition). Comparing rows
2, 4, 6 and 8 to rows 1, 3, 5 and 7, we can see that the proposed
occupancy ranking approach offered significant improvements
to unit merging inmost cases regardless of whether unit recovery
was performed or not.

D. Frame-level Language Identification Analysis
In Section VI-A, we analyze the frame-level language identi-

fication recall/precision for the baseline recognition system. In
Sections VI-B, C, we propose to estimate the language poste-
riors using BPFs with a neural network. Because MFCCs were
used for this purpose previously [29][32], several of such ap-
proaches are also compared here. We first used MFCC features
with a GMM classifier as was done previously [29], and then we
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TABLE XI
FRAME-LEVEL LANGUAGE IDENTIFICATION RESULTS WITH DIFFERENT INPUT FEATURES AND DIFFERENT CLASSIFIERS

TABLE XII
RESULTS FOR USING THE LANGUAGE POSTERIOR ESTIMATE (LPE) OR ORACLE LANGUAGE IDENTIFICATION (ORACLE LI) IN DECODING FOR SYSTEMS WITH

CROSS-LANGUAGE ACOUSTIC MODELING ( , GAUSSIAN) (ACCURACIES) (%)

replaced the GMM classifier by a neural network classifier. Fi-
nally theMFCC features are replaced by BPFs as the input to the
neural network classifier as proposed here. The neural network
classifier used in the experiment had one hidden layer with 1024
hidden nodes.
The frame-level precision/recall rates are listed in Table XI for

English part only. Part (I) (rows 1 and 2) are for the baseline
system, directly copied from Table II. Part (II) (rows 3,4) are
then the results of frame-level language identification obtained
using 39-dimensional MFCCs with a GMM classifier [29], and
Part (III) (rows 5,6) are those obtained when a neural network
classifier was used to replace the GMM classifier and MFCCs
with longer context [32] (4 preceding and 4 following frames)
were used as the frame-level input. Part (IV) (rows 7-11) are
then the results using BPFs proposed here as the input features
for the neural network. In all parts (II)(III)(IV) the GMM or the
neural network classifiers trained with the adaptation/training
sets listed in Table I of Section II are respectively referred to as
SA/SD, and in Part (IV) SA/SD further indicate the BPFs were
obtained with phoneme lattices produced by the SA/SD baseline
systems as in rows 1 and 2 of Part (I).
We can see from Parts (II) and (III) from Table XI that it is

difficult to identify the language using MFCCs at least for this
task, regardless of the input context length or the type of the clas-
sifiers. Although the recalls obtained were close to the baseline
system (rows 3-6 vs. rows 1,2), the precisions were very low. It is
also clear that the neural network outperformed the GMM clas-
sifier in more cases for this task (rows 5,6 vs. rows 3,4). How-

ever, even with a longer input context and a stronger classifier
such as the neural network, the performance using MFCCs is
still not good enough. Clearly, it is not easy to identify the lan-
guage simply based on several frame of MFCCs, especially for
this task in which both languages were produced by the same
speaker in the same utterance. Part (IV) (rows 7-11) then in-
cludes results of using BPFs proposed here with different values
of used in (9), from which we selected for the fol-
lowing experiments.
Note that as shown in Fig. 7 and discussed in Section VI-C,

different values of actually gave very different nonlinear trans-
formations, or the posterior probabilities were boosted
in quite different ways. The value of here was tuned using the
development set of Course 1, but this value was also applied
to the other two courses as well. As a result, the value can
be data-dependent, but it did not vary much. Here we see with
properly chosen value of , improved recalls were achievable
with precision either improved or slightly degraded (rows 7-11
vs. rows 1,2).

E. Language Posterior Estimation Used with Cross-lingual
Acoustic Modeling

Here we tested the complete framework using the language
posterior estimates in decoding in Section VI-B, based on the
acoustic models obtained with the various approaches of cross-
lingual acoustic modeling proposed in this work. The results are
listed in Table XII.
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In Table XII, row 1 is for the SA baseline. Row 2 is the same
except with the proposed language posterior estimate with BPFs
used in decoding in addition (labelled as “LPE”). The boosting
factor in (8) was set empirically and applied throughout
the experiments. We see the English accuracy was improved sig-
nificantly, while the Mandarin accuracy was improved too (row
2 vs. 1). As a result, the overall performance was improved
significantly with good p-values. Row 3 is the same as row 2
except assuming oracle guest language identification obtained
with forced alignment with the reference transcriptions, serving
as the upper bound (labelled as “Oracle LI”). We can see that
there is much room for further improvement. Rows 4, 5 and
6 are exactly the same as rows 1, 2 and 3, except the acoustic
models used here were obtained with the best approaches pro-
posed here, which is unit merging and recovery with unit oc-
cupancy ranking on the Gaussian level. We can see the same
trends as in rows 1, 2 and 3, except the p-value for course 2
in row 5 exceeded 0.05. This shows the approaches proposed
here are equally useful for different acoustic models, and the
improvements are additive and complementary to each other.
Though the improvements brought by jointly using the two dif-
ferent sets of approaches (cross-lingual acoustic modeling and
language posterior estimate) is relatively limited compared to ei-
ther individual one in this task, this improvement should depend
on the performance of the individual methods for the task con-
sidered. For example, if very good language identification can be
accomplished, as the “oracle LI” results showed, jointly using
the two sets of approaches should be able to offer significant
improvements hardly achievable by improving acoustic models
alone.
Rows 7 to 12 are similar results as rows 1 to 6, except with the

speaker dependent (SD) models, offering exactly the same ob-
servations. So the proposed approaches are useful for increased
training data as well, not limited to data insufficiency scenarios.
We also noticed that the improvement is more significant for
weak acoustic models, which is reasonable.

F. Summary of All Results

Table XII also serves as the summary of all results obtained
in this paper, when rows 3, 6, 9 and 12 for oracle language
identification are ignored, with rows 1, 2, 4 and 5 for SA and
rows 7, 8, 10 and 11 for SD. Rows 1,7 are baselines, rows 4,10
for the best set of acoustic models (unit merging and recovery
with occupancy ranking on Gaussian level) alone, rows 2,8
for language posterior estimate alone, and rows 5,11 for using
the best acoustic models with language posterior estimation
simultaneously.
The best acoustic models in rows 4 and 10 gave 11.76%,

8.03% and 10.28% relative improvements for English part for
courses 1, 2 and 3 respectively for SA case and 17.10%, 9.26%
and 13.02% for SD case. More improvements were obtained
in SD case because the larger data size gave more precise unit
merging relationships. Rows 2 and 8 with the proposed language
posterior estimates alone gave 10.00%, 6.94% and 6.34% rela-
tive improvements for SA case and 5.30%, 3.13% and 3.21%
for SD case. The improvements for SD case were slightly less,
probably because the SD models were already capable of identi-
fying the languages better. The system using language posterior
estimates in decoding with the best acoustic models in rows 5
and 11 gave 12.63%, 8.20% and 10.81% relative improvement
for SA case and 17.21%, 9.38% and 13.65% for SD case.

IX. CONCLUSION

Recognition of speech with code-switching occurring fre-
quently within utterances is an important problem for the
globalized world today. The difficulties include not only the
lack of the guest language data and the language identification
to be performed over very short segments of speech, but the
fact that the English (guest language) is usually spoken by a
non-native speaker within an utterance of his native language
(host language), so very often taken as in the host language. In
this paper, we present an improved framework for recognizing
such highly imbalanced bilingual code-switched utterances on
top of the previously proposed unit merging approaches on three
levels: model, state and Gaussian. This includes unit recovery
after being merged, unit occupancy ranking for much more
flexible data sharing both inter-language and intra-language,
and frame-level language posterior estimates to be used in de-
coding. We also present a complete set of experimental results
comparing all approaches involved for a real-world application
scenario under unified conditions. The experimental results
verified that the concepts behind the proposed framework are
all useful and can offer improved recognition accuracy, i.e.,
the acoustic units should be properly recovered after being
merged, the data sharing should be much more flexible than
simply using state-tied triphones and across the languages, and
good estimates of frame-level language posteriors can help in
decoding.

REFERENCES
[1] T. Schultz and A.Waibel, “Multilingual and crosslingual speech recog-

nition,” in Proc. DARPAWorkshop Broadcast News Transcript. Under-
stand., 1998.

[2] T. Schultz and A. Waibel, “Language independent and language adap-
tive acoustic modeling for speech recognition,” Speech Commun., pp.
31–51, 2001.

[3] H. Lin, L. Deng, J. Droppo, D. Yu, and A. Acero, “Learning methods
in multilingual speech recognition,” in Proc. NIPS, 2008.

[4] L. Lamel, M. Adda-decker, and J. L. Gauvain, “Issues in large vo-
cabulary, multilingual speech recognition,” in Proc. Eur. Conf. Speech
Commun. Technol., 1995, pp. 185–188.

[5] L. Deng, “Integrated-multilingual speech recognition using universal
phonological features in a functional speech production model,” in
Proc. ICASSP, 1997, pp. 1007–1010.

[6] A. Waibel, H. Soltau, T. Schultz, T. Schaaf, and F. Metze, “Multilin-
gual speech recognition,” Book: Speech-to-Speech Translation.

[7] S. J. Young, M. Adda-Dekker, X. Aubert, C. Dugast, J. L. Gauvain,
D. J. Kershaw, L. Lamel, D. A. Leeuwen, D. Pyea, A. J. Robinson, H.
J. M. Steeneken, and P. C. Woodland, “Multilingual large vocabulary
speech recognition: The european SQALE project,” Comput. Speech
Lang., pp. 73–89, 1997.

[8] T. Schultz, N. Thang Vu, and T. Schlippe, “GlobalPhone: A multilin-
gual text & Speech Database in 20 Languages,” in Proc. ICASSP, 2013,
pp. 8126–8130.

[9] Z. Tüske, D. Nolden, R. Schlüter, and H. Ney, “Multilingual MRASTA
features for low-resource keyword search and speech recognition sys-
tems,” in Proc. ICASSP, 2014, pp. 7854–7858.

[10] J. Li, R. Zheng, and B. Xu, “Investigation of cross-lingual bottleneck
features in hybrid ASR systems,” in Proc. Interspeech, 2014.

[11] B. Mark and E. Barnard, “Phone clustering using Bhattacharyya dis-
tance,” in Proc. ICSLP, 1996, vol. 4, pp. 2005–2008.

[12] Y. Qian and J. Liu, “Phone modeling and combining discriminative
training for Mandarin-English bilingual speech recognition,” in Proc.
ICASSP, 2010, pp. 4918–4921.

[13] A.-K. Kienappel, D. Geller, and R. Bippus, “Cross-language transfer of
multilingual phoneme models,” Autom. Speech Recogn., pp. 155–159,
2000.

[14] J. Kohler, “Language adaptation of multilingual phone models for
vocabulary independent speech recognition tasks,” in Proc. Acoust.,
Speech, Signal Process., 1998, pp. 417–420.

[15] H. Cao, T. Lee, and P. C. Ching, “Cross-lingual speaker adaptation via
Gaussian component mapping,” in Proc. Interspeech, 2010.



YEH AND LEE: IMPROVED FRAMEWORK FOR RECOGNIZING HIGHLY IMBALANCED BILINGUAL CODE-SWITCHED LECTURES 1159

[16] C.-F. Yeh, C.-Y. Huang, and L.-S. Lee, “Bilingual acoustic model
adaptation by unit merging on different levels and cross-level integra-
tion,” in Proc. Interspeech, 2011.

[17] R. Bayeh, S. Lin, G. Chollet, and C. Mokbel, “Towards multilingual
speech recognition using data driven source/target acoustical units as-
sociation,” in Proc. ICASSP, 2004, pp. 521–524.

[18] E. Lebese, J. Manamela, and N. Gasela, “Towards a multilingual recog-
nition system based on phone-clustering scheme for decoding local lan-
guages,” in Proc. SATNAC, 2012.

[19] L. Burget and P. Schwarz et al., “Multilingual acoustic modeling for
speech recognition based on subspace Gaussian mixture models,” in
Proc. ICASSP, 2010, pp. 4334–4337.

[20] Y. Qian, D. Povey, and J. Lu, “State-level data borrowing for low-re-
source speech recognition based on subspace GMMs,” in Proc. Inter-
speech, 2011.

[21] R. Xu, Q. Zhang, J. Pan, andY. Yan, “Investigations tominimum phone
error training in bilingual speech recognition,” in Proc. FSKD, 2009.

[22] C.-F. Yeh, Y.-C. Lin, and L.-S. Lee, “Minimum phone error
model training on merged acoustic units for transcribing bilingual
code-switched speech,” in Proc. ISCSLP, 2012.

[23] L. Deng, J. Li, J.-T. Huang, K. Yao, D. Yu, F. Seide, M. L. Seltzer, G.
Zweig, X. He, J. Williams, Y. Gong, and A. Acero, “Recent advances
in deep learning for speech research at Microsoft,” in Proc. ICASSP,
2013, pp. 8604–8608.

[24] N. T. Vu, D. Imseng, D. Povey, P. Motlicek, T. Schultz, and H.
Bourlard, “Multilingual deep neural network based acoustic mod-
eling for rapid language adaptation,” in Proc. ICASSP, 2014, pp.
7639–7643.

[25] K. F. Livescu, E. Lussier, and F. Metze, “Subword modeling for au-
tomatic speech recognition: Past, present, and emerging approaches,”
IEEE Signal Process. Mag., vol. 29, no. 6, pp. 44–57, Nov. 2012.

[26] C.-H. Wu, H.-P. Shen, and Y.-T. Yang, “Phone set construction based
on context-sensitive articulatory attributes for code-switching speech
recognition,” in Proc. ICASSP, 2012, pp. 4865–4868.

[27] R. Fernandez, J. Cui, A. Rosenberg, B. Ramabhadran, and X. Cui, “Ex-
ploiting vocal-source features to improve ASR accuracy for low-re-
source languages,” in Proc. Interspeech, 2014.

[28] C.-F. Yeh, C.-Y. Huang, L.-C. Sun, and L. Lee, “An integrated frame-
work for transcribing Mandarin-English code-mixed lectures with im-
proved acoustic and language modeling,” in ISCSLP, 2010.

[29] N. Thang Vu, D.-C. Lyu, J. Weiner, D. Telaar, T. Schlippe, F. Blaicher,
E.-S. Chng, T. Schultz, and H. Li, “A first speech recognition system
for Mandarin-English code-switch conversational speech,” in Proc.
ICASSP, 2012, pp. 4889–4892.

[30] C.-F. Yeh, L.-C. Sun, C.-Y. Huang, and L.-S. Lee, “Bilingual acoustic
modeling with state mapping and three-stage adaptation for tran-
scribing unbalanced code-mixed lectures,” in Proc. ICASSP, 2011, pp.
5020–5023.

[31] C.-F. Yeh, A. Heidel, H.-Y. Lee, and L.-S. Lee, “Recognition of highly
imbalanced code-mixed bilingual speech with frame-level language
detection based on blurred posteriorgram,” in Proc. ICASSP, 2012, pp.
4873–4876.

[32] D. Imseng, H. Bourlard, M. Magimai-Doss, and J. Dines, “Language
dependent universal phoneme posterior estimation for mixed language
speech recognition,” in Proc. ICASSP, 2011, pp. 5012–5015.

[33] J. Weiner, N. Thang Vu, D. Telaar, F. Metze, T. Schultz, D.-C.
Lyu, E.-S. Chng, and H. Li, “Integration of language identifica-
tion into a recognition system for spoken conversations containing
code-switches,” in Proc. SLTU, 2012.

[34] N. Barroso, K. López de Ipiña, A. Ezeiza, O. Barroso, and U. Susper-
regi, “Hybrid approach for language identification oriented to multilin-
gual speech recognition in the Basque context,” in Hybrid Artif. Intell.
Syst. Lecture Notes Comput. Sci., 2010.

[35] D.-C. Lyu and R.-Y. Lyu, “Language identification on code-switching
utterances using multiple cues,” in Proc. Interspeech, 2008.

[36] Y. Zhang, E. Chuangsuwanich, and J. R. Glass, “Language ID-based
training of multilingual stacked bottleneck features,” in Proc. Inter-
speech, 2014.

[37] D. A. van Leeuwen and O. Rosemary, “Speech recognition of non-
native speech using native and non-native acoustic models,” in Proc.
Interspeech, 1999.

[38] N. T. Vu, Y. Wang, M. Klose, Z. Mihaylova, and T. Schultz, “Im-
proving ASR performance on non-native speech usingmultilingual and
crosslingual information,” in Proc. Interspeech, 2014.

[39] L. Ying and P. Fung, “Code switch language modeling with functional
head constraint,” in Proc. ICASSP, 2014, pp. 4913–4917.

[40] N. T. Vu, D. Imseng, D. Povey, P. Motlicek, T. Schultz, and H.
Bourlard, “Multilingual deep neural network based acoustic mod-
eling for rapid language adaptation,” in Proc. ICASSP, 2014, pp.
7639–7643.

[41] H. Adel, D. Telaar, N. Thang Vu, K. Kirchhoff, and T. Schultz, “Com-
bining recurrent neural networks and factored language models during
decoding of code-switching speech,” in Proc. Interspeech, 2014.

[42] A. W. Black and T. Schultz, “Speaker clustering for multilingual syn-
thesis,” in Proc. MultiLing, 2006.

[43] C. J. Leggetter and P. C. Woodland, “Maximum likelihood linear re-
gression for speaker adaptation of continuous density hidden Markov
models,” Comput. Speech Lang., pp. 171–185, 1995.

[44] C. H. Lee and J. L. Gauvain, “Speaker adaptation based on map esti-
mation of HMM parameters,” in Proc. ICASSP, 1993, pp. 558–561.

[45] Handbook of the International Phonetic Association. Cambridge,
U.K.: Cambridge Univ. Press, 1999.

[46] UCL Div. of Psychol., and Lang. Sci., “SAMPA - Computer readable
phonetic alphabet,” 1999.

[47] J. R. Hershey and P. A. Olsen, “Approximating the Kullback Leibler di-
vergence between Gaussian mixture models,” in Proc. ICASSP, 2007,
vol. 4, pp. 317–320.

[48] Y.-J. Wu, S. King, and K. Tokuda, “Cross-lingual speaker adaptation
for HMM-based speech synthesis,” in Proc. ISCSLP, 2008.

[49] T. Niesler, “Language-dependent state clustering for multilingual
acoustic modeling,” Speech Commun., pp. 453–463, 2007.

[50] J. Silva and S. Narayanan, “Upper bound Kullback-Leibler divergence
for transient hiddenMarkovmodels,” IEEE Trans. Signal Process., vol.
56, no. 9, pp. 4176–4188, Sep. 2008.

[51] J. R. Hershey and P. A. Olsen, “Approximating the Kullback Leibler di-
vergence between Gaussian mixture models,” in Proc. ICASSP, 2007,
vol. 4, pp. 317–320.

[52] S. J. Young, J. J. Odell, and P. C. Woodland, “Tree-based state tying
for high accuracy acoustic modeling,” in Proc. HLT, 1994.

[53] D. Povey, “Discriminative Training for Large Vocabulary Speech
Recognition,” PhD, Cambridge Univ. Eng. Dept, Cambridge, U.K.,
2003.

[54] G. Dahl, D. Yu, L. Deng, andA. Acero, “Context-dependent pre-trained
deep neural networks for large vocabulary speech recognition,” IEEE
Trans. Audio, Speech, Lang. Process., Special Iss. Deep Learn. Speech
Lang. Process., vol. 20, no. 1, pp. 30–42, Jan. 2012.

[55] Wall Street Journal-based Continuous Speech Recognition (CSR)
Corpus Phase II (WSJ1),, LDC94S13A, 1994.

[56] C.-y. Tseng, “Taiwan Asian English speech corpus project
(TWNAESOP),” Academia Sinica, pp. 2009–2012.

[57] The Association for Computational Linguistics and Chinese Language
Processing, [Online]. Available: http://www.aclclp.org.tw/corp.php

Ching-Feng Yeh was born in 1987. He received
the B.S. and M.S. degrees in electronic engineering
and communication engineering from National
Taiwan University (NTU), Taipei, Taiwan, in 2009
and 2011, respectively. He is currently pursuing the
Ph.D. degree in the Department of Communication
Engineering, National Taiwan University, Taipei,
Taiwan. His research focused on automatic speech
recognition.

Lin-Shan Lee (F’03), received the Ph.D. degree
in electrical engineering from Stanford University,
Stanford, CA. He has been a Professor of electrical
engineering and computer science at the National
Taiwan University, Taipei, Taiwan, since 1982 and
holds a joint appointment as a Research Fellow
of Academia Sinica, Taipei. His research interests
include digital communications and spoken language
processing. He developed several of the earliest
versions of Chinese spoken language processing
systems in the world including text-to-speech sys-

tems, natural language analyzers, dictation systems, and voice information
retrieval systems. Dr. Lee was on the Board of Governors (1995), the Vice
President for International Affairs (1996–1997) and the Awards Committee
chair (1998–1999) of the IEEE Communications Society. He was a member
of the Board of International Speech Communication Association (ISCA
2002–2009), a Distinguished Lecture (2007–2008) and a member of the
Overview Paper Editorial Board (2009–2010) of the IEEE Signal Processing
Society, and the general chair of ICASSP 2009 in Taipei. He has been a fellow
of ISCA since 2010, and received the Meritorious Service Award from the
IEEE Signal Processing Society in 2011, and IEEE ComSoc/KICS Exemplary
Global Service Award from the IEEE Communication Society in 2014.


