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From Feedforward to Recurrent LSTM Neural
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Abstract—Language models have traditionally been estimated
based on relative frequencies, using count statistics that can be ex-
tracted from huge amounts of text data. More recently, it has been
found that neural networks are particularly powerful at estimating
probability distributions over word sequences, giving substantial
improvements over state-of-the-art count models. However, the
performance of neural network language models strongly depends
on their architectural structure. This paper compares count
models to feedforward, recurrent, and long short-term memory
(LSTM) neural network variants on two large-vocabulary speech
recognition tasks. We evaluate the models in terms of perplexity
and word error rate, experimentally validating the strong corre-
lation of the two quantities, which we find to hold regardless of
the underlying type of the language model. Furthermore, neural
networks incur an increased computational complexity compared
to count models, and they differently model context dependences,
often exceeding the number of words that are taken into account
by count based approaches. These differences require efficient
search methods for neural networks, and we analyze the potential
improvements that can be obtained when applying advanced
algorithms to the rescoring of word lattices on large-scale setups.
Index Terms—Feedforward neural network, Kneser-Ney

smoothing, language modeling, long short-term memory (LSTM),
recurrent neural network (RNN).

I. INTRODUCTION

I N MANY natural language-related problems, a language
model (LM) is the essential statistical model that captures

how meaningful sentences can be constructed from individual
words. Arising directly from a factorization of Bayes’decision
rule, the LM estimates the probability of occurrence for a given
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word sequence. Incorporating such probability estimates is vital
for state-of-the-art performance in many applications like auto-
matic speech recognition, handwriting recognition, and statis-
tical machine translation.
The probability distribution over word sequences can be di-

rectly learned from large amounts of text data, and numerous ap-
proaches for obtaining accurate probability estimates have been
proposed in the literature (cf. [1] for an overview). However,
count-based LMs as defined in [2] and subsequently improved
in [3] and [4] have consistently outperformed any other method
for decades. This family of models relies on the observation
that relative frequencies are the optimum solution for estimating
word probabilities, given a maximum likelihood training crite-
rion under a Markov assumption (cf. [5]).
Only more recently, by the introduction of neural networks

to the field of language modeling in [6], substantial improve-
ments in perplexity (PPL) over count LMs could be achieved.
Since the first successful application of neural networks to lan-
guage modeling, different types of neural networks have been
explored, where the performance of the original approach could
be considerably improved. In particular, previous work has con-
centrated on feedforward neural networks ([7], [8]), recurrent
neural networks ([9]), and recurrent long short-term memory
(LSTM) neural networks ([10]). Besides the type of the neural
network, the precise structure can have a strong impact on the
overall performance. E.g., in acoustic modeling it was observed
that deep neural networks greatly improve over shallow archi-
tectures [11], where in the former case multiple neural network
layers are stacked on top of each other, as opposed to the latter
case where only a single hidden layer is used.
Apart from the modeling itself, there arises the problem of

how to apply the neural network in decoding. While decoding
with count LMs seems well understood (see e.g. [12] for
efficient decoding in speech recognition), it is more difficult to
incorporate probabilities from neural network LMs in decoding
due to their high computational complexity and a potential
mismatch in context size: Count LMs usually do not exceed
a context size of three to four words, but feedforward neural
networks can be trained with considerably higher context sizes,
and for a recurrent neural network LM the context size in
theory is unbounded. This paper makes the following scientific
contributions:
1) We study the search issue for long-range feedforward

neural network LMs and especially for recurrent neural
network LMs.

2) We present a systematic comparison of count LMs, feed-
forward, recurrent, and LSTM neural network LMs.
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3) Experiments are conducted that verify the strong correla-
tion between perplexity and word error rate (WER), re-
gardless of the LM that is used.

4) Inspired by the success of deep neural networks in acoustic
modeling, we address the question whether deep neural
networks are helpful for language modeling as well.

We present experimental results on two well-tuned English
and French large-vocabulary speech recognition tasks. Never-
theless, the conclusions we draw are not limited to speech recog-
nition, but can be generalized to other problems like statistical
machine translation, as shown e.g. in [13]. The paper is or-
ganized as follows: In Section II we present related work on
neural network language modeling. Then, we give a complete
review of the neural network language model variants investi-
gated in this work, where we also cover details of the training
algorithms and speed-up techniques. We continue by describing
advanced lattice rescoring techniques that allow the efficient ap-
plication of neural network LMs to large-scale speech recogni-
tion. Finally, in Section V we show experimental results, and
Section VI concludes our work.

II. RELATED WORK

In [14] and [15], a feedforward and a recurrent neural net-
work (RNN) were compared in terms of perplexity on one mil-
lion and on 24 million running words of Wall Street Journal
data, respectively. In both cases, the RNN performed consis-
tently better by more than 10% relative. A more detailed study
based on perplexities was presented in [16], where it was inves-
tigated in which cases count LMs and neural network LMs per-
formed best. This analysis was extended to WER results in [17],
where feedforward and recurrent LSTM networks were com-
pared on 27 million running words of French broadcast conver-
sational data. The LSTM obtained a perplexity which was lower
by more than 15% relative compared to the feedforward model,
and these improvements also carried over to the word error rate
level. Only in [18] it was observed that a recurrent neural net-
work was outperformed by a feedforward architecture. A feed-
forward 10-gram obtained a perplexity which was lower by 5%
relative on a large scale English to French translation task, but
the final performance in terms of BLEU was identical for both
networks. For efficiency reasons, the RNN was not trained with
standard backpropagation through time.
To the best of our knowledge, so far only [15] investigated

the potential gains by deep networks for language modeling.
Virtually no improvements in PPL orWER were obtained when
interpolating a count LM and a feedforward model trained on
the same amount of data.
A comparative evaluation of different kinds of LMs is closely

related to the algorithms that are used for decoding. All of the
aforementioned works have either not covered any decoding ex-
periments, or restricted the analysis of recurrent neural networks
to the rescoring of comparatively small -best lists (where
is at most 300). In [19] and [20], an improved rescoring of
-best lists was investigated, reducing the computational effort

by caching and compressing the lists into a prefix tree. As -best
lists can only encode a small-sized search space with little vari-
ation, the use of -best lists may hide the full potential of neural
network LMs. Early work on using long-span structured LMs

for lattice rescoring includes [21]. For neural network LMs, this
was first addressed in [22], where a hill climbing algorithm was
presented that could be applied to word lattices instead of -best
lists. In [23], the push-forward algorithm for RNN LMs was
introduced in a machine translation setting. This algorithm ex-
tracts the single best hypothesis from a word lattice in an effi-
cient manner. The work did not take into account the rescoring
of all hypotheses in a word lattice with an RNN LM, which was
subsequently addressed in [24] and [25] for speech recognition.
While [24] creates the rescored lattices directly based on an al-
gorithm from [26], in [25] rescored lattices were obtained as a
by-product of the push-forward algorithm, without a degrada-
tion in Viterbi word error rate. Additional improvements were
obtained by applying confusion network rescoring (cf. [27]) on
the lattices.
More recently, research also focussed on using RNN LMs di-

rectly in first pass decoding. In [28], a fine-grained cache ar-
chitecture was presented to reduce the computational overhead
incurred by the RNN, but compared to the push-forward algo-
rithm, a degradation in WER was observed. In [29], an RNN
LM was integrated into a weighted finite state transducer-based
decoder, which helped reducing the latency of the speech recog-
nition process, but only led to very small gains inWER. In addi-
tion, no higher order expansion of the RNN was considered. In
summary, there is little evidence that it is necessary to integrate
an RNN LM into first pass speech decoding to obtain optimum
word error rate results. However, as noted in [17] and [25], it is
important to obtain a fully rescored lattice incorporating neural
network probabilities, because this allows advanced methods
such as confusion network rescoring, which we will take into
account in our comparative study.

III. REVIEW OF NEURAL NETWORK LMS

In this section, we give a brief overview of the neural network
LM types that we investigate in this paper. For a review of count
LMs, we refer to [4].

A. Feedforward Neural Network LMs
Neural networks were first introduced to the field of language

modeling based on a feedforward architecture (cf. [6]). Similar
to count models, they are based on a Markov assumption, i.e.,
the probability of a word sequence is decomposed as

(1)

such that only the most recent ( ) preceding words are con-
sidered for predicting the current word . An example of a
trigram feedforward neural network LM is depicted in Fig. 1,
which corresponds to the following set of equations:

(2)
(3)
(4)
(5)

Here, by , , and we denote the weight matrices of
the neural network. We do not explicitly include a bias term in
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Fig. 1. Trigram feedforward neural network architecture with word classes at
the output layer.

the above formulas, as these can be included in the weight ma-
trix multiplication (see e.g. [30]). The input data and
are the one-hot encoded predecessor words and ,
where the weight matrix is tied for all history words. The
vectors and are then concatenated, indicated
by the operator, to form the projection layer activation .
Multiplying with , and applying the sigmoid activation
function

(6)

which is computed element-wise for the vector , results in
the hidden layer activation .
The evaluation of the output layer incurs most of the effort

for obtaining the word posterior probability .
To reduce the computational complexity, in [32] (based on an
idea from [31]) a word class mapping was introduced, which
assigns a unique word class to each word from the vocabulary.
Given the word class mapping, the following factorization is
used:

(7)

For a given trigram ( ), the distribution
needs to be computed only for the distinct

word classes, and the distribution needs
to be evaluated only for the words assigned to the class .
In practice, the word classing can be chosen such that, on
average, both the number of word classes and the number of
words assigned to an individual class are significantly smaller
than the vocabulary size, which leads to a huge speedup. For
the class posterior probability (4), the weight matrix is
used, whereas for the word posterior probability (5), the weight
matrix is dependent on the class of the word .
By , we indicate the softmax activation function

(8)

which enforces normalization of the probability estimates,
where is the dimension of the vector .
Word classes can be derived from the training data in an un-

supervised fashion in various ways. E.g., in [14], word classes

Fig. 2. Architecture of a standard recurrent neural network.

were obtained based on unigram frequencies. In [33] and [34],
a perplexity-based approach was proposed for obtaining word
classes. Regarding the use of word classes in neural network
LMs, these clustering algorithms were compared in [35], and it
was found that perplexity-based word classes resulted in consid-
erable improvements over the unigram frequency variant when
used for the output layer factorization of a neural network LM.
In this work, we thus stick to perplexity-based word classes,
where we rely on a refined optimization algorithm presented
in [36] that strongly reduces the training costs compared to the
original version from [33], while the speedup has no effect on
accuracy.

B. Recurrent Neural Network LMs
Recurrent neural network LMs as introduced in [9] follow

a very similar topology compared to feedforward neural net-
works. An example of a recurrent neural network is shown in
Fig. 2, where the RNN is defined by the following equations:

(9)
(10)
(11)

As before, the weight matrices of the RNN are denoted by ,
, and . However, there is an additional weight parameter

matrix for the recurrent connections, which is multiplied by
the previous hidden layer activation vector . At the very be-
ginning of a word sequence, when , the vector is com-
monly set to zero. The RNN LM is only explicitly conditioned
on the direct predecessor word, and in that way, it much resem-
bles a bigram feedforward neural network LM. On the other
hand, by evaluating the RNN equations word by word for an
entire sequence, the output layer result for a word depends
on the entire sequence of history words . The activations
of the recurrent hidden layer then act as a memory that auto-
matically stores previous word information. Unlike feedforward
neural networks, RNNs are thus operating on sequences instead
of unrelated individual events.

C. LSTM Neural Network LMs
One of the main advantages of RNN LMs over feedforward

neural network LMs is that no explicit dependence on a pre-de-
fined context length has to be assumed, and, at least conceptu-
ally, it is possible to take advantage of long range word depen-
dences. While the RNN architecture itself facilitates the use of
long range history information, in [37] it was found that standard
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gradient-based training algorithms fall short of learning RNN
weight parameters in such a way that long-range dependences
can be exploited. This is due to the fact that, as dependences get
longer, the gradient calculation becomes increasingly unstable:
Gradient values can either blow up or decay exponentially with
increasing context lengths. As a solution to this problem, in [38]
a novel RNN architecture was developed which avoids van-
ishing and exploding gradients, while it can be trained with con-
ventional RNN learning algorithms. This idea was subsequently
extended in [39] and [40]. The resulting improved RNN archi-
tecture is referred to as long short-term memory neural network
(LSTM).
The neural network architecture for LSTMs can be chosen

exactly as depicted in Fig. 2, except that the standard recurrent
hidden layer is replaced with an LSTM layer instead. More pre-
cisely, this means that Eq. (9) is replaced with the sequence of
equations

(12)
(13)
(14)
(15)
(16)

The indices of the weight matrices, e.g., and in the case of
, do not indicate a dependence on the values of a variable

or , but are only meant to distinguish the eleven LSTM weight
matrices. In Fig. 3, the LSTM equations are depicted graphi-
cally. The quantities , and are sometimes referred to as
input, forget, and output gates, respectively, as their values lie
in the (0,1) interval. By , we denote the input to the LSTM
layer. For the RNN architecture from Fig. 2 without a projec-
tion layer, we have . Alternatively, we can set
to the activations of a projection layer, if such an additional
layer for mapping words to continuous features is used. In [41],
it was found that a projection layer would give only tiny im-
provements in perplexity for an RNN, and a similar observation
was made in [10] for LSTMs. Therefore, in principle, it seems
unnecessary to make use of a projection layer, and the model
could be simplified by leaving out the additional layer. Never-
theless, it makes sense to incorporate a projection layer, at least
for feedforward and LSTM neural network LMs: Even when
word classes are used at the output layer, the main computa-
tional effort still accounts for the matrix multiplication between
the last hidden layer and the output layer. For a feedforward
network, the hidden layer size grows linearly with increasing
-gram order, and as a certain dimension for a continuous space

word representation is required to obtain good performance, the
projection layer can be quite large for higher order LMs. There-
fore, it is preferable not to connect the projection layer directly
to the output layer, but to have an intermediate hidden layer
that compresses the weight matrix dimensions. This argument
does not apply to recurrent neural networks in general, because
they only model a bigram dependence explicitly. For LSTMs
in particular, the effect of a projection layer is as follows. Let
be the size of an LSTM layer, and let and be the size

of the previous and the next layer, respectively. From Eqs. (12)

Fig. 3. Graphical depiction of the LSTM equations for the -th LSTM unit of
a hidden layer.

to (15) it immediately follows that there are many weights
connecting the LSTM layer with its predecessor layer, and
many weights connecting the LSTM layer with its successor
layer. When omitting the projection layer, we have for
a vocabulary size of . When adding a projection layer with

, we can reduce the number of neural network parame-
ters at the input virtually to one fourth, without a degradation
in performance. Therefore we always combine feedforward and
LSTM neural network LMs with a projection layer.

D. Neural Network Training
For training the neural network language models, we use the

cross-entropy error criterion, which is equivalent to maximum
likelihood, i.e., we minimize the objective function

(17)

where is the number of running words in the text corpus.
We train the neural network LMs with the stochastic gra-

dient descent algorithm (see e.g. [42]). In the case of feedfor-
ward neural networks, the gradient is computed with the back-
propagation algorithm (cf. [43]). For obtaining the gradient of a
recurrent neural network, several versions of the backpropaga-
tion through time (BPTT) algorithm exist (see [43] and [44]).
E.g., in [45] a variant of the truncated BPTT algorithm was
used for training standard RNNs: At each word position, an ap-
proximate gradient is computed by taking into account a fixed
number of predecessor words, which is then used to update the
weight parameters. To reduce the computational effort, the gra-
dient computation and the weight update were carried out after a
pre-defined number of words, instead of updating at each word
position.
In [41], the epochwise BPTT algorithm was applied to the

training of LSTM LMs. This algorithm performs two passes
over a word sequence, computing the gradient and updating the
weights once for the entire sequence. The time complexity of
epochwise BPTT is actually lower than that of the truncated
BPTT algorithm. However, epochwise BPTT may be more ap-
propriate for training LSTMs than standard RNNs because of
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the vanishing and exploding gradient problem, which gets more
problematic when the gradient is computed for longer contexts,
and in particular when the context is extended to a full word se-
quence. Epochwise BPTT requires separating the training data
into sequences. In [41], several methods were proposed. For text
corpora where the sentences are related and their order is main-
tained, it usually works best to concatenate multiple sentences
up to a certain maximum length, and to use these as the under-
lying sequences for epochwise BPTT.
This also means that even for a recurrent neural network, the

context length used in training is bounded either, similar to feed-
forward models, by a fixed number of words (truncated BPTT),
or it cannot exceed the beginning of the sequence (epochwise
BPTT). Nevertheless, the context length exploited when ap-
plying the neural network can be longer than the context length
considered in training (cf. [38]).

IV. RESCORING WITH NEURAL NETWORK LMS

The simplest approach for turning the perplexity improve-
ments of neural network LMs into word error rate reductions
is by rescoring -best lists. The LM probability according to
the neural network is computed for each entry of the list, and
the best scoring hypothesis is selected as the final result. An ad-
vantage of this method is that the neural network LM is applied
without any approximations, regardless of the context size of
the neural network. On the other hand, only relatively few hy-
potheses can be considered in this way, which impacts the per-
formance of Viterbi rescoring (cf. [23]) and especially confusion
network (CN) rescoring ([17]).
A better representation of the search space is obtained by

rescoring lattices as a replacement of -best lists. Lattices are
usually created with a count LM using a context size of at most
four words. If a feedforward neural network LM is used, it is
possible to simply replace the count LM estimates with those of
the neural network model, and to use standard rescoring algo-
rithms directly on the lattice. The replacement step may require
an expansion of the lattice ([47]). E.g., if the order of the count
LM is , and the neural network LM is of order ( ), a word
arc in the lattice may have two different predecessor paths of
length ( ) that match only in the last word positions. As
a result, assigning a probability to the word arc according to the
neural network LMwould be ambiguous, and the two paths have
to be kept separate for rescoring. In practice, lattice expansion
can dramatically increase the size of a lattice, and it becomes
too expensive if the difference in LM order is large. In the case
of an RNN, the expanded lattice degenerates into a prefix tree.
For these reasons, with higher order neural network LMs an

approximate rescoring is necessary for lattices. When Viterbi
rescoring is used, only the single best path, and, to some extent,
its competing hypotheses need to be evaluated with the neural
network LM. In the case of CN rescoring, neural network LM
probability estimates are needed for all hypotheses encoded in
the lattice.

A. Viterbi Rescoring

Given a lattice based search space, it is possible to extract
the single best hypothesis with the push-forward algorithm from

Fig. 4. (a) Example word lattice and (b) a corresponding traceback tree. Dashed
arcs correspond to pruned paths, and background grey indicates recombined
paths.

[23], which effectively expands the word lattice into a prefix tree
on the fly.
The lattice is given as an undirected graph consisting of nodes

and arcs. An example is depicted in Fig. 4(a), where the vocab-
ulary consists of the words to . Each arc is labeled with a
word recognized in first pass decoding, and each node is asso-
ciated with a corresponding word end time. For a node, a list of
hypotheses is maintained, where a hypothesis stores the RNN
hidden layer that was obtained by evaluating the RNN on the
word labels observed on the individual path from the start node
of the lattice up to the current node. The nodes are visited in
topological order, starting from the initial node of the lattice.
At a given node, for each hypothesis and each outgoing arc, the
RNN state from the hypothesis is expanded by the word label of
the arc, and the resulting RNN state is added to the hypotheses
list of the successor node. To reduce the computational effort,
the number of hypotheses per node is limited to a maximum
number, retaining only the best scoring hypotheses (cardinality
pruning). In addition, only the single best hypothesis per -gram
context is kept at a node (recombination pruning).
As noted in [25], this algorithm can be improved by more ad-

vanced pruning and look-ahead techniques, similar to first pass
decoding. Due to the availability of word end times, the nodes
can be sorted by time in ascending order. Traversing the lattice
in a time-synchronous fashion has the advantage of allowing
to compare different hypotheses that correspond to the same
portion of the acoustic signal. This facilitates efficient beam
pruning on a lattice node level (see e.g. [48]): The most likely
hypothesis for a word end time is obtained, and all hypotheses
having a probability lower than the best one, multiplied by an
empirically determined factor, are pruned.
In addition, other than in first pass decoding, it can be ex-

ploited that the complete acoustic and LM probabilities from
the count LM are already present on the lattice arcs. Therefore,
it is possible to incorporate the probabilities of future word arcs
at the current word position, either by taking into account the
sum over all future word arcs, or by considering the single best
path only.
Another issue arising in rescoring relates to the interdepen-

dence of consecutive word sequences. If the speech data is sep-
arated into multiple utterances, it is most convenient to rescore
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each utterance independently of the others, which also simpli-
fies parallelized rescoring. However, conceptually it would be
necessary to consider any hypothesis for the previous utterance
as a candidate RNN state initialization for rescoring the cur-
rent utterance. As a compromise, in this work the rescoring is
performed either independently, or the single best previous hy-
pothesis is used as initialization for the rescoring of the current
utterance.

B. Lattice Generation

When using advanced rescoring methods such as CN
rescoring, or estimating word confidences, multiple recognition
hypotheses are required, which are ideally encoded as a word
lattice. Thus, in this section two extensions of the push-forward
algorithm are described that not only extract the single best
hypothesis from a lattice with respect to a neural network LM,
but also output a new lattice including neural network LM
probability estimates for all paths from the original lattice.
To this end, it is helpful to make use of a so-called traceback
data structure (from [48]). The traceback is a prefix tree that
stores all the paths that were considered during a run of the
push-forward algorithm, including the corresponding acoustic
and language model probabilities. The tree structure makes
it possible to extend a partial path by another word arc from
the lattice in constant time, regardless of the length of the
partial path. In Fig. 4(b), an example traceback is shown after
a hypothetical rescoring run on the lattice from Fig. 4(a),
where we assume that the paths and

have been pruned at node 2, and the path has
been pruned at node 4. As a result, the example traceback tree
contains three paths not ending at the final node 6, which is
indicated by dashed arrows. In the following, two extensions
of push-forward algorithm are discussed that make use of the
traceback tree to obtain an approximate word lattice of neural
network LM probabilities.
1) Replacement Approximation: We first restrict to the case

where the new lattice has the same topology as the original one,
i.e., only the LMprobabilities are replaced.We can sort the paths
from the traceback tree by the word end time of the last node
and the probability of the path in descending order. Then, for
each path from the traceback tree, the word labels are followed
in reverse order, and the LM probabilities associated with the
traceback arcs are written on the corresponding arcs of the word
lattice. In case a lattice arc is visited a second time, the LM
probability of the arc does not get updated again. In this way, an
arc gets assigned the word probability it obtained on the overall
best path in the traceback tree. In addition, if the lattice encodes
an -best list, this approximate lattice rescoring strategy leads
to an exact rescoring.
2) Traceback Approximation: As an alternative, we can di-

rectly make use of the traceback tree and convert it into a lattice,
incorporating the neural network LM probabilities. Obviously,
this will lead to an increased size of the rescored lattice because
of the on-the-fly expansion. In a first step, we create a new final
node, and connect all nodes from the traceback tree, that corre-
spond to the final node of the original lattice, to the new final
node via transitions.

Paths from the traceback tree that do not end at the final node
have been pruned during Viterbi rescoring. A lattice may not
contain pruned paths, thus pruned paths need to be extended
to paths ending at the final node, in order to include them in
the new lattice. We recombine a path that has been pruned at a
particular lattice node with another path that survived pruning
at this node. In the example of Fig. 4(b), there are two paths
that have been expanded up to lattice node 4: The pruned path

, and the path that has survived pruning at node 4.
Recombining the paths means that we merge the two traceback
nodes corresponding to lattice node 4 in the new lattice. As a
result, we extend the pruned path to a complete path

that ends at the final lattice node 6.
Unlike in the example, there may be multiple surviving paths

that can be used for recombination with a pruned path. For re-
combination we choose the path whose probability is closest to
the pruned one, but which is still higher than that of the pruned
path. Here, we denote the probability of a path as the product
of the word probabilities from the initial traceback node up to
the traceback node considered for merging. (Because of recom-
bination pruning, a surviving path is not necessarily better than
a pruned one: Recombination pruning will keep only the best
path for a given -gram context, and if paths with two different
-gram contexts and survive beam pruning, then the second

best path with context may be better than the best path with
context .) We ensure that the path for recombination is better
than the pruned one to enforce that the Viterbi rescoring result of
the rescored lattice will be the same as the result obtained by the
push-forward algorithm. The original lattice contains the same
number of paths as the rescored lattice. The increase in lattice
size can be dynamically controlled by adjusting the pruning pa-
rameters of the push-forward algorithm.

V. EXPERIMENTAL RESULT

For the experiments of this work, we concentrate on two state-
of-the-art speech recognition systems for English and French
that have been developed for the project Quaero1. Both systems
obtained the best word error rates in the final 2013 evaluation.
For acoustic modeling, a Gaussian mixture model was

trained on manually transcribed broadcast news and broadcast
conversations. In the case of English, a total of 250 hours
was used, for French, the acoustic training data comprised
350 hours. Both systems included multilingual bottleneck
multi-layer perceptron (MLP) features, as proposed in [50],
following the tandem approach ([51]). The features were
trained on 840 hours of English, French, German, and Polish
data. More details on the acoustic setup of the systems can be
found in [49] and [25]. Table I summarizes the LM corpora that
were used in this work. For both languages, from all available
training data, Kneser-Ney-smoothed LMs ([3]) were estimated
on the individual text sources. Then, the LMs were linearly
interpolated, where the interpolation weights were optimized
to minimize the perplexity on the development data. Finally,
the corpora having a non-negligible interpolation weight were
selected for the full training data set. On these data, the final

1http://www.quaero.org
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TABLE I
OVERVIEW OF THE LM CORPORA USED FOR THE EXPERIMENTS IN THIS

WORK. NUMBERS EXCLUDE SENTENCE BOUNDARY TOKENS

TABLE II
PERPLEXITY RESULTS ON THE FRENCH DEVELOPMENT AND TEST DATA

Kneser-Ney model was estimated that was used for first pass
decoding. As it is too time-consuming to train a neural network
LM on all of the data, to this end a subset of 50 M and 100 M
running words was selected for English and French, respec-
tively. As we train neural network LMs for 30 epochs on all the
data, billions of words are processed in training. The English
data set was chosen to be smaller to compensate for the large
hidden layer sizes used in the experimental comparison. Both
the English and the French reduced data set were selected from
all of the available training data by including the in-domain
data first, and then adding more data from the second most
relevant data source. To sort the data sources by relevance, we
considered the interpolation weights of the large Kneser-Ney
models, which we normalized with respect to the number of
running words.

A. Rescoring with Neural Network LMs
In the first place, we analyze the effect of different rescoring

techniques with a neural network LM. For the algorithms de-
scribed in Section IV, we trained an LSTM neural network LM
with a projection layer and a hidden layer each of size 300 on
the French 100 M word training corpus. For speed-up, 1000
perplexity-based word classes were used to factorize the output
layer. The perplexities of this LM are shown in Table II. For
comparison, we include perplexity values of a Kneser-Ney (KN)
4-gram LM, once trained on the same data as the LSTM and
once trained on the full data set. From the results it can be ob-
served that the KN model is considerably improved by adding
the additional data, reducing the perplexity by 16.9% relative
on the development data and by 15.6% relative on the test data,
i.e., the additional training data are relevant for the domain of
the test data. Even though the LSTM is trained on the smaller
data set, it still obtains consistently better perplexities than the
KN model trained on the full data set. The lexicon of the speech
recognizer contains 200 K words, but not all of them are cov-
ered by the reduced training data set of 100 M running words.
For this reason, we include a special out-of-vocabulary (OOV)
token in the LSTM LM vocabulary, and we map all words from

Fig. 5. Word error rates for different recombination orders, and corresponding
negative log probability of the best path.

Fig. 6. Tradeoff between the number of hypotheses that is evaluated during
search and the resulting word error rate, for various pruning and look ahead
techniques.

the recognizer lexicon not observed in the training data to this
token. By penalizing the OOV token as described in [17], we en-
force that probability distributions are normalized, and perplex-
ities can be compared among different kinds of LMs. By inter-
polating the large KN model and the LSTM, we obtain further
improvements, resulting in a perplexity of 79.9 on the devel-
opment data, and 94.4 on the test data. This interpolated model
will be used throughout the French rescoring experiments.
We investigate the optimum order that is used for recombina-

tion pruning in combinationwith push-forward rescoring, where
the beam pruning parameter is kept fixed at a large value. The
corresponding results can be found in Fig. 5. It can be seen that
the negative logarithmic probability of the best lattice rescoring
hypothesis continuously decreases when increasing the recom-
bination order, and the curve saturates at an order of about 9,
which corresponds to a 10-gram recombination. Basically, the
same tendency is reflected in the word error rate curve. For
achieving the best performance, a 10-gram recombination is
necessary, which is used in all subsequent experiments.
Fig. 6 depicts the effect of probability-based pruning tech-

niques.With all of the pruningmethods that are investigated, the
optimum WER can be achieved. The main difference between
the techniques lies in the size of the search space that needs to
be considered to obtain a certain WER result. We can gradually
decrease the search space size by using beam pruning instead
of cardinality pruning, and further reductions are obtained by
combining beam pruning with look ahead. (Look ahead does not
have any effect on cardinality pruning, because it computes the
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TABLE III
WORD ERROR RATE RESULTS ON THE FRENCH DEVELOPMENT DATA WITH

A SINGLE-LAYER LSTM NEURAL NETWORK LM OF SIZE 300

TABLE IV
WORD ERROR RATE RESULTS ON THE FRENCH TEST DATA WITH

A SINGLE-LAYER LSTM NEURAL NETWORK LM OF SIZE 300

best successor for a given lattice node, and cardinality pruning
only considers a single lattice node at a time. By contrast, look
ahead can only pay off when hypotheses assigned to different
lattice nodes are compared during the pruning process.) There
is virtually no difference whether the sum over all future paths
is computed, or whether only the single best path is taken into
account for the look ahead. The search space size is directly pro-
portional to the search effort, as the effort is dominated by the
evaluation of the neural network LM equations. In summary, it
is important to make use of advanced pruning techniques either
if the search effort should be reduced to a minimum, or if the
best possible WER needs to be obtained. In the former case, we
can reduce theWER from 13.4% to 13.1%. In the latter case, we
can reduce the search space size from 43 million to 13 million
hypotheses. Then the real time factor for push-forward rescoring
is about 0.5 on a single core of an Intel X5675 CPU.
In Tables III and IV, WER results are given on the French

development and test data for different search space sizes and
rescoring techniques. Here, the baseline refers to two pass
speaker-adapted speech decoding with the large Kneser-Ney
LM, which gives a WER of 14.4% on the development data.
By creating a word lattice, and using confusion network (CN)
rescoring on the lattice, the WER can be reduced to 14.1%.
This lattice has a density of 124, where density is measured
in lattice arcs per reference token. From the lattice, 100-best
or 1000-best lists can be extracted. (We actually extract more
than 100 or 1000 hypotheses to ensure that hypotheses are
unique on the word sequence level.) The interpolation of the
count LM and the LSTM LM is then used to rescore the -best
lists without approximations, leading to a reduction in WER of
1.0% absolute on the 100-best list, and 1.2% absolute on the
1000-best list. We can then apply CN rescoring on the -best
lists, but only small improvements of at most 0.2% absolute
are observed. This is due to the fact that -best lists encode
relatively few hypotheses, and many of them even differ in a

few word positions only. In comparison, a word lattice from
the English setup can easily contain many hypotheses,
while being considerably smaller than a 1000-best list. From
Table III it can be seen that on average, the lattices from the
French setup are smaller by more than a factor of 10 compared
to the 1000-best lists.
We can apply the push-forward algorithm for rescoring word

lattices, obtaining a WER of 13.1%. This 0.1% absolute gain is
a very small improvement over the result on 1000-best lists, so
the huge increase in search space size does not pay off in WER
when the single best path is considered. For CN rescoring, mul-
tiple hypotheses are required, and we generate rescored lattices
with the approximation techniques described in Section IV. For
all lattice-based setups in this work, an oracle experiment was
performed where the correct sentence was added to the lattice.
This only led to minor improvements in word error rate. In this
way, it was verified that the lattice density was sufficient for the
experimental conditions. When using the replacement approxi-
mation, the density of the rescored lattices remains 124 as for the
baseline. Then CN rescoring leads to a reduced WER of 12.9%.
However, it can be observed that the Viterbi result of 13.2% on
the rescored lattice is slightly worse than the 13.1% that we ob-
tained by push-forward rescoring. This indicates that here the
constraint of keeping the size of the original lattice negatively
affects performance. As an alternative, we investigate the trace-
back approximation, where the LM contexts are dynamically
expanded as needed. By construction, the Viterbi WER on the
rescored lattice and the push-forward rescoring result are ex-
actly the same. Furthermore, with CN rescoring the WER now
is reduced to 12.6%, a notable gain of 0.5% absolute. At the
same time, 1000-best lists are still larger by a factor of about
two compared to the rescored lattices.
In all previously described rescoring experiments the utter-

ances were considered independently of each other. Instead,
we can initialize the LSTM state for the current utterance with
the best LSTM state from the end of the previous utterance,
as described in Section IV. Then rescoring needs to be per-
formed sequentially, only the audio recordings can be processed
in parallel. We mainly see improvements by such a dependent
rescoring in the Viterbi WER, but after CN rescoring these im-
provements mostly vanish, therefore the increased latency re-
sulting from sequential processing seems hardly justified.
The baseline lattices generated by the RWTH speech decoder

([52]) are not guaranteed to be expanded to a unique context of
any order. Therefore, a unigram expansion needs to be assumed.
We also analyzed the effect of a static expansion of the base-
line lattices to a unique 4-gram context. As shown in Table III,
this only gives tiny improvements over the unexpanded case, or
even no change in WER at all. This behavior can be expected,
because due to beam pruning, it does not make a difference
whether the original lattice is expanded or not. An exception
is that at each lattice node it is enforced that at least one hypoth-
esis survives pruning, which accounts for the tiny differences
observed by expansion.
Finally, Table IV summarizes the analogous results on the

French test data. Basically, it can be seen that the WER re-
ductions are very similar to those obtained on the development
data, which suggests the proposed methods generalize well to
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Fig. 7. Stand-alone perplexity on the English development data for different
hidden layer configurations and neural network architectures. All models are
estimated on the same amount of data. The vocabulary is restricted to words
observed in the training data.

unseen data. We notice that for the independent rescoring of
the expanded lattices there actually is a difference in the WER
between the push-forward algorithm and the Viterbi rescoring
of the traceback lattices (14.6% vs. 14.5%). This is only due
to an additional LM scale, when using the same scales as for
the push-forward rescoring case, both error rates are exactly the
same.
In principle, as indicated in Figs. 5 and 6, most of the gain in

WER can be obtained with small recombination orders and tight
pruning parameters. However, as observed in Table III and IV,
it seems necessary to take these settings to the limit to improve
over simple -best list rescoring, and for achieving substantial
gains over -best lists, lattices with CN rescoring are required.

B. Experimental Comparison of Different Language Models

On the English task, we investigate the performance of count-
based LMs in relation to feedforward, recurrent, and LSTM
neural network LMs. For all neural network variants, the output
layer is factorized using 1000 word classes. The word classes
were trained with the exchange algorithm from [33] based on a
perplexity criterion with bigram dependences. In Fig. 7, the dif-
ferent types of LMs are compared in terms of perplexity on the
English development data. For the sake of this comparison, we
do not consider the full 150 K recognition vocabulary, but only
the subset of words that occur in the 50 M word training data
set, which amounts to 128 K words. We make use of a 4-gram
count LM and a 10-gram feedforward neural network LM. For
the feedforward network, the dimension of the word features is
300, which we found to give best performance in preliminary
experiments. Thus, in total, the projection layer comprises 2700
units.
For all neural network variants we tie the layer sizes to the

same value (except for the projection layer of the feedforward
neural networks, which is kept constant).We find that increasing
the hidden layer size of the feedforward neural network consid-
erably reduces the perplexity from 163.1 to 136.5. Furthermore,

we can make the feedforward neural network deeper by adding
another hidden layer. In comparison with a single-layer feedfor-
ward network, the perplexity is always improved by the second
hidden layer. However, the perplexity reductions achieved are
not very large. When switching to a recurrent neural network,
we observe further gains: The RNNwith a single hidden layer of
size 600 obtains a perplexity of 125.2, whereas the perplexity of
a feedforward network with even two hidden layers of size 600
is still 130.9. Here, the recurrent model is obtained with a mod-
ified version of from [45], which allows RNN training
with perplexity-based word classes. Following recommenda-
tions given in [45], we make use of a ‘ ’ value of 6, and
we train the RNN in block mode with ‘ ’ set to 10
and ‘ ’ set to 1. By replacing the RNNwith
an LSTM, we can still obtain perplexities that are much lower.
E.g., the perplexity of the LSTM with one hidden layer of size
600 is 107.8, which corresponds to a relative improvement of
13.9% over the RNN. By adding a second LSTM layer, we find
that perplexities still drop further to a value of 100.5. We did not
investigate two-layer RNNs as does not support RNN ar-
chitectures with multiple hidden layers. In principle, such net-
works could be trained with 2 from [41]. However, this
toolkit implements epochwise BPTT, which computes gradients
over full sequences and thus requires neural network architec-
tures that are robust with respect to the vanishing and exploding
gradient problem, like LSTM networks. As an outlook, we also
trained a feedforward neural network on 500 million running
words with 2 hidden layers comprising 800 hidden units each.
In training, tens of billions of words were processed. In spite of
the increase in training data and the larger hidden layer config-
uration, the perplexity of this feedforward neural network was
109.8 on the development data. According to Fig. 7, this is still
significantly higher than the best LSTM perplexity of 100.5 that
was obtained on 50 million running words only.
In our experiments, we also confirm the finding from [46]

that during neural network training, it is important to process
in-domain data towards the end of an epoch. As a result, any
of the neural network architectures significantly outperforms
a Kneser-Ney smoothed count LM. For this comparison, indi-
vidual count LMs are trained on each data source, and the re-
sulting models are then linearly interpolated such that the de-
velopment perplexity is minimized.
We can analyze the perplexity results in more detail by com-

puting order-wise perplexities as introduced in [16]. The per-
plexity for the -th order is defined as

where we let

for training data counts . The words from the test data are
partitioned according to the order of the -gram hit from the
count LM, and perplexities are computed on the corresponding
subsets of -gram events. We transfer the partitioning of word

2http://www-i6.informatik.rwth-aachen.de/web/Software/rwthlm.php
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TABLE V
ORDER-WISE PERPLEXITIES ON THE ENGLISH TEST DATA FOR THE
COUNT-BASED LM AND THREE NEURAL NETWORK ARCHITECTURES

WITH A SINGLE HIDDEN LAYER OF SIZE 600

positions on the test data from the count LM to the neural net-
work variants (even though these may not rely on any kind of
order information). In Table V these results are summarized. It
can be seen that the count LM obtains very low perplexities in
case of a 4-gram hit, but for lower orders, these perplexities in-
crease strongly. The same holds true for all neural network LMs
as well. On the other hand, we observe that neural networks
obtain better perplexities than the count LM for all orders ex-
cept the highest. (Only an LSTM with two hidden layers of 600
units slightly outperforms the count LM on the highest order,
from 16.2 to 15.8.) This is due to the fact that for the highest
order, the count LM probability estimates are very close to the
relative frequencies. For lower orders, the count LM estimate
does not take into account one or more of the history words,
and the ability of a neural network to exploit this history word
information results in better perplexities. For example, when a
4-gram count LM backs off to a unigram, the three most recent
history words are ignored for probability estimation. By con-
trast, a feedforward 10-gram LM can still map all of the nine
history words to a continuous space and take them into consid-
eration for estimating probabilities, regardless of whether the
10-gram was observed in the training data or not.
At this point, the number of neural network parameters is

of importance, which differs for the individual neural network
architectures. The relation between the number of parameters
and the hidden layer size is depicted in Fig. 8. Conceptually,
the number of parameters grows quadratically with the hidden
layer size, for all types of neural networks, with the exception
of single-layer feedforward networks, where the dependence is
only linear. However, we see that the growth is quasi-linear for
the range of hidden layer sizes investigated. The reason is that
the number of parameters is strongly influenced by the number
of vocabulary words. Let be the hidden layer size, and
be the vocabulary size. Then for recurrent neural networks we
roughly have many parameters, and for feedforward vari-
ants there are about many parameters, due to the tying of
the projection layer parameters over all the history words. In
particular, LSTM networks use more parameters for the hidden
connections than standard RNNs, but this is masked by the input
and output dimensions of the network. On the other hand, only
a small fraction of the parameters at the input and output layer
are actually taken into consideration when processing a single
word. For example, in the English corpus, the number of words
per class on average is 140, so the effort for computing the class
posterior probability is much higher than that for the word pos-
terior probability of the output layer. Therefore, the bottom of
Fig. 8 also shows the number of parameters that are accessed

Fig. 8. Comparison of the total number of parameters and average number
of accessed parameters for different neural network configurations. A corre-
sponding 4-gram count model comprises 63 M -grams.

on average when computing word probabilities with any of the
neural network architectures. The resulting numbers give an
indication about the processing speed of the neural networks.
However, there is no direct dependence between the number
of accessed parameters and the corresponding performance in
terms of perplexity.
In Table VI, results are given on the English test data, in terms

of perplexity and word error rate. For comparison, we also in-
clude character error rates (CER). In all cases, we interpolate a
neural network LM with the large count LM trained on 3.1 B
words. Here, we did not investigate the performance of neural
networks without interpolating the count LM: In rescoring, the
search space is initially generated with the count LM, therefore
it is hard to clearly separate the influence of the count model
and the neural network on the WER level. We generate rescored
lattices with the traceback approximation for CN rescoring. Ut-
terances are considered independently of each other, with the
exception of standard RNNs: For the RNN results, we train the
networks with and then convert them to format.
In this way, we can evaluate all neural networks using the same
rescoring technique. However, as training is dependent,
rescoring with standard RNNs has to be performed in a de-
pendent way, too. Overall, we see that any neural network LM
gives substantial improvements in PPL and WER. Feedforward
models fall behind the performance of recurrent variants. Fur-
thermore, adding another hidden layer clearly reduces theWER.
As single-layer networks may still improve by increasing its
hidden layer further, it is not obvious that a deeper model is
required to obtain optimum performance. Nevertheless, for the
ranges of hidden layer sizes investigated here, we can conclude
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TABLE VI
PERFORMANCE OF DIFFERENT TYPES OF LANGUAGE MODELS ON
THE ENGLISH TEST DATA. NEURAL NETWORK LMS ARE ALWAYS

INTERPOLATED WITH THE LARGE COUNT LM

Fig. 9. Experimental analysis of the relationship between perplexity and word
error rate on the English test data.

that deep architectures are beneficial. It is especially remarkable
that LSTM networks benefit the most from an additional layer
in our experiments, because a single-layer LSTM network can
already be considered deep, as it corresponds to a deep feedfor-
ward network when unfolding it over time for training.
In Fig. 9, the word error rate on the test data is depicted as a

function of the perplexity. Both axes are scaled logarithmically
as suggested in [53]. By fitting a polynomial to the data, we find

that the experimentally observed data points can be represented
quite accurately by the function

We thereby confirm the strong correlation between the two
quantities. In particular, we observe that this functional depen-
dence between PPL and WER seems to hold independently of
the type of LM that is used, and while [53] analyzed count-based
LM variants only, the findings can also be transferred to the case
of neural network LMs. In language modeling, the correlation
between PPL and WER can thus be considered an advantage
in comparison to acoustic modeling, where it is more difficult
to find a relation between the word error rate and conventional
cross validation criteria, like the frame error rate. Finally, we
note that our experimental results indicate that, unlike standard
RNNs, LSTM networks can be trained by computing exact gra-
dients, backpropagating error information over long sequences
without any kind of truncation or clipping of gradient values.

VI. CONCLUSION
First, in this paper advanced lattice-based rescoring algo-

rithms for neural network LMs were investigated. We only
obtained minor improvements for Viterbi rescoring by in-
creasing the search space of the neural network LM from -best
lists to lattices. However, lattice-based rescoring techniques
led to notable gains when combined with confusion network
rescoring. Our rescoring approaches were also applied in a
comparative study of language modeling techniques, for which
we analyzed the performance of count LMs in relation to
neural network LM variants. In summary, there seems to be a
hierarchy of neural network architectures: Feedforward neural
networks give considerable improvements when interpolated
with count LMs. However, they are outperformed by recurrent
neural networks, that show additional reductions in perplexity
and word error rate over feedforward networks. RNNs in turn
are outperformed by LSTMs, e.g., on the English development
data, we see an additional reduction in perplexity by 14%
relative. Furthermore, one of the key contributions of this
paper is to show that deep architectures not only help for
acoustic modeling but are also beneficial for the performance of
neural network language models. Even though shallow LSTM
networks already perform better than shallow feedforward net-
works in language modeling, LSTMs still show more consistent
improvements when adding additional hidden layers than their
feedforward counterparts. With a single two-layer LSTM, we
were able to improve the count LM baseline word error rate
from 12.4% to 10.4%, while the count LM was trained on 60
times more data, where the additional data proved relevant for
the target domain. Finally, we observe that in our experimental
analysis, perplexity improvements are an accurate predictor for
word error rate reductions, and our results for neural networks
are in line with previous work on count-based LMs.
For future work, it seems promising to investigate even larger

hidden layer configurations and deeper neural network architec-
tures. This may still give additional improvements, and it would
be interesting to see the implications for the experimental com-
parison presented here, when no limitations on computational
resources and training times are given.
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