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Learning the Multilingual Translation
Representations for Question Retrieval in

Community Question Answering via
Non-negative Matrix Factorization
Guangyou Zhou, Zhiwen Xie, Tingting He, Jun Zhao and Xiaohua Tony Hu

Abstract—Community question answering (CQA) has become an increasingly popular research topic. In this paper, we focus on the
problem of question retrieval. Question retrieval in CQA can automatically find the most relevant and recent questions that have been
solved by other users. However, the word ambiguity and word mismatch problems bring about new challenges for question retrieval in
CQA. State-of-the-art approaches address these issues by implicitly expanding the queried questions with additional words or phrases
using monolingual translation models. While useful, the effectiveness of these models is highly dependent on the availability of quality
parallel monolingual corpora (e.g., question-answer pairs) in the absence of which they are troubled by noise issues. In this work,
we propose an alternative way to address the word ambiguity and word mismatch problems by taking advantage of potentially rich
semantic information drawn from other languages. Our proposed method employs statistical machine translation to improve question
retrieval and enriches the question representation with the translated words from other languages via non-negative matrix factorization.
Experiments conducted on real CQA data sets show that our proposed approach is promising.

Index Terms—Natural Language Processing, Information Retrieval, Community Question Answering, Question Retrieval, Text Mining
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1 INTRODUCTION

W ITH the development of Web 2.0, community ques-
tion answering (CQA) services like Yahoo! Answers1,

Baidu Zhidao2 and WkiAnswers3 have attracted great attention
from both academia and industry [1], [2], [3], [4], [5]. In
CQA, anyone can ask and answer questions on any topic,
and people seeking information are connected to those who
know the answers. As answers are usually explicitly provided
by humans, they can be helpful in answering real world
questions [4].

To make use of the large-scale archives of question-answer
pairs, it is critical to have functionality of helping users to
retrieve previous answers [6]. Therefore, it is a meaningful task
to retrieve the semantically equivalent or relevant questions to
the queried questions. This is what we call question retrieval in
this article. Question retrieval in CQA can automatically find
the most relevant and recent questions (historical questions)
that have been solved by other users, and then the best
answers of these historical questions will be used to answer the
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users’ queried questions. Compared to the traditional ad hoc
information retrieval, question retrieval in CQA has several
advantages. First, the user can use natural language instead
of only keywords as a query, and thus can potentially express
his or her information need more clearly. Second, the system
returns several possible answers directly instead of a long list
of ranked documents, and can therefore increase the efficiency
of finding the required answers [2].

However, question retrieval is challenging partly due to
the word ambiguity and word mismatch between the queried
questions and the historical questions in the archives. Word
ambiguity often causes the retrieval models to retrieve many
historical questions that do not match the users’ intent. This
problem is also amplified by the high diversity of questions
and users. For example, depending on different users, the word
“interest” may refer to “curiosity”, or “a charge for borrowing
money”. Another challenge is word mismatch between the
queried questions and the historical questions. The queried
questions may contain words that are different from, but
related to, the words in the relevant historical question. For
example, if a queried question contains the word “company”
but a relevant historical question instead contains the word
“firm”, then there is a mismatch and the historical question
may not be easily distinguished from an irrelevant one.

To tackle the above problems, researchers have leveraged
question-answer pairs to learn various translation models. For
example, Jeon et al. [1] proposed a word-based translation
model which exploits the semantic similarity between answers
of existing questions to learn translation probabilities, which
allows them to match semantically similar questions despite
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lexical gap. Xue et al. [2] proposed a word-based translation
language model for question retrieval with a query likelihood
model for the answer. Experiments consistently reported that
the word-based translation model could yield better perfor-
mance than the traditional methods (e.g., VSM, BM25 and
LM). However, these word-based translation models are con-
sidered to be context independent in that they do not take into
account any contextual information in modeling word transla-
tion probabilities. In order to further improve the word-based
translation model with some contextual information, Riezler et
al. [7] and Zhou et al. [8] proposed a phrase-based translation
model for question and answer retrieval. The phrase-based
translation model can capture some contextual information
in modeling the translation of phrases as a whole, thus the
more accurate translations can better improve the retrieval
performance. Furthermore, Singh [9] addressed the lexical gap
issues by extending the lexical word-based translation model
to incorporate semantic information (entities). Besides, some
researchers applied topic modeling techniques for question
retrieval [10], [11], [12].

Unlike bilingual texts, question-answer pairs are not se-
mantically equivalent, leading to a wider range of possible
phrases on the question side for a given phrase on the answer
side. Furthermore, question-answer pairs are written in the
same language, thus the most strongly associated word or
phrase pairs found by the off-the-shelf word alignment or
phase extraction tools are identical pairs. In this work, we
propose an alternative way to address the word ambiguity and
word mismatch problems by taking advantage of the poten-
tially rich information drawn from other languages. Through
other languages, various ways of adding the information to
a question could be available, thereby leading to potentially
more improvements than using the original language only.

Taking a step toward using other languages, we propose the
use of translated representation by alternatively enriching the
original questions with the words from other languages. The
idea of improving question retrieval with statistical machine
translation is based on the following two observations: (1)
Contextual information is exploited during the translation from
one language to another. For example in Table 1, English
words “interest” and “bank” that have multiple meanings under
different contexts are correctly addressed by using the state-
of-the-art translation tool −−Google Translate4. Thus, word
ambiguity can be solved based on the contextual information
when questions are translated. (2) Multiple words that have
similar meanings in one language may be translated into an
unique word or a few words in a foreign language. As shown
in Table 1, English words such as “company” and “firm”
are translated into “公司 (gōngsī)”, “rheum” and “catarrh”
are translated into “感冒(gǎnmào)” in Chinese. Thus, word
mismatch problem can be somewhat alleviated by using other
languages.

Zhou et al. [13] exploited bilingual translation for question
retrieval and obtained the better performance than traditional
monolingual translation models. However, there are two prob-
lems with this enrichment: (1) enriching the original questions

4. http://translate.google.com/translate t

TABLE 1
Google translate: some illustrative examples.

English Chinese

word ambiguity

How do I get a 我(wǒ) 如何(rúhé) 从(cóng)
loan from a bank? 银银银行行行(yííínháááng) 贷款(dàikuǎn) ？
How to reach the 如何(rúhé) 前往(qiánwǎng)
bank of the river? 河河河岸岸岸(héééàààn) ？

word mismatch

company 公司(gōngsī)
firm 公司(gōngsī)
rheum 感冒(gǎnmào)
catarrh 感冒(gǎnmào)

with the translated words from other languages increases the
dimensionality and makes the question representation even
more sparse; (2) statistical machine translation may introduce
noise, which can harm the performance of question retrieval.
To solve these two problems, we propose to leverage statistical
machine translation to improve question retrieval via non-
negative matrix factorization.

To demonstrate the effectiveness of our proposed method,
we empirically conduct the experiments of question retrieval
with questions from Yahoo! Answers under the main cate-
gory of “Computer & Internet” and “Business & Finance”.
Experimental results show that our approach can significantly
outperform the traditional monolingual translation models in
retrieving the relevant historical questions.

Our main contributions in this article lie in that: (1) we
have first proposed the use of translated representation by
alternatively enriching the original questions with the words
from other languages in community question answering; and
(2) we first address the dimensionality and noised intro-
duced by statistical machine translation and thus proposing
a non-negative matrix factorization framework to integrate the
knowledge derived from the translated representation. This
paper is a substantial extension (more than 50%) of the
preliminary version [14], which was published in ACL 2013
conference. Additional contribution of the article include the
following points: (1) we present a comprehensive analysis
of related works in the literature; (2) we implement the
distributed version of the proposed method SMT + NMF
and give the theoretical analysis about the time complexity
of the proposed method; (3) we present the more detailed
experimental results on two specific domains of “Computer &
Internet” and “Business & Finance” and compare the proposed
methods with topic-based methods and translation models.

The remainder of this article is organized as follows. Section
2 describes the related work. In section 3, we describe the
proposed method by leveraging statistical machine translation
to improve question retrieval via non-negative matrix factoriza-
tion. Section 4 presents the experimental results. We conclude
with ideas for future research in section 5.

2 RELATED WORK
The research of question retrieval has been further extended
to the CQA data. The major challenge for question retrieval
in CQA is the word ambiguity and word mismatch problems.
Researchers have leveraged question-answer pairs to learn var-
ious translation models. For example, Jeon et al. [1] proposed
a word-based translation model which exploits the semantic
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similarity between answers of existing questions to learn trans-
lation probabilities, which allows them to match semantically
similar questions despite lexical gap. Xue et al. [2] proposed a
word-based translation language model for question retrieval
with a query likelihood model for the answer. Experiments
consistently reported that the word-based translation model
could yield better performance than the traditional methods
(e.g., VSM, BM25 and LM). However, these word-based
translation models are considered to be context independent
in that they do not take into account any contextual infor-
mation in modeling word translation probabilities. In order
to further improve the word-based translation model with
some contextual information, Riezler et al. [7] and Zhou et
al. [8] proposed a phrase-based translation model for question
and answer retrieval. Singh [9] addressed the lexical gap
issues by extending the lexical word-based translation model
to incorporate semantic information (entities). Lee et al. [15]
investigated a number of empirical methods for eliminating
unimportant words in order to construct compact translation
models for retrieval purpose. Bernhard and Gurevych [16]
proposed to use as a parallel training data set the definitions
and glosses provided for the same term by different lexical
semantic resources. Zhang et al. [17] explored a pivot language
translation based approach to derive the paraphrases of key
concepts.

Some other researchers applied topic modeling techniques
for question retrieval in CQA. For example, Cai et al. [10]
incorporated question category into the traditional topic model
and combined the topic model with a translation-based lan-
guage model. Ji et al. [11] proposed a question-answer topic
model to learn the latent topics aligned across the question-
answer pairs to alleviate the lexical gap problem, with the as-
sumption that a question and its paired answer share the same
topic distribution. Zhang et al. [12] proposed a supervised
question-answer topic modeling approach, which assumes that
questions and answers share some common latent topics and
are generated in a question language and answer language.
Besides, other researchers also applied the topic models for
the related tasks in cQA [18], [19].

However, most existing works in the literature are basically
monolingual approaches which are restricted to the use of
the original language of the CQA archives, without taking
advantage of the potentially rich information drawn from
other languages. In this article, we intend to address the two
fundamental issues in question retrieval: word ambiguity and
word mismatch. To solve these problems, we enrich question
representation via multilingual translation. Compared to the
traditional monolingual approaches, our proposed multilingual
translation is much more effective due to the recent advance
in statistical machine translation.

Besides, some other studies model the semantic relationship
between the queried questions and the historical questions
with deep question analysis or a learning-to-ranking strategy.
Duan et al. [6] proposed to conduct question retrieval by
identifying question topic and question focus. Surdeanu et
al. [28] proposed an approach to rank the answers retrieved by
Yahoo! Answers with multiple features. Wang et al. [29] aimed
to rank the candidate answers with only word information.

Wang et al. [20] applied the deep belief nets (DBN) to model
the relevance of question-answer pairs in cQA. Hu et al. [21]
used a DBN to learn joint representations for textual features
and non-textual features, and a linear classification layer on
these features is used to predict high quality answers. Lu et
al. [22] proposed a DEEPMATCH architecture where patches
are extracted to encode low level lexical interaction between
question and answer. Zhou et al. [23] proposed a metadata-
powered word embedding model for question representation.
Mohit et al. [24] trained a recursive neural network (RNN)
based on dependency tree for factoid question answering.
Hu et al. [25] proposed a deep convolutional architecture
for matching natural language sentences (e.g., question and
answer). Qiu and Huang [26] proposed a convolutional neural
tensor network architecture to encode the sentences (e.g., ques-
tion or answer) in semantic space and model their interactions
with a tensor layer. Zhou et al. [27] proposed a approach to
learn the semantic representation of queries and answers by
using a neural network architecture.

3 OUR APPROACH
3.1 Problem Statement
Let L = {l1, l2, . . . , lP } denote the language set, where P is
the number of languages considered in the paper, l1 denotes
the original language (e.g., English) while l2 to lP are the
foreign languages. Let D1 = {d(1)1 , d

(1)
2 , . . . , d

(1)
N } be the set

of historical question collection in original language, where N
is the number of historical questions in D1 with vocabulary
size M1. Now we first translate each original historical ques-
tion from language l1 into other languages lp (p ∈ [2, P ])
by Google Translate. Thus, we can obtain D2, . . . , DP in
different languages, and Mp is the vocabulary size of Dp. A
question d

(p)
i in Dp is simply represented as a Mp dimensional

vector d(p)
i , in which each entry is calculated by tf-idf. The N

historical questions in Dp are then represented in a Mp ×N

term-question matrix Dp = {d(p)
1 ,d

(p)
2 , . . . ,d

(p)
N }, in which

each row corresponds to a term and each column corresponds
to a question.

Intuitively, we can enrich the original question represen-
tation by adding the translated words from language l2 to
lP , the original vocabulary size is increased from M1 to∑P

p=1 Mp. Thus, the term-question matrix becomes D =

{D1,D2, . . . ,DP } and D ∈ R(
∑P

p=1 Mp)×N . However, there
are two problems with this enrichment: (1) enriching the orig-
inal questions with the translated words from other languages
makes the question representation even more sparse; (2) sta-
tistical machine translation may introduce noise (Statistical
machine translation quality is far from satisfactory in real
applications.). To solve these two problems, we propose to
leverage statistical machine translation to improve question
retrieval via matrix factorization. Fig. 1 presents the frame-
work of our proposed method, where qi represents a queried
question, and qi is a vector representation of qi.

3.2 Model Formulation
To tackle the data sparseness of question representation with
the translated words, we hope to find two or more lower
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Fig. 1. Framework of our proposed approach for question
retrieval.

dimensional matrices whose product provides a good approx-
imate to the original one via matrix factorization. Previous
studies have shown that there is psychological and physio-
logical evidence for parts-based representation in the human
brain [30]. The non-negative matrix factorization (NMF) is
proposed to learn the parts of objects like text documents [31].
NMF aims to find two non-negative matrices whose product
provides a good approximation to the original matrix and has
been shown to be superior to SVD in document clustering [32],
[33].

In this article, NMF is used to induce the re-
duced representation Vp of Dp, Dp is independent on
{D1,D2, . . . ,Dp−1,Dp+1, . . . ,DP }. Meanwhile, we use the
L2 regularization on matrix Up to ensure that the reduced
representation for terms does not overfit. Therefore, when
ignoring the coupling between Vp, it can be solved by
minimizing the objective function as follows:

O1(Up,Vp) = min
Up≥0,Vp≥0

∥Dp−UpVp∥2F +µp∥Up∥2F (1)

where ∥ · ∥F denotes Frobenius norm of a matrix. Matrices
Up ∈ RMp×K and Vp ∈ RK×N are the reduced represen-
tation for terms and questions in the K dimensional space,
respectively. Parameter µp (p ∈ [1, P ]) is used to adjust the
relative importance of these two components.

Following the literature [33], we assume that Vp from
language Dp (p ∈ [2, P ]) should be close to V1 from the
original language D1 in order to reduce the noise introduced
by statistical machine translation. Based on this assumption,
we minimize the distance between Vp (p ∈ [2, P ]) and V1 as
follows:

O2(Vp) = min
Vp≥0

P∑
p=2

∥Vp −V1∥2F (2)

Combining equations (1) and (2), we get the following
objective function:

O(U1, . . . ,UP ;V1, . . . ,VP ) (3)

=

P∑
p=1

{
∥Dp −UpVp∥2F + µp∥Up∥2F

}
+

P∑
p=2

λp∥Vp −V1∥2F

Algorithm 1 Optimization framework
Input: Dp ∈ Rmp×N , p ∈ [1, P ]
1: for p = 1 : P do
2: V

(0)
p ∈ RK×N ← random matrix

3: for t = 1 : T do � T is iteration times
4: U

(t)
p ← UpdateU(Dp,V

(t−1)
p )

5: V
(t)
p ← UpdateV(Dp,U

(t)
p )

6: end for
7: return U

(T )
p , V(T )

p

8: end for

where parameter λp (p ∈ [2, P ]) is used to adjust the relative
importance of the second component. If we set a small value
for λp, the objective function behaves like the NMF with
L2 regularization and the importance of data sparseness is
emphasized; while a big value of λp indicates Vp should be
very close to V1, and equation (3) aims to remove the noise
introduced by statistical machine translation.

By solving the optimization problem in equation (4), we
can get the reduced representation of terms and questions.

minO(U1, . . . ,UP ;V1, . . . ,VP ) (4)
subject to : Up ≥ 0,Vp ≥ 0

3.3 Optimization
The objective function O defined in equation (4) performs data
sparseness and noise removing simultaneously. There are 2P
coupling components in O, and O is not convex in both U and
V together. Therefore it is unrealistic to expect an algorithm
to find the global minima. In the following, we introduce an
iterative algorithm which can achieve local minima. In our
optimization framework, we optimize the objective function
in equation (4) by alternatively minimizing each component
when the remaining 2P − 1 components are fixed. This
procedure is summarized in Algorithm 1, we call the proposed
algorithm SMT + NMF.

3.3.1 Update of Matrix Up

Holding V1, . . . ,VP and U1, . . . ,Up−1,Up+1, . . . ,UP

fixed, the update of Up amounts to the following optimization
problem:

min
Up≥0

∥Dp −UpVp∥2F + µp∥Up∥2F (5)

Let d̄(p)
i = (d

(p)
i1 , . . . , d

(p)
iK )T and ū

(p)
i = (u

(p)
i1 , . . . , u

(p)
iK )T

be the column vectors whose entries are those of the ith row of
Dp and Up respectively. Thus, the optimization of equation
(5) can be decomposed into Mp optimization problems that
can be solved independently, with each corresponding to one
row of Up:

min
ū

(p)
i ≥0

∥d̄(p)
i −VT

p ū
(p)
i ∥

2
2 + µp∥ū(p)

i ∥
2
2 (6)

for i = 1, . . . ,Mp.
Equation (6) is a standard least squares problem in statistics

and the solution is:

ū
(p)∗
i = (VpV

T
p + µpI)

−1Vpd̄
(p)
i (7)
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Fig. 2. Update of U and V on MapReduce.

3.3.2 Update of Matrix Vp

Holding U1, . . . ,UP and V1, . . . ,Vp−1,Vp+1, . . . ,VP

fixed, the update of Vp amounts to the optimization problem
divided into two categories.

if p ∈ [2, P ], the objective function can be written as:

min
Vp≥0

∥Dp −UpVp∥2F + λp∥Vp −V1∥2F (8)

if p = 1, the objective function can be written as:

min
Vp≥0

∥Dp −UpVp∥2F + λp∥Vp∥2F (9)

Let d(p)
j be the jth column vector of Dp, and v

(p)
j be the

jth column vector of Vp, respectively. Thus, equation (8) can
be rewritten as:

min
{v(p)

j ≥0}

N∑
j=1

∥d(p)
j −Upv

(p)
j ∥

2
2 +

N∑
j=1

λp∥v(p)
j − v

(1)
j ∥

2
2 (10)

which can be decomposed into N optimization problems that
can be solved independently, with each corresponding to one
column of Vp:

min
v
(p)
j ≥0

∥d(p)
j −Upv

(p)
j ∥

2
2 + λp∥v(p)

j − v
(1)
j ∥

2
2 (11)

for j = 1, . . . , N .
Equation (11) is a least squares problem with L2 norm

regularization and the solution is:

v
(p)∗
j = (UT

p Up + λpI)
−1(UT

p d
(p)
j + λpv

(1)
j ) (12)

where p ∈ [2, P ] denotes the foreign language representation.
Similarly, the solution of equation (9) is:

v
(p)∗
j = (UT

p Up + λpI)
−1UT

p d
(p)
j (13)

where p = 1 denotes the original language representation.

3.4 Implementation on MapReduce
The formulation of our proposed method SMT + NMF make
it possible to decompose the learning problem into multiple
suboptimization problems and conduct learning in parallel or
distributed manner. Specifically, for both the term-topic matrix
and the topic-question matrix, the update in each iteration is
decomposed into many suboptimization problems that can be

solved in parallel, for example, via MapReduce [34], which
makes the proposed SMT + NMF scalable.

Mapreduce is a computing model that supports distributed
computing on large datasets. MapReduce expresses a com-
puting task as a series of Map and Reduce operations and
performs the task by executing the operations in a distributed
computing environment. In this section, we describe the im-
plementation of SMT + NMF on MapReduce, referred to
as distributed SMT + NMF, as shown in Fig. 2. At each
iteration, the algorithm updates U and V using the following
MapReduce operations.

Map-1: Broadcast Σ = (VpV
T
p + µpI)

−1 and map Φ =
VpDp on k (k = 1, · · · ,K) such that the entries in the kth
row of Φ are shuffled to the same machine in the form of
< k, ϕk,Σ >, where ϕk is the kth row of Φ.

Reduce-1: Take < k, ϕk,Σ > and emit < k, ū
(p)
k = Σϕk >.

Map-2: Broadcast Σ′ = (UT
p Up + λpI)

−1 and map Φ′ =
(UT

p Dp + λpVp) on n (n = 1, · · · , N ) such that the entries
in the nth column of Φ′ are shuffled to the same machine in
the form of < n, ϕ′

n,Σ
′ >, where ϕ′

n is the nth column of Φ′.
Reduce-2: Take < n, ϕ′

n,Σ
′ > and emit < n, v̄

(p)
n =

Σ′ϕ′
n >.

There are a number of large-scale matrix multiplication
operations, in operation, Map-1 (VpV

T
p ) and Map-2 (UT

p Up).
These matrix multiplication operations can also be conducted
on MapReduce infrastructure efficiently. For example, VpV

T
p

can be calculated as
∑K

k=1 v
(p)
k v

(p)T
k .

3.5 Time Complexity Analysis
In this subsection, we discuss the time complexity of our
proposed method SMT + NMF. Besides expressing the com-
plexity of the algorithm using big O notation, we also count
the number of arithmetic operations to provide more details
about running time. We show the results in Table 2.

Based on the updating rules summarized in Algorithm 1, it
is not hard to count the arithmetic operations of inner loop
in SMT + NMF for each single language question represen-
tation. Suppose in each inner iteration, the computation of
(VpV

T
p + µpI)

−1 in equation (7) and (UT
p Up + λpI)

−1 in
equation (13) only need one time, the optimization Up and Vp

take O(NK2+MpNK) and O(MpK
2+MpNK) operations,

respectively.
Another time complexity is the iteration times T used

in Algorithm 1 and the total number of languages P , the
overall time complexity of our proposed method is

∑P
p=1 T ×

O(NK2 + MpK
2 + 2MpNK). For each language Dp, the

size of vocabulary Mp is almost constant as the number
of questions increases. Besides, K ≪ min(Mp, N), so the
over time complexity depends on

∑P
p=1 T × O(MpNK).

Theoretically, the computational time is almost linear with
the number of questions N and the number of languages P
considered in the paper. Therefore, the proposed method can
be easily adapted to the large-scale information retrieval task.

3.6 Relevance Ranking
The advantage of incorporating statistical machine translation
in relevance ranking is to reduce “word ambiguity” and “word
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TABLE 2
Computational operation counts for each iteration in SMT + NMF.

SMT + NMF fladda flmltb fldivc overall
update: Up NK + (N + 1)K2 KN + (N + 1)K2 K2 O(NK2 +NK)
update: Vp (Mp + 1)(K + 1)K (Mp + 1)(K + 1)K K2 O(MpK2 +MpK)

a fladd = a floating-point addition
b flmlt = a floating-point multiplication
c flmlt = fldiv = a floating-point division

mismatch” problems. To do so, given a queried question q and
a historical question d from Yahoo! Answers, we first translate
q and d into other foreign languages (e.g., Chinese, French
etc.) and get the corresponding translated representation qi and
di (i ∈ [2, P ]), where P is the number of languages considered
in the paper. For queried question q = q1, we represent it in
the reduced space:

vq1 = argmin
v≥0
∥q1 −U1v∥22 + λ1∥v∥22 (14)

where vector q1 is the tf-idf representation of queried question
q1 in the term space. Similarly, for historical question d = d1
(and its tf-idf representation d1 in the term space) we represent
it in the reduced space as vd1 .

The relevance score between the queried question q1 and the
historical question d1 in the reduced space is, then, calculated
as the cosine similarity between vq1 and vd1 :

s(q1, d1) =
< vq1 ,vd1 >

∥vq1∥2 · ∥vd1∥2
(15)

For translated representation qi (i ∈ [2, P ]), we also repre-
sent it in the reduced space:

vqi = argmin
v≥0
∥qi −Uiv∥22 + λi∥v − vq1∥22 (16)

where vector qi is the tf-idf representation of qi in the term
space. Similarly, for translated representation di (and its tf-idf
representation di in the term space) we also represent it in the
reduced space as vdi . The relevance score s(qi, di) between
qi and di in the reduced space can be calculated as the cosine
similarity between vqi and vdi .

Finally, we consider to learn a relevance function of the
following general, linear form:

Score(q, d) = θT ·Φ(q, d) (17)

where vector Φ(q, d) = (sBM25(q, d), s(q1, d1), s(q2, d2),
. . . , s(qP , dP )), and θ is the corresponding weight vector, we
optimize this parameter for our evaluation metrics directly
using the Powell Search algorithm [35] via cross-validation.
sBM25(q, d) is the relevance score in the term space and can
be calculated using BM25.

4 EXPERIMENTS

4.1 Data Set
We collected the questions from Yahoo! Answers and use the
getByCategory function provided in Yahoo! Answers API5 to
obtain CQA threads from the Yahoo! site. More specifically,

5. http://developer.yahoo.com/answers

TABLE 3
Statistics on the test data sets

#queries #returned #relevant
CI TST 300 6,000 798
BF TST 300 6,000 642

we utilize the resolved questions under the main category at
Yahoo! Answers, namely “Computers & Internet” and “Busi-
ness & Finance”. The resulting question repository that we use
for question retrieval contains 518,492 resolved questions from
the “Computers & Internet” category and 381,457 resolved
questions from the “Business & Finance”. Each resolved ques-
tion consists of four fields: ‘title’, ‘category’, ‘description’,
and ‘answers’. For question retrieval we use only the ‘title’
field. It is assumed that the titles of the questions already
provide enough semantic information for understanding users’
information needs [6].

There is no open test data set for evaluation the question
retrieval performance, we construct two test data sets similar to
the previous work [6]. One is for the category “Computers &
Internet” denoted as “CI TST”, and the other for the category
“Business & Finance” denoted as “BF TST”. In order to
construct the test sets, we randomly selected 300 questions for
each category. To obtain the ground-truth of question retrieval,
we remove the stop-words from each question and employ the
Vector Space Model (VSM) [36] to retrieve the top 20 results.
The top 20 results do not include the queried question itself.
Given a returned result by VSM, an annotator is asked to
label it with “relevant” or “irrelevant”. If a returned result is
considered semantically equivalent to the queried question, the
annotator will label it as “relevant”; otherwise, the annotator
will label it as “irrelevant”. Two annotators are involved in
the annotation process. Each of them is asked to label 150
questions from “CI TST” and 150 questions from “BF TST”.
If a conflict happens, a third person will make judgement for
the final result. In the process of manually judging questions,
the annotators are presented only the questions (for both the
queried questions and the returned questions). Table 3 provides
the statistics on the final test set.

The original language of the above data set is English (l1)
and then they are translated into four other languages (Chinese
(l2), French (l3), German (l4), Italian (l5)), thus the number of
languages considered is P = 5) by using the state-of-the-art
translation tool, Google Translate.

We evaluate the performance of our approach using the
following metrics: Mean Average Precision (MAP) and
Precision@N (P@N), as they are widely used in evaluating
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Fig. 3. Question retrieval performance: (a) MAP and (b)
P@10 vs. latent dimensions on the two data sets.

the performance of retrieval result [37]. To compare the
effectiveness of our approach over the baseline approaches, we
perform a significant test, i.e., a t-test with a default significant
level of 0.05.

4.2 Parameter Setting

We tune the parameters on two small development sets of 50
questions. These two development sets are also extracted from
“Computers & Internet” and “Business & Finance”, and they
are not included in the test sets of “CI TST” and “FB TST”.
For parameter K, we do experiments on the development sets
to determine the optimal values among 10, 20, · · · , 100, 200
in terms of MAP and P@10. The results are shown in Fig. 3.
Both figures show the similar trends that the question retrieval
performance varies with the increment of the latent dimen-
sions. When too few dimensions are chosen, we may lose too
much intrinsic information and while too many dimensions
are selected, the noise will lead to poor performance. Finally,
we set K = 80 on “Computers & Internet” and “Business &
Finance” because the latent dimensions at those points with
the highest question retrieval performance.

For parameter λ1, we set λ1 = 1 empirically, while for
parameter λp (p ∈ [2, P ]), we set λp = 0.25 empirically and
ensure that

∑
p λp = 1. For parameter µp (p ∈ [1, P ]), we set

µp = 1 empirically.

4.3 Question Retrieval Results

We make use of the questions from “Computers & Internet”
to test the performance of our approach for question retrieval.
More specifically, we use the 300 questions in the test set
“CI TST” to retrieve “relevant” questions from the 518,492
questions categorized as “Computers & Internet”. Note that
only the questions occurring in the test set can be evaluated.

Table 4 presents the main retrieval performance on test
data set “CI TST”. Row 1 and row 2 are two baseline
systems, which model the relevance score using BM25 [38]
and language model (LM) [39], [5] in the term space. Row 3
and row 6 are monolingual translation models to address the
word mismatch problem and obtain the state-of-the-art perfor-
mance in previous work. Row 3 is the word-based translation
model [1], and row 4 is the word-based translation language
model, which linearly combines the word-based translation
model and language model into a unified framework [2]. Row
5 is the phrase-based translation model, which translates a
sequence of words as whole [8], We use about 1 million

TABLE 4
Comparison with different methods for question retrieval

on “CI TST”.

# Methods MAP P@10
1 BM25 0.225 0.186
2 LM 0.248 0.190
3 Jeon et al. [1] 0.289 0.223
4 Xue et al. [2] 0.352 0.238
5 Zhou et al. [8] 0.391 0.244
6 Singh [9] 0.368 0.243
7 Ji et al. [11] 0.305 0.227
8 Zhang et al. [12] 0.363 0.240
9 Zhou et al. [13] 0.414 0.251

10 SMT + NMF (P = 2, l1, l2) 0.437 0.262
11 SMT + NMF (P = 5) 0.455 0.269

question-answer pairs from another data set6 for training the
translation probabilities, and it is totally exclusive from the
question retrieval collection. Row 6 is the entity-based trans-
lation model, which extends the word-based translation model
and explores strategies to learn the translation probabilities
between words and the concepts using the CQA archives
and a popular entity catalog [9]. Row 7 and row 8 are the
unsupervised and supervised topic models proposed in [11]
and [12], respectively. Row 9 is the bilingual translation model,
which translates the English questions from Yahoo! Answers
into Chinese questions using Google Translate and expands
the English words with the translated Chinese words [13]. For
these previous work, we use the same parameter settings in the
original papers. Row 10 and row 11 are our proposed method,
which leverages statistical machine translation to improve
question retrieval via matrix factorization. In row 10, we only
consider two languages (English and Chinese) and translate
English questions into Chinese using Google Translate in order
to compare with Zhou et al. [13]. In row 11, we translate
English questions into other four languages. There are some
clear trends in the result of Table 4:

(1) Monolingual translation models significantly outperform
the BM25 and LM (row 1 and row 2 vs. row 3, row 4, row 5,
row 6, row 7 and row 8). (2) Taking advantage of potentially
rich semantic information drawn from other languages via
statistical machine translation, question retrieval performance
can be significantly improved (row 3, row 4, row 5, row 6,
row 7 and row 8 vs. row 9, row 10 and row 11, all these
comparisons are statistically significant at p < 0.05). (3) Our
proposed method (leveraging statistical machine translation via
matrix factorization, SMT + NMF) significantly outperforms
the bilingual translation model of Zhou et al. [13] (row 9 vs.
row 10, the comparison is statistically significant at p < 0.05).
The reason is that matrix factorization used in the paper can
effectively solve the data sparseness and noise introduced by
the machine translator simultaneously. (4) When considering
more languages, question retrieval performance can be further
improved (row 10 vs. row 11).

Besides, we also make use of the questions from “Business
& Finance” to test the performance of our approach for

6. The Yahoo! Webscope dataset Yahoo answers compre-
hensive questions and answers version 1.0.2, available at
http://reseach.yahoo.com/Academic Relations.
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TABLE 5
Comparison with different methods for question retrieval

on “FB TST”.

# Methods MAP P@10
1 BM25 0.242 0.195
2 LM 0.270 0.214
3 Jeon et al. [1] 0.313 0.236
4 Xue et al. [2] 0.366 0.241
5 Zhou et al. [8] 0.409 0.248
6 Singh [9] 0.384 0.244
7 Ji et al. [11] 0.326 0.237
8 Zhang et al. [12] 0.375 0.242
9 Zhou et al. [13] 0.425 0.257
10 SMT + NMF (P = 2, l1, l2) 0.454 0.268
11 SMT + NMF (P = 5) 0.481 0.273

TABLE 6
An example for comparing SMT + NMF and Xue et al. [2].

Query How to get rid of stuffy nose?
Label Relevant Irrelevant

Question What is the best way How do I air
to prevent a cold? out my stuffy room?

Xue et al. [2] Rank5 Rank3
SMT + NMF Rank2 Rank8

question retrieval. More specifically, we use the 300 questions
in the test set “FB TST” to retrieve ‘relevant’ questions from
the 381,457 questions categorized as “Business & Finance”.
Note that only the questions occurring in the test set can be
evaluated. The experimental results are reported in Table 5.

Again, we see that our approach outperforms all baseline
approaches in terms of MAP and P@10. We conduct a signif-
icance test (t-test) on the improvements of our approach over
the bilingual translation model of Zhou et al. [13]. The result
indicates that the improvements are statistically significant
(p < 0.05) in terms of MAP and P@10.

Example: To get a better understanding the effectiveness of
our proposed method, Table 6 gives an example for comparing
SMT + NMF (P = 2, l1, l2) and Xue et al. [2] as a case study.
Historical question “What is the best way to prevent a cold?” is
relevant to queried question “How to get rid of stuffy nose?”,
but they share a relatively small proportion of common words.
In queried question, “stuffy nose” is used, while in the relevant
historical question the same information need is expressed by
the word “cold”. Our proposed method SMT + NMF (P =
2, l1, l2) solves the lexical gap problem by translating these
two different expressions into the same Chinese word “感
冒” with the contextual information. However, Xue et al. [2]
models the word translation probabilities without considering
any contextual information, since neither of the individual
word pair (e.g., “stuffy”/“cold” and “nose”/“cold”) has a high
translation probability. Therefore, the proposed method can
get a higher rank than Xue et al. [2]. On the contrary, the
irrelevant historical question “How do I air out my stuffy
room?” shares a large proportion of common words with the
queried question. Xue et al. [2] measures question similarity
with language model smoothing based on the common words
they share. Therefore, it ranks the irrelevant one at a higher
position than the irrelevant one.

TABLE 7
The impact of matrix factorization on “CI TST” and

“FB TST”.

# Methods CI TST FB TST
MAP P@10 MAP P@10

1 BM25 0.225 0.186 0.242 0.195
2 BM25 + NMF 0.338 0.235 0.346 0.239
3 SMT + IEM (P = 5) 0.420 0.257 0.433 0.262
4 SMT + NMF (P = 5) 0.455 0.269 0.481 0.273

TABLE 8
Impact of the contextual information on “CI TST” and

“FB TST”.

Method Translation
CI TST FB TST

MAP P@10 MAP P@10

SMT + NMF
Dict 0.393 0.245 0.416 0.250

(P = 2, l1, l2) gTranslate 0.437 0.262 0.454 0.268

4.4 Impact of the Matrix Factorization

Our proposed method (SMT + NMF) can effectively solve the
data sparseness and noise via matrix factorization. To further
investigate the impact of the matrix factorization, one intuitive
way is to expand the original questions with the translated
words from other four languages, without considering the data
sparseness and noise introduced by machine translator. We
compare our SMT + NMF with this intuitive enriching method
(SMT + IEM). Besides, we also employ our proposed matrix
factorization to the original question representation (VSM +
NMF). Table 7 shows the comparison: (1) Our proposed matrix
factorization can significantly improve the performance of
question retrieval (row 1 vs. row 2; row 3 vs. row 4, the
improvements are statistically significant at p < 0.05). The
results indicate that our proposed matrix factorization can
effectively address the issues of data sparseness and noise
introduced by statistical machine translation. (2) Compared
to the relative improvements of row 3 and row 4, the relative
improvements of row 1 and row 2 is much larger. The reason
may be that although matrix factorization can be used to
reduce dimension, it may impair the meaningful terms. (3)
Compared to BM25, the performance of SMT + IEM is
significantly improved (row 1 vs. row 3), which supports
the motivation that the word ambiguity and word mismatch
problems could be partially addressed by Google Translate.

4.5 Impact of the Contextual Information

In this article, we translate the English questions into other
four languages using Google Translate (in short gTranslate),
which takes into account contextual information during trans-
lation. If we translate a question word by word, it discards
the contextual information. We would expect that such a
translation would not be able to solve the word ambiguity
problem.

To investigate the impact of contextual information for ques-
tion retrieval, we only consider two languages and translate
English questions into Chinese using an English to Chinese
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Fig. 4. The empirical study of the running time vs. (a) the
number of questions and (b) the number of languages.

lexicon (Dict) in StarDict7. Table 8 shows the experimental
results, we can see that the performance is degraded when the
contextual information is not considered for the translation
of questions. The reason is that Google Translate is context-
dependent and thus produces different translated Chinese
words depending on the context of an English word. Therefore,
the word ambiguity problem can be solved during the English-
Chinese translation.

4.6 An Empirical Study of the Time Complexity
In section 4.4, we give the theoretical analysis about the time
complexity of the proposed method. The theoretical analysis
shows that our proposed method is linear with respect to the
number of questions and the number of languages. Therefore,
we verify it empirically on the two data sets.

First, we set the number of languages to two in order
to study how the number of questions influences the time
complexity. Given a certain proportion of the whole data set,
we randomly choose the questions and record the running time
of our propose approach. The experimental process is repeated
10 times and the average time is reported. From Fig. 4(a), we
can see that the running time increases linearly and the slopes
of both lines are very shallow with respect to the number
of questions. Besides, we also note that the running time on
Computers & Internet is longer than on Business & Finance
because there are more questions in this data set. Second, we
use the whole data in both data sets and vary the number of
the languages. Fig. 4(b) shows the total time of both data sets.
Clearly, we can see that the total time for both data sets is
linear with respect to the number of languages.

5 CONCLUSION AND FUTURE WORK
In this article, we propose to employ statistical machine
translation to improve question retrieval and enrich the ques-
tion representation with the translated words from other lan-
guages via matrix factorization. Experiments conducted on
real CQA data sets show some promising findings: (1) the
proposed method significantly outperforms the previous work
for question retrieval; (2) the proposed matrix factorization can
significantly improve the performance of question retrieval,
no matter whether considering the translation languages or
not; (3) considering more languages can further improve the
performance but it does not seem to produce significantly bet-
ter performance; (4) different languages contribute unevenly

7. StarDict is an open source dictionary software, available at
http://stardict.sourceforge.net/.

for question retrieval; (5) our proposed method can be easily
adapted to the large-scale information retrieval task.

As future work, we plan to incorporate the question structure
(e.g., question topic and question focus [6]) into the question
representation for question retrieval. We also want to further
investigate the use of the proposed method for other kinds of
data sets, such as categorized questions from forum sites and
FAQ sites.
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