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A Probabilistic Approach for Color Correction
in Image Mosaicking Applications
Miguel Oliveira, Angel Domingo Sappa, Senior Member, IEEE, and Vitor Santos, Member, IEEE
Abstract— Image mosaicking applications require both geometrical and photometrical registrations between the images that
compose the mosaic. This paper proposes a probabilistic color
correction algorithm for correcting the photometrical disparities.
First, the image to be color corrected is segmented into several
regions using mean shift. Then, connected regions are extracted
using a region fusion algorithm. Local joint image histograms of
each region are modeled as collections of truncated Gaussians
using a maximum likelihood estimation procedure. Then, local
color palette mapping functions are computed using these sets of
Gaussians. The color correction is performed by applying those
functions to all the regions of the image. An extensive comparison
with ten other state of the art color correction algorithms is
presented, using two different image pair data sets. Results show
that the proposed approach obtains the best average scores in
both data sets and evaluation metrics and is also the most robust
to failures.
Index Terms— Color correction, image mosaicking, color
transfer, color palette mapping functions.

I. I NTRODUCTION

I

MAGE mosaicking and other similar variations such as
image compositing and stitching have found a vast field
of applications ranging from satellite or aerial imagery [32] to
medical imaging [8], street view maps [36], city 3D modelling [22], super-resolution [3], texture synthesis [17] or
stereo reconstruction [19], to name a few. In general, whenever
merging two or more images of the same scene is required
for comparison or integration purposes, a mosaic is built. Two
problems are involved in the computation of an image mosaic:
the geometric and the photometric correspondence [18].
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The geometric correspondence is usually referred to as image
registration and is the process of overlaying two or more
images of the same scene taken at different times, possibly from different viewpoints and by different sensors.
The procedure geometrically aligns the images [45]. This
problem has been extensively studied and is out of the scope
of the current paper. In this paper it is assumed that the
given images are geometrically registered. It should be noted,
however, that in most cases the alignment that is produced
by a registration method is never accurate to the pixel level.
Hence, a pixel to pixel direct mapping of color is not a feasible
solution. On the other hand, the photometrical correspondence
between images deals with the photometrical alignment of
image capturing devices. The same object, under the same
lighting conditions, should be represented by the same color
in two different images. However, even in sets of images
taken from the same camera, the colors representing an object
may differ from picture to picture. This poses a problem to
the fusion of information from several images. Hence, the
problem of how to balance the color of one picture so that
it matches the color of another must be tackled. This process
of photometrical alignment or calibration is referred to as color
correction between images.
Although there are several methods proposed to deal with
color correction, most involve strong assumptions, which
are in general, difficult to fulfill in complex environments.
Furthermore, the size of the data sets used for evaluating
their performance is relatively small. In fact, most proposed
approaches show results just for the few images depicted in the
paper and compare them to the baseline approach from [29].
The current paper proposes a new color correction algorithm
that presents several technical novelties when compared to the
state of the art: (i) the usage of truncated Gaussians to model
more accurately the color distribution; (ii) the cross modelling
of mapping probabilities followed by the fusion of the set of
Gaussians, enabling a more consistent inference of the color
mapping functions inclusively for mappings of colors that are
not observed; and (iii) a methodology to perform the expansion
of the color palette mapping functions to the non overlapping
regions of the images. To the best of our knowledge, this
paper also presents one of the most complete evaluations of
color correction algorithms for image mosaicking published in
the literature. An extensive comparison, which includes nine
other approaches, two datasets with over sixty image pairs and
two distinct evaluation metrics, is presented. It shows that the
proposed color correction algorithm achieves very good results
when compared to state of the art algorithms. The remainder
of the paper is organized as follows: Section II formulates
the problem of color correction; Section III presents the state
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Fig. 1. Color correction procedure: (a) source image (S); (b) overlapping area of the source (S p ); (c) overlapping area of the target (T p ); (d) overlapping
area of the corrected image (T̂ p ); (e) the target image (T); (f ) mosaic of source and target; (g) mosaic composed of the source and corrected images.

of the art; the proposed approach is presented in Section IV;
results and conclusions are given in Sections V and VI.
II. P ROBLEM F ORMULATION
The general problem of compensating the photometrical
disparities between two coarsely geometrically registered
images is known as color correction. In other words, color
correction is the problem of adjusting the color palette of
an image using information from the color palette of another
image. Let two images of the same scene be referred to as
source (S, Fig. 1(a)) and target (T, Fig. 1(e)) images. Now
let a geometric registration between these images be given, so
that it is possible to build a mosaic of the scene. Note that in
the overlapping area of the mosaic in Fig. 1 (f ), the color of
a pixel is given by the average of the S and T image pixels.
Nonetheless, a clear photometrical miss-registration between
the images in the overlapping area can be appreciated. Color
correction tackles the problem of how to adjust the colors
of T, so that they resemble to the colors in S. The color
adjusted T image is called corrected image and is referred
to as T̂. A mosaic built using S and T̂ should present smooth
color transitions, as in the example of Fig. 1(g). Let two new
images, S p and T p , be the portions of S and T that overlap,
shown in Fig. 1(b) and (c), respectively. From this overlapped
area a color correction method computes an estimation of one
or more color palette mapping functions. By applying these
functions to all the pixels of T, the color corrected image T̂
is obtained. The objective of any color correction approach is
to provide an estimation for this mapping function, denoted as
color palette mapping function, that maximizes the similarity
between the S and T̂ images.
In general, the color correction operation is performed
independently for each color channel. In this sense, color
correction (correcting the three color channels) and brightness
correction (correcting a single grayscale image) are similar.

Throughout this paper, the methodology for correcting a
single channel is explained. In the following sections, all the
examples shown in graphs and plots are given for the red
channel of the images. The presented results were obtained
by applying similar processes for the green and blue channels.
The term color or pixel color will be used throughout the
remainder of the paper referring to the intensity value of that
pixel for a particular color channel. Since color correction
is done independently for each channel, some authors have
proposed to use color spaces where cross channel artifacts are
less prone to occur. For example in [29] and [33], the images
are first transformed to the lαβ color space before performing
independent channel color correction. In [42], the CIECAM97
color space is employed and in [10] the chosen color space
was YCbCr. On the other hand, many other proposals use the
standard RGB color space [14], [15], [26], [39]. In Section V,
we investigate how different colorspaces affect the performance of the color correction. In particular, we will compare
the performance of the proposed approach when using the
RGB and the lαβ colorspaces.
The estimated color palette mapping function should be as
similar as possible to an ideal mapping function. However,
since the ideal mapping function is unknown in most cases,
it is not possible to measure the quality of a color correction
method by comparing the estimated and the ideal mapping
functions. The alternative is to analyze the output of the
algorithms, i.e., to compare photometrically the corrected
image with the source image. This comparison is only possible
in the overlapping regions of the images.
III. R ELATED W ORK
Over the past years, several color correction approaches
have been presented. Color correction methods can be divided
into model-based parametric approaches, i.e., where the color
distribution of the images is assumed to have some statistical distribution, and model-less, nonparametric approaches,
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i.e., where no assumptions about the nature of the color distribution are taken [40]. In 2001, Reinhard et al. [29] proposed
one of the first parametric methods for color correction. Single
Gaussians are used to model the color distributions of the
target and source images. The color distribution of the S
image is then transferred to the T image by scaling and
offsetting according to the mean and standard deviations of
the precomputed Gaussians. Although this work showed the
potential of parametric methodologies, one possible shortcoming was that single Gaussians could be inaccurate to model
the color distribution of a complete image. With this in mind,
some subsequent works have proposed to use more complex
models, in an attempt to achieve more accurate models of
the color distributions, and as a result, more effective color
corrections. The usage of Gaussian Mixture Models (GMMs)
was proposed in [33]. The GMM was fitted to the data using
a Expectation Maximization (EM) methodology. The GMM
could not only model the color distribution more accurately,
but also assist in the probabilistic segmentation of the image
into regions. For each segmented region, a color transfer
methodology similar to the one proposed in [29] was proposed.
One other problem that may hamper the performance of
color correction methodologies is that each color channel
in the image is modelled and corrected independently. This
may lead to possible cross channel artifacts [29]. As an
attempt to solve this problem, [25] proposed the usage of
a multichannel modelling and color correction mechanism,
which employed 3D GMMs in order to model the color distribution across the three color channels in the images. There are
some other works that try to model the three color channels
simultaneously, using multi channel image blending [4], [20].
Other model based approaches include Principal Component
Analysis [2], [42], and gain compensation methodologies [4].
There are also several examples of nonparametric methods.
In [14], the color transfer functions are obtained using a
2D tensor voting scheme. In [30] higher-dimensional Bezier
patches were used to represent color transfer functions.
Nonparametric methods also include approaches that use the
image histograms to obtain a color transfer function [10], [35].
In [26] and [27] the entire probability density function is
mapped without making assumptions on its nature. Fuzzy
logic based methodologies are proposed in [1] and [28].
Nonparametric methods also include learning frameworks.
In [23] and [41], authors propose to use neural networks to
learn the color palette mapping functions. However, learning
approaches have the limitation that they require a set of source
target image pairs for training, which could be unfeasible to
obtain in some cases. In addition, learning approaches have the
limitation of requiring a specific training for different setups.
There is also a group of techniques called nonparametric
kernel regressions, which could have a direct application to the
color correction problem, in particular when formulated using
the joint image histogram. The Nadaraya-Watson [12], [37]
estimator starts from the formulation of the conditional expectation of variable Y, given X:

E(y | x) =


y f (y|x)d y =

y

f (x, y)
d y,
f (x)

(1)

and then proposes a way for estimating both f (x, y) as well
as f (x). The function estimate m̂(x) is defined as:
n


m̂(x) =

K(

i=1
n

i=1

x − xi
) · yi
h

x − xi
K(
)
h

.

(2)

where h is the kernel bandwidth, and K is the kernel which
weights the distance between the x coordinate of the target
value x and of the observation x i . The approach proposed
in this work follows a similar path to the one described
in eqs. (1) and (2), with the difference that we use parametric
methods to estimate the densities of f (y | x), which tackle
explicitly the truncation of color values that occurs due to the
bit depth of the images.
Color correction methods can also be classified based on
whether they are global or local. Global color correction
methods, see [26], [27], [29], [39], operate on the complete
image, and estimate a single color transfer function to be
applied in the entire image. Thus, global methods assume a
single color palette mapping function is sufficient to accurately conduct the color correction. As pointed out in [41],
in complex scenes, this assumption does not hold due to
differing optics, sensor characteristics, and hardware processing employed by video cameras. Local approaches are
designed so that the image is segmented either into spatially
connected regions or, as an alternative, into color clusters.
Then, for each region or cluster, a color transfer function
is fitted. In [33] and [34], authors suggest to use an EM
in order to estimate a GMM that segments the image into
color clusters. Then, for each cluster they use a color transfer
function computed as in [29]. That work was later extended
in [38] with a focus on how to use multiple source images.
In [24], a mean-shift based color segmentation [6] is followed
by a region fusion algorithm, which outputs spatially connected regions with similar colors. The color transfer functions
are estimated for each region and then the final color mapping
function is obtained as a weighted average of the contribution
those color transfer functions. Ref. [13] also uses a region
based approach to color correction. Other examples of local
approaches include [4], [15], [42]. In general, local approaches
outperform global approaches because locally estimated color
transfer functions tend to be more accurate. Note however that
because the accuracy of the geometric registration between
S and T does not allow a direct mapping of color between
pixels, there is a limit for the number of regions that may
be segmented. Very small regions or, in the degenerate case,
single pixel regions, will fail to properly correct the colors in
the image because they will not be able to cope with the color
mapping noise produced by a less than perfect registration.
One particular approach is the one presented in [14], where
both global and local color transfer functions are estimated.
Others make use of hierarchical frameworks to model the
color transfer functions of several scales [31]. Finally, in
some of the approaches mentioned above, both global and
local [14], [15], [26], authors suggest that the color palette
mapping function should be monotonic since it models the
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camera’s radiometric response function. We expect such an
assumption to also benefit the performance of our approach,
but this is left as a topic for future research due to the technical
difficulties involved.
One important feature of a color correction approach is
the colorspace which is used. Some authors believe that
the RGB colorspace is not the most adequate to conduct a
color correction operation, in particular in the approaches that
correct each channel independently. In [29] the lαβ colorspace
is used. Authors argue that, since this colorspace minimizes the
cross channel correlation, cross channel artifacts are less prone
to occur. This colorspace is also used in [33]. Other authors
employ the classical RGB colorspace, see [14], [15], [26]. The
work presented in [39] showed that it is possible to use the
RGB colorspace to obtain similar results to those achieved by
lαβ based methods. In addition, some approaches have shown
that color correction can also be implemented using other
colorspaces obtaining good results, e.g., CIECAM97 [42] or
YCbCr [10].
The performance evaluation done in [40] stands out as one
of the most complete evaluations in this field. The authors used
more than 60 image pairs and compared several methodologies
using two evaluation metrics to assess the performance of
the algorithms. In that evaluation, the methods that presented
the best color correction performances were [14] and [15].
The methodology proposed in the current paper contains
significant differences from both: [15] is designed as a
non-parametric approach for color correction whereas our
approach operates by fitting the observations of color mappings to Gaussian distributions. Also, in [15] the authors
impose the monotonicity restriction to the computed color
mapping function, while in our approach we make no restrictions on the properties of the estimated color palette mapping
function. Ref. [14] performs an analysis of the joint image
histogram. The same is proposed in this paper. However, the
reason why our approach should outperform [14] is that it
employs a probabilistic approach to infer the color mapping
functions, instead of a voting scheme. In a voting scheme the
importance is given to the most common mapping, which may
not always be the best solution. The following sections will
provide the details of the proposed approach.
IV. P ROPOSED A PPROACH
The current paper proposes a probabilistic approach for
modelling local color palette mapping functions. First, the
overlapping portion of the target image undergoes a mean-shift
based color segmentation process [6]. Then, color segmented
regions are extracted using a region fusion algorithm [5]
(Section IV-A). Each of the color segmented regions is then
mapped to a local joint image histogram (Section IV-B). Then,
a set of Gaussian functions is fitted to the local joint image
histogram using a Maximum Likelihood Estimation (MLE)
process and truncated Gaussian functions as models. These
Gaussians are then used to compute local color palette mapping functions (Sections IV-C and IV-D). The next step is to
expand the application of these functions from the overlapping
area of target image to the entire target image (Section IV-E).
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Finally, the entire color corrected image is produced by
applying the color palette mapping functions to the target
image.
A. Mean-Shift Color Segmentation and Region Fusion
The first step of the algorithm here presented is to perform
a color segmentation of the overlapping portion of the target
image T p into several regions. In this case, only the portion
of the target image that contains joint information with the
source image is accounted for. Hence, image T p is split
into several regions, which will be treated independently by
the color correction algorithm. This methodology is usually
referred to as local color correction. Several previous works
on color correction have shown the advantages of using a local
approach when compared to a global one. Local methods presented in [24], [33], and [38] have shown better performance
compared with the global approach presented in [29].
The relevance of mean-shift [6] to perform color segmentation as a preprocessing step for color correction has been established [24]. Compared to other algorithms such as [33], where
an expectation maximization (EM) probabilistic based color
segmentation is proposed, mean-shift is better in two major
aspects: first, the EM segmentation stage is computationally
demanding: authors state that this step takes four minutes
to converge while segmenting a 512 × 512 image. Since
the local EM based color correction must segment both the
source and the target image, the segmentation can take about
eight minutes [33]; second, the expectation maximization stage
requires a parameter to define the desired number of regions:
this is not useful if unsupervised color correction is required.
Mean-shift addresses both drawbacks allowing unsupervised
applications and lower computation times. Note that the input
to our system is a set of connected regions, rather than a
disconnected list of pixels in the same color cluster. This was
done using a region fusion algorithm [5] that guides image
segmentation with edge information [21].
Although the algorithm surely benefits from the usage of
color segmented regions, it may still work with the complete
overlapped image, i.e., with a single region. In Section V-C
a study is presented that shows how the number of regions
influences the performance of the proposed color correction
methodology. The following steps of the algorithm are applied
independently for each of the segmented regions: region i in
image T p will be referred to as Tip , and the projection of this
region to the source image as Sip .
B. Local Joint Image Histogram
The current paper proposes to address the problem of color
correction by modelling the joint image histogram. Since
the image is split up into several regions as discussed in
Section IV-A, one joint image histogram is computed for
each color segmented region. Thus, to highlight the fact that
they correspond to a region in the image, we refer to these
histograms as local joint image histograms. Other authors
have employed joint image histograms for color correction
applications [14], [15], but their histograms are not local,
i.e., they compute a single joint image histogram per image.
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Fig. 2. Examples of the modelling procedure: top row, proposed approach, modelling P̂(X|Y = y); bottom row, alternative approach, modelling P̂(Y|X = x).
The joint image histograms (dark colors indicate more observations for that X, Y mapping) with the estimated color palette mapping function in blue
(a) and (d): the modeled Gaussians (b) and (e); and a 3D view of the modeled Gaussians (c) and (f ).

Let X and Y be the discrete random variables that correspond
to the color values of the Tip and Sip regions respectively.
The random variates of these random variables are denoted
as x and y, respectively. Similarly to the standard 1D
histogram, the joint image histogram is a 2D histogram or
matrix, where each cell index (x, y) accounts for the number
of times that the value x of color X in the Tip region is mapped
to the value y of color Y in the Sip region. In this context,
X and Y represent all the possible values of color in the target
and source images, respectively. Hence, they are both defined
in the discrete interval {0, 1, ..., 2n − 1}, with n being the bit
depth of the images. The normalized joint image histogram is
built using the following eq.:
−1
W
−1 H



Ii (x, y) =

C. Modelling the Joint Image Histogram

δ(Tip (u, v), x) · δ(Sip (u, v), y)

u=0 v=0

,

(3)

W·H
where u, v are the pixel coordinates, W and H the width
and height of the images (note that only pixels belonging to
region i are considered), δ(·) is the Kronecker delta function.
The objective of any color correction algorithm is to propose
one or several color palette mapping functions, expressed as:
Ŷ = fˆi (X),

function cannot map a single element of its domain to multiple
elements of its codomain. However, from the observation of
a typical joint image histogram of region (see Fig. 2(a)),
it is possible to realize that there are several observations
of Y for each of the values in X. Therefore, it must be
assumed that the joint image histogram represents a set of
considerably noisy observations of the ideal mapping function.
The noise is mainly due to lack of accuracy in the registration
of the images, but other factors might be involved, such as:
vignetting [15], [44], changes in the local illumination of the
scene [24], or different characteristics of the image acquisition
device [41].

(4)

where fˆi is the estimated color mapping function for region i ,
and Ŷ is the color of the color corrected image T̂, for a
given color X of the target image T. A color palette mapping

As described in Section IV-B, the goal of a color correction
algorithm is to estimate a color palette mapping function fˆi (·)
(see eq. (4)). For a given region i , the color palette mapping
function must be inferred from the information present on the
corresponding local joint image histogram Ii .
We assume that the observations in the joint image histogram follow a Gaussian distribution. The reason why we
use the Gaussian distribution is that there are several works
on color correction that assume Gaussian distributions which
have achieved interesting results, see [24], [25], [29], [33].
However, one of the possible shortcomings of modelling color
with a Gaussian distribution is that it does not take into account
the fact that the range of values for the color is bounded due

IEEE TRANSACTIONS ON IMAGE PROCESSING, VOL. 24, NO. 2, FEBRUARY 2015
OLIVEIRA et al.: PROBABILISTIC APPROACH FOR COLOR CORRECTION

513

to the image bit depth. Thus, it makes more sense to use a
truncated Gaussian distribution model to fit the data from the
joint image histogram, rather than a standard Gaussian.
In summary, we propose to estimate the color palette
mapping functions by fitting truncated Gaussian models to
the data from the local joint image histogram. Since these
histograms are 2D signals, the first option would be to model
it using a 2D distribution (a process similar to surface fitting).
However, that would have the disadvantage of turning our
model into a multivariate truncated Gaussian, which would
increase the overall complexity of the algorithm. For example,
it is considerably more difficult to sample values from a
truncated Gaussian in the multivariate case when compared
to the univariate case [7]. Also, the fitting of multivariate
truncated Gaussians is not straightforward: [16] proposed an
extension to the classical EM algorithm to do this, but report
that fitting a multivariate truncated Gaussian model is two
orders of magnitude slower when compared to fitting a non
truncated similar model. Finally, fitting a single multivariate
Gaussian would assume that the distribution of mappings is
not multi-modal, since that a single Gaussian is used. This is
not a feasible assumption. For example in Fig. 2(a), the observations in the joint image histogram are clearly multi-modal.
Hence, due to the aforementioned reasons, in the current
work univariate truncated Gaussian models are used. Fitting
univariate Gaussians also assumes unimodal distributions, but
this assumption is more feasible because it affects a single
dimension.
For a given region i , the local conditional expectation E i
that a color Y occurs, given that color X takes the value x
(denoted as X = x), is defined as follows:
i

E (Y | X = x) =

n −1
2

y · P i (Y = y | X = x),

(5)

y=0

where n is the bit depth of the image S p , and
P(Y = y | X = x) is the conditional probability of Y given
X = x. Thus, to propose a color palette mapping function, we
must find an estimate for the probability P(Y = y | X = x):
Ŷ = fˆi (X = x) ≡

n −1
2

y · P̂ i (Y = y | X = x),

(6)

y=0

where P̂ denotes the estimated probability. Then, using
Bayes rule, the conditional probability in eq. (6) is expanded
to:
P̂ i (Y = y | X = x) =

P̂ i (X = x | Y = y) · P̂ i (Y = y)
P̂ i (X = x)

,

(7)

where P̂ i (X = x) and P̂ i (Y = y) are the prior probabilities,
estimated from the normalized joint image histogram as
follows:


Ii (x, y),

y=0

P̂ i (Y = y) =

n −1
2

x=0

Ii (x, y),

Ii (X, Y = y) ∼ P i (X | Y = y) ∼ N yi (μiy , σ yi ),

(8)

(9)

where μiy and σ yi are the mean and standard deviation of the
fitted Normal N yi (·), which is valid for a particular region i
and for a value of Y = y. Since the fitted Gaussian is
valid for all admissible values of X, it is possible to compute
P̂ i (X = x | Y = y) with the following expression:
P̂ i (X = x | Y = y) = (x + , μiy , σ yi )
−(x − , μiy , σ yi ),

(10)

where  is a small value, typically of half the color depth
resolution (0.5, in our case), and (·) is the cumulative
distribution function for a truncated Gaussian distribution
(see Section IV-D). For each admissible value of Y, a truncated Gaussian function is fitted. Since Y is defined in the
range {0, ..., 2n − 1}, a typical eight bit depth (n = 8) image
will be modeled by 256 Gaussians per segmented region.
We refer to this as modelling the horizontal slices of the
normalized joint image histogram. Section IV-D will describe
in detail the fitting of univariate truncated Gaussians.
By applying eq. (6) to all values of X, a value of Ŷ is
obtained for each X = x and thus the color palette mapping
function is computed for the given region i . Fig. 2(top row)
shows an example of the modelling procedure. The joint
image histogram is shown in Fig. 2(a). It contains two areas
where color mappings are observed (the two regions in dark
color). The area on the left (centered around X = 60) is
compact (30 ≤ X ≤ 90), while the area on the right (centered
around X = 210) is more scattered (150 ≤ X ≤ 250). As a
result, the Gaussians modelled for the right area (for small
values of Y, dark color if Fig. 2 (b)), have considerably larger
standard deviations, i.e., they are wider. On the other hand, the
left region produces peak-like Gaussians (large values of Y,
light color if Fig. 2 (b)). A 3D representation of the fitted
Gaussians is displayed in Fig. 2(c). It is also possible to realize
the difference in the modeled Gaussians in both cases: wide
Gaussians for the right group of observations and peak like
Gaussians for the left group.
Note that, in eq. (6), it would be possible to estimate
P̂ i (Y = y | X = x) directly without using eq. (7). In this case,
we would model vertical Gaussians, rather than horizontal, and
each Gaussian would be fitted using all observed values of Y
for a particular value of X = x, i.e.:
Ii (X = x, Y) ∼ P i (Y | X = x) ∼ Nxi (μix , σxi ),
Nxi (·)

2n −1

P̂ i (X = x) =

and P̂ i (X = x | Y = y) is the conditional probability that a
color X = x was mapped to a color Y = y. This probability
is computed from the truncated Gaussian distribution, which
is fitted from the joint image histogram. In order to have an
univariate Gaussian distribution, we take only the observations
that mapped any value of color X to a particular color Y = y:

(11)

represents the vertical truncated Gaussian fitted
where
for X = x. The reason why we prefer to estimate
P̂ i (X | Y = y) (horizontal Gaussians) is that the mapping computed for a color X = x is obtained from a mixture of several
estimated Gaussians, i.e., a weighted sum of the contributions
of Gaussians with parameters μiy and σ yi for all possible
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values of Y. If, instead, we estimate P̂ i (Y | X = x), the vertical
Gaussians would have parameters μix and σxi , meaning there
would be a single Gaussian for each value of X = x. Then,
in eq. (6), when mapping for a given color X = x, the sum for
all values of y would use the contribution of a single Gaussian
with parameters μix and σxi . Since the fitting of some Gaussians
may fail due to insufficient number of observations, it appears
to be a better strategy to use several Gaussians to compute
the mapping of a color X = x. In these cases, the direct
modelling would not provide a mapping for the corresponding
color, since that it makes use of that single (vertical) Gaussian
which could not be modelled. On the other hand, the horizontal
modelling of Gaussians would still be able to compute a color
mapping using the contributions of other estimated Gaussians.
This reinforces the robustness of algorithm to a limited number
of observations (for a particular color value). In addition,
the usage of multiple Gaussians also contributes to a better
smoothing of the computed mapping. By mixing the contributions of all estimated Gaussians, we compute a color mapping
function that is defined for all admissible values of X. This is
not possible if we use the direct modelling of P̂ i (Y | X = x).
Note that, although the horizontal modelling approach results
in a smoother color palette mapping function when compared
to the vertical modelling approach, it may still present abrupt
variations in the mapping if the data suggests so. If the goal
is to enforce a smooth color palette mapping function, one
could also consider the option of smoothing the function
using a post-processing step. In this scope, there are some
works which propose to use spline functions in order to obtain
smoother color palette mapping functions (see [9], [11]).
Fig. 2 (bottom row) shows the results obtained after using
a direct modelling approach. Vertical Gaussians are shown
in Fig. 2(e) (see Fig. 2(f ) for the 3D view). Fig. 2(d)
shows that the mapping function obtained is not smooth
and seems sensitive to noise, in particular when compared
with the mapping function obtained using the proposed
approach (shown in Fig. 2(a)). In addition, this function is
not defined where no observations were collected, e.g., for
100 ≤ X ≤ 150.
D. Fitting Univariate Truncated Gaussian Distributions
In Section IV-C the justification for using univariate truncated Gaussian distributions is presented. In order to have
an univariate distribution, we use horizontal slices of the
joint image histogram as input for fitting the models. This
section details the process of fitting univariate truncated
Gaussians. As stated in eq. (9), the goal is to fit a truncated Gaussian distribution N yi to the vector of observations
Ii (X, Y = y). The probability density function of a truncated
Gaussian p(·) is defined as:
⎧
φ(z, μ, σ )
⎨
, if z ∈ [a, b]
p(z, μ, σ, a, b) = (b, μ, σ )−(a, μ, σ )
⎩
0, otherwise
(12)
where z corresponds to the variable that we want to model
(in this case, the color distribution of X), a and b are the

truncation boundaries, i.e., the limits of the interval in which
the function is defined as a Gaussian (for images they correspond to a = 0 and b = 2n −1), φ(·) represents the probability
density function of a standard Gaussian distribution:
− (z−μ)

2

e 2σ 2
φ(z, μ, σ ) = √
,
(13)
2πσ 2
and (·) represents the cumulative distribution function of a
standard normal distribution:
t −μ
1 1
,
(14)
(z, μ, σ ) = + erf √
2 2
2σ 2
where erf is the error function. Rearranging eqs. (12), (13),
and (14), the probability density function of a truncated
Gaussian distribution (for a ≤ z ≤ b, see eq. (12)) is
expressed as:
p(z, μ, σ, a, b) =

e

− (z−μ)
2
2σ

2


.
√
b−μ
a−μ
2πσ 2
√
√
erf(
)
−
erf(
)
2
2σ 2
2σ 2

(15)

Using the probability density function from eq. (15), a
Maximum Likelihood Estimation (MLE) procedure is used to
fit the truncated Gaussian to the vector of observed values,
finding the values of the model parameters that define a distribution that gives the observed data the greatest probability, i.e.,
that maximizes the likelihood function. The fitting for region i
and color Y = y receives as input the probability density
function defined in (15), as well as the vector of observations
Ii (X, Y = y), and returns the model parameters μiy and σ yi .
It could happen that a given image is saturated, because
the image acquisition device reached its sensing limits. These
situations can occur in the upper boundary, for example when
facing direct sunlight, or in the lower boundary, when viewing
a dark scenario or when the exposure/brightness control is not
well adjusted. Since we propose to model each image channel
independently in the RGB color space, highly saturated colors
will also display saturated histograms in the corresponding
channel. Truncated Gaussian distributions are used because
they can more accurately model the color signal, taking
into account the saturation phenomena. Hence, it is expected
that the usage of a truncated Gaussian MLE estimation will
increase the capability of the algorithm to accurately model
the joint image histograms and, as a consequence, improve
the performance of the color correction. In Section V, we
compare the performance of the proposed approach when
using truncated Gaussian fitting versus standard Gaussian
fitting.
One of the limitations of the fitting of truncated Gaussian
models is related to the number of observations required for
properly estimating a probabilistic distribution. However, this
is a common restriction to any fitting methodology. In order
to infer a reliable statistical model, a reasonable number of
observations must be given. This is observable in Fig. 2(a).
In the intervals 100 ≤ Y ≤ 150 and 200 ≤ Y ≤ 255 the joint
image histogram contains almost no observations. Because of
this the fitting fail, which is represented by the red lines near
to the Y axis. An analysis of the scattering of mappings in
Fig. 2(a) shows that a voting scheme (as proposed in [14])
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Fig. 3. Three examples of a comparison of standard N calculation (blue squares) with truncated N MLE (red circles). A ground truth Gaussian model
(green triangles) was used to generate the observed data sets for color values (region in grey).

will ignore a lot of information that could be used for inferring
a more accurate mapping function. By fitting a model to the
observed data it is expected that the color mappings are more
accurately modeled.
Fig. 3 shows an experiment conducted to compare the performance of standard Gaussians versus truncated Gaussians.
The parameters of a ground truth Gaussian (green triangles in
Fig. 3) were randomized. Then, a signal histogram is computed
by adding noise to the ground truth model, and saturating the
values when they are out of the truncation boundaries. This
simulates the behaviour of an image acquisition device. The
signal histogram is then given as input to a standard Gaussian
estimation, i.e., where μ and σ are directly computed from
the vector of observed values (blue squares in Fig. 3) and
to an MLE using truncated Gaussians (red circles in Fig. 3).
Three cases are shown: in Fig. 3 (a), the ground truth model
contains almost no area outside the truncation boundaries. As
a result, both the standard Gaussian and the truncated Gaussian
estimates are very close to the ground truth; on the contrary,
in Figs. 3(b) and (c), the ground truth model contains a large
portion of the area outside the truncation boundaries. In these
cases it is possible to observe that the truncated Gaussian
estimation models the ground truth distribution more precisely,
and that the standard Gaussian calculation fails to accurately
do so. Since our goal is to model color distribution in images,
it is expected that the image sensor saturation phenomenons
occur.
E. Expanding the Color Palette Mapping Functions
We propose an approach to color correction where several
color palette mapping functions fˆi are estimated, which
correspond to color segmented regions in the overlapping
portion of the target image T p (see Section IV-A). To be
complete, the process of color correction must be applied
to the entire target image T. If only the overlapping portion
of the target image, T p , is considered for color correction,
the operation is straightforward: each pixel is corrected using
the color palette mapping function that corresponds to the
region to which the pixel belongs to. In the case of correcting
the entire target image, the process is more complex since
not all pixels in the target image T have a corresponding
color segmented region, see T p in Fig. 1(c), and T in
Fig. 1(e).

We propose to run a second color segmentation and region
fusion, this time using the entire target image T as input. Let
T j denote the j th color segmented region in the target image,
the result of this second segmentation/fusion execution, and
Tip the i th region of the overlapping portion of the target
image, result of the first segmentation/fusion described in
Section IV-A. We propose that the solution to the problem
is, for each pixel in T, to compute the index j of the
corresponding region T j, and then match this region T j with
one region Tip from the first segmentation/fusion. Then, the
color palette mapping function associated with the region i is
used to color correct the pixel. Thus, the problem is reduced to
finding a matching region Tip for every region T j. The criteria
to match regions is the distance between the average color
of the regions. Let x̄ j be the vector of the average of colors
across the three channels of the color segmented region j of
image T, and x̄ip the vector of average colors in region i of
image T p . The mapping of a region index j to an index i is
denoted as i = map( j ) and is given by:
map( j ) = argmin E(x̄ j , x̄ip ) ,

(16)

i

where E(·) is the Euclidean distance. In the target image T
space, the selected color palette mapping function is given
by the mapping presented in eq. (16). That is, for a given
region pixel in T which belongs to region T j, the selected
color palette mapping function to correct this pixel is fˆ map( j ).
Note that very few of the methods presented in the literature propose methodologies for expanding the color palette
mapping functions to the entire target image as proposed in
this paper (we refer to local methods, in global methods the
expansion is straightforward). The result of the expansion of
the color palette mapping functions is the image mosaic, or the
complete corrected image. These results can only be analyzed
qualitatively because there is no ground truth.
V. R ESULTS
This section is divided into two parts. First, a case study
is presented to illustrate the proposed algorithm. Then, results
are presented by comparing the proposed approach with ten
other state of the art algorithms. In addition, we compare
the proposed approach with three slightly different alternatives: modelling using standard Gaussians, direct modelling
(see eq. (11)), and modelling in the lαβ colorspace.
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Fig. 4. (a) Source and target images of the case study; the areas of the source
and target images that overlap, respectively S p (b) and T p (c); and the result
of color segmentation of T p using mean-shift with region fusion (d).

A. A Case Study
In this section the steps of the proposed algorithm are shown
in detail. To start, a pair of source and target images of a bird
are registered in order to obtain a mosaic (Fig. 4(a), source
image on the left and target image on the right). As usual in
pairs of images requiring color correction, the mosaic shows
artifacts due to photometric miss-calibration. The overlapping
areas (Fig. 4(b) from the source image, and Fig. 4(c) from
the target image) of both images show clear differences in
color. The three channels of the target image are processed
separately. The following procedures are performed for each
of the color channels. However, the histograms shown display
data from the red color channel.
The first step of the proposed algorithm is to color segment
the image (Section IV-A). This is done by applying meanshift to the overlapping region of the target image (T p )
followed by a region fusion algorithm, i.e., Fig. 4(c). In this
case, the procedure segments nine regions from the image,
as shown in Fig. 4(d). The segmentation step is important
to the color correction process: since the image is split up
into several regions, each is used to compute the respective
local color palette mapping function. To do so, for each
region, the joint image histogram is computed. This is the
second step of the algorithm, presented in Section IV-B.
We focus our analysis on just three of the segmented regions:
region 1, the blue sky behind the bird (Fig. 5(a)), region 5,
the red beak of the bird (Fig. 5(d)) and region 7, the brown
tree branch near the bottom of the image (Fig. 5(g)). The
normalized joint image histograms of regions 1, 5 and 7
are displayed in Fig. 5(b), (e) and (h), respectively. Region 1
shows observations in the interval 0 < X < 75. Region 5,
the red beak of the bird, has observations with higher values
(40 < X < 180), since we are looking at the red channel of
the image. Region 7, the tree branch, shows observations in
the 40 < X < 110 interval.
The third step of the algorithm (Section IV-D) is to model
the information present in the joint image histogram with a

set of 256 Gaussian functions (one for each value of Y),
that describe the conditional probability P(X | Y = y).
Each segmented region is modeled independently according
to this procedure. Figs. 5(c), (f) and (i) show the Gaussian
functions that are estimated for regions 1, 5 and 7, respectively.
When the observations provided by the joint image histogram
are more coherent, i.e., the values of Y are mapped to a
short range of values in X, there is a high probability of
mapping X to a single Y. When the joint image histogram
maps values of Y to a large range of values in X, the Gaussians
tend to be wider (with a larger σ ), narrow Gaussians are
noted in the cases of regions 1 and 5: the data in the joint
image histogram (Figs. 5(b) and (e)), leads to the peak like
Gaussians shown in Fig. 5(c) and (f). On the contrary, the data
in region 7 (Fig. 5(h)) produces wide Gaussians (Fig. 5(i)).
A concrete example: in region 1 (Fig. 5(b)), for Y=100, the
observations in X span from 40 to 60, which result in the
narrow Gaussian N100 shown in Fig. 5(c)). Conversely, in the
case of region 7 (Fig. 5(h)), the range of mappings of color X
(for color Y = 100) spans from 40 to 120, leading to a wider
Gaussian N100 shown in Fig. 5(i).
The fourth step of the algorithm, detailed in Section IV-C,
is to obtain the color palette mapping function for each region.
Figs. 5(b), (e) and (h) show, in blue, the computed color palette
mapping functions for regions 1, 5 and 7, respectively. It is
possible to observe that these three mapping functions are very
different. For example, target color X = 50 is mapped to Y 
90 in region 1, Y  40 in region 5, and Y  20 in region 7;
target color X = 100 is mapped to Y  170 in region 1,
Y  125 in region 5, and Y  140 in region 7; finally, target
color X = 150 is mapped to Y  170 in region 1, Y  200
in region 5, and Y  180 in region 7. These examples show
that the mapping of color varies significantly, from region to
region. This observation endorses the use of local approaches
to color correction instead of global ones.
Fig. 6(top) shows a composite joint image histogram of all
the regions. By observing the graph it is possible to realize that
it is very hard to fit a single color palette mapping function
to the global joint image histogram. For every value of Y,
there are wide ranges of mappings of X. Using region local
joint image histograms facilitates the computation of local
color palette mapping functions. Fig. 6(bottom) shows the
color palette mapping functions obtained in this case study.
Although these functions are defined for X ∈ {0, ..., 255}
(see the examples in 5(b), (e) and (h)), only portions of the
functions are displayed for a better understanding of the graph.
The color mapping functions fit the local region data very well,
which explains the efficiency of the proposed algorithm.
Finally, the fifth step of the algorithm is to apply the
computed set of color palette mapping functions to the target
image (Section IV-E). Note that, as explained, these functions
are computed from the region of the mosaic where there
is overlap between source and target color. In other words,
although the color palette mapping functions are computed
based on the overlapping portion of the target image T p
(Fig. 4(c)), they must be applied to the whole target image T
(Fig. 7(a)). To do so, a second mean-shift/region fusion
color segmentation is applied to‘T, as shown in Fig. 7(b).
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Fig. 5. Graphs from region 1 (first row), 5 (second row) and 7 (third row): the regions, (a), (d) and (g); the joint image histograms with the computed local
color palette mapping function in blue (b), (e) and (h); and the fitted Gaussians (c), (f) and (i). Red channel of the image is shown.

Fig. 7(c) shows the corrected target image. Fig. 7(d) shows
the mosaic obtained using the source and corrected image.
Compared to the initial mosaic shown in Fig. 4(a) it is possible
to observe a much better photometrical resemblance between
both images. In fact, no artifacts are noticeable, which is a
good indication of the color correction’s effectiveness.
B. Comparison With Other Algorithms
In this section quantitative results will be presented that
show that the proposed approach outperforms ten other
state of the art color correction methods. In Section IVA the usage of mean-shift region fusion algorithm as a
preprocessing step was explained. To obtain the color segmented regions, we have used the implementation available
from the Robust Image Understanding Laboratory of Rutgers
University.1 There are several parameters in this algorithm
that may change the outcome of the segmentation: spatial
1 http://coewww.rutgers.edu/riul/research/code.html

bandwidth, range bandwidth, gradient window radius, mixture
parameter, edge strength threshold and minimum region area
(see the toolbox for more detailed information). The results
were obtained by using the toolbox’s default values for all
parameters. In this way, a more careful selection of those
parameters could, to some extent, improve the results of the
color correction algorithm here presented.
In order to test the performance of the proposed approach
against other algorithms, two data sets of a recent performance
evaluation [40] were used. They consist of a synthesized
data set of 40 image pairs and a real image data set of
23 image pairs.2 The synthesized image pairs were obtained
by clipping the source and target images from a larger original
image. Then, the color in the target image is altered using an
image editing software. In the case of the real image data
set, the target and source images are different shots of the
2 The real image dataset presented in [40] contained 30 images. We use
only 23 images because some images were protected by copyrights, while for
others it was not possible to obtain a reasonable geometric registration.
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Fig. 6. (top) Joint image histograms of the color segmented regions (shown
in Fig. 4(d)). (bottom) Color palette mapping functions. Data is assigned to
the corresponding region color (see Fig. 4(d)).

Fig. 7. Case study: (a) the target image; (b) the mean-shift with region fusion
color segmentation of the target image; (c) the corrected image; (d) the mosaic
obtained after performing color correction with the proposed approach.

same scene. They might or might not be taken using the same
camera and/or at exactly the same time.
Fig. 8 shows the mosaics of some of the image pairs present
on both data sets. The registration for each pair of images
was not provided by the authors of [40], just the image pairs.
Because of this, a manual process of hand labelling pixels
in both images was done to obtain a new registration. Since
registration has some impact on color correction, the results
that are presented are not exactly the same as those in [40],
although they are similar. Hence, the registration is never pixel
accurate in both data sets although, as mentioned above, it is
significantly more accurate in the synthesized data set. Note
that most of the methods used in this evaluation propose no
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Fig. 8. Mosaics obtained from [40]. Synthesized data set: (a) image 17;
(b) image 32; and (c) image 40. Real image dataset set: (d) image 8;
(e) image 21; and (f ) image 23. (top) Original mosaics; (bottom) Results
from the proposed approach (#12a ).

way of expanding the color palette mapping functions to the
whole target image. However, to build a mosaic with the
color corrected image, it is necessary to obtain a correction
for the entire target image. Because of this, in the qualitative
evaluation of the mosaics, only the results from the proposed
approach (#12a ) are shown in Fig. 8.
In order to compare the results of the proposed approach
with the state of the art, the nine algorithms used in [40] were
tested in the same data sets. The implementations of algorithms #2 through #9 were provided by the authors of [40]. The
implementation of [26] was taken from the Signal Processing Media Applications group at Trinity College Dublin.3
Another recently published algorithm [24] was also included
in the evaluation. Furthermore, we also evaluate three alternatives to the proposed approach (#12a ): #12b uses standard
Gaussians rather than truncated Gaussians (see Section IV-D);
#12c models P(Y|X = x) directly (see Section IV-C); and
#12d uses the lαβ colorspace instead of the RGB colorspace
used in #12a (see Sections II and V-G).
Table I lists all the algorithms tested in the current paper.
Each is attributed a number for easier reference in the discussion of results. Algorithm #1 is the baseline for comparison.
In this case, no correction is performed. The corrected image
is equal to the target image.
The performance of a color correction approach is quantitatively assessed by comparing the overlapping portions of the
color corrected image and the source image. To test the images
3 http://www.mee.tcd.ie/∼sigmedia/Research/ColourGrading
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TABLE II
M EAN AND S TANDARD D EVIATIONS OF THE PSNR, S-CIELAB (SLAB)
AND

SSIM S CORES FOR E ACH A LGORITHM IN B OTH D ATA S ETS .
B EST R ESULTS A RE H IGHLIGHTED IN B LUE

and evaluate the algorithms, three different image comparison
metrics were used. The first, proposed in [40], is called peak
signal-to-noise ratio (PSNR). The second evaluation metric
is the structural similarity index (SSIM), also used in [40].
The third evaluation metric is the spatial cielab (S-CIELAB),
initially proposed in [43]. Both PSNR and SSIM are similarity
measures. That means that the higher the value of these scores,
the more similar are the two images. On the other hand,
S-CIELAB is a dissimilarity measure, meaning that more
similar images should present smaller values.
Next, the approach proposed in this paper (#12a ) will be
compared against the other methods, i.e., #1 through #11.
Thus, in the following lines, we will not take into account
alternatives #12b , #12c , #12d . The results from these alternatives are discussed in particular in Sections V-E, V-F and V-G,
where they are compared with the proposed approach.
Table II shows the quantitative results obtained4 by all
algorithms on both the synthesized and real image datasets.
For the synthesized dataset, in the case of PSNR color
similarity the proposed approach (#12a ) achieves an average
score of 29.9, outperforming all other algorithms. The second
best scoring algorithm is #11 [26] (29.6 score), followed by
# [15] (29.0 score). Regarding the S-CIELAB evaluation of the
synthesized dataset, #11 achieves the best average result (2.4),
followed by #12a (2.6), #7 (2.7) and #9 (2.8). The SSIM
score shows that approaches #2 [39] and #3 [29] obtain the
best results. This should be related to the fact that those are
the only global color transfer approaches tested. In fact, a
global color correction is less likely to create local artifacts
since there are no regions in the image. Because of this, the
structure of the images is better preserved and SSIM, which
is a more global criteria, reflects this.
By analyzing the PSNR performance in the real image
dataset, it can be observed that algorithm #12a achieves an
average score of 24.7, followed once again by algorithms
#11 [26] (22.9), #7 [15] (22.5) and #9 [14] (22.5). In terms
of the S-CIELAB metric, #12a has again outperformed all
methods with a 4.8 score. Algorithm #11 [26] is confirmed
as the second best scoring method with 5.4, followed by
4 Qualitative results both from the synthesized and the real image datasets
are provided as supplementary material.

algorithms #7 [15] (5.7) and #9 [14] (6.0). Global approaches,
i.e., #2 [39] and #3 [29] once again display the best SSIM
scores. However, it is interesting to note that, for all other nonglobal approaches, it is the proposed approach which displays
the best SSIM results.
Table III compares the results obtained in this paper with
the evaluation from [40]. Methods are ranked according to the
average score of the metric. The results from this evaluation
are consistent with those from [40], since the sorting of the
algorithms remains similar. For example, algorithms #7 [15]
and #9 [14] were the best in [40] and are still amongst the
best. However, in the lower part of the ranking, the sorting is
somewhat different from the evaluation from [40]. This could
be explained by the difference in registration between image
pairs. Algorithm #11 [26] obtains much better results in our
evaluation when compared to [40]. We are not sure if our
implementation is exactly the same as [40].
Finally, in Table IV, a summary of the evaluation performed
in this paper is presented. All six cases, i.e., two datasets and
three evaluation metrics, are presented. The first four columns
show the percentage of images (out of the total in that dataset)
where the algorithm obtained the best (1st ), second best (2nd ),
third best (3rd ), or worse (>) score (note that approaches #12b ,
#12c and #12d are also included). Regarding the synthesized
dataset, the proposed approach obtains at least the third
best PSNR score in 75.0% of the images (10 + 35 + 30).
No other approach (except for the alternative #12d ) obtains
similar results. In terms of S-CIELAB score, approach #11
[26] shows very interesting results, achieving third best score
in all the images. SSIM results are again dominated by global
methods, which is coherent with the higher average scores
displayed in Table II. In the case of the real image dataset,
#12a obtains the best PSNR score in 39.1% of the images and
the best S-CIELAB score in 43.5% of the cases. Furthermore,
#12a is amongst one of the three best scoring algorithms
in 75.0%, 42.5%, 82.5% and 69.6% of the images, respectively for the synthesized PSNR, synthesized S-CIELAB,
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TABLE III
A LGORITHMS S ORTED BY T HEIR AVERAGE S CORE . #10, #12a ,
#12b , #12c AND #12d W ERE N OT E VALUATED IN [40]

the effectiveness of color correction improves as the segmentation shifts from coarse to fine. However, there seems to be
a saturation point (six regions, in the case of this image),
where a larger number of regions produces only a very small
improvement on color correction effectiveness. This is an
expected behavior: as the size of the regions decreases, the
color uniformity of the pixels in the region should contribute
for a better estimation of the color palette mapping function,
but in the opposite direction, the smaller number of pixels in
the region also means that the statistical fitting of truncated
Gaussians will be less effective and more prone to noise.
Another interesting conclusion is that #12a yields reasonable
scores even when no preprocessing color segmentation is
performed, i.e., when there is a single region.
D. Sensitivity to Registration Accuracy

real PSNR and real S-CIELAB cases. The algorithms that are
close in terms of average performance, i.e., #7 [15], #9 [14]
and #11 [26], (see Table III), do not show the same consistency
in the top three scoring positions.
Table IV, also shows the percentage of failures for each
algorithm. A failure occurs when an algorithm fails to color
correct the target image. This is ascertained when the score
obtained by the algorithm is worse (lower in PSNR and SSIM
or higher for S-CIELAB) than the score obtained by the
baseline approach (#1). In other words, a failure occurs if an
algorithm outputs a corrected image that is photometrically
more distant to the source image than the original uncorrected
target image. Approach #12a shows, in four out of five evaluations, zero failures, which is a unique performance compared
to all other algorithms. In fact, #12a never presents a higher
failure rate when compared to all algorithms, in all datasets
and evaluation metrics. This shows that approach #12a is the
most consistent and robust algorithm in this evaluation.
C. The Effect of the Number of Regions on the
Overall Color Correction
In this section an evaluation of the effect of color segmentation to the effectiveness of #12a is presented. The parameters
of the mean-shift and region fusion algorithms were changed,
so that, in different tests, the image is segmented into different
number of regions. Figs. 9(a) and (b) show the PSNR and
S-CIELAB scores of the proposed approach, respectively.
Results refer to the overlapping area of the image presented
in the case study, Section V-A. For comparison, the scores of
the other algorithms used in this evaluation are also displayed.
They are independent of the number of regions provided by
mean-shift, which is why they show constant scores.
From the analysis of Fig. 9 it is possible to realize that
the #12a achieves the best score when five or more regions
are segmented by mean-shift, in the case of the PSNR
score (Fig. 9(a)), or when four or more regions are segmented in the case of the S-CIELAB score (Fig. 9(b)). The
effectiveness of the proposed algorithm clearly benefits from
using a preprocessing color segmentation step. As expected,

In this section we analyze the sensitivity of the algorithms
to the accuracy in the geometric registration of the source
and target images. For this purpose we have tested the color
correction performance in five different datasets with different
registration errors. The datasets are created by collecting a
subset of images (eight images) from synthetic image dataset
and affecting the original registration by different values
(horizontal registration errors, from 0 to 4 pixels). Fig. 9(c)
shows the PSNR score of all the algorithms as a function
of the registration error. The first conclusion that can be
drawn is that the registration error has a large impact on
the color correction performance. In the majority of the algorithms, a single pixel of error in registration already produces
a large reduction in the PSNR scores. Global approaches
(i.e. #2 and #3) are clearly less sensitive to registration errors.
Registration errors produce incorrect mappings of color, and
the effect of these is more noticeable in small regions, where
the ratio of the number of incorrect mapping versus total
mappings is higher. If the entire image is used, this ratio is
much smaller, which means that small registration errors have
almost no visible effect of the color correction performance of
global approaches. The performance of the proposed approach
#12a is also affected by the registration error in a proportion
similar to that observed by most of the other approaches.
Nonetheless, #12a still gets the best PSNR score regardless
of the registration error.
E. Truncated Gaussians vs Standard Gaussians
Approach #12b is similar to the proposed approach #12a ,
but instead of using truncated Gaussians for modelling the
joint image histogram, it employs standard Gaussians. Thus,
by comparing the performance of #12a with #12b we can
estimate how the usage of truncated Gaussians improves the
effectiveness of the color correction. Table II shows that the
average PSNR color similarity is higher in #12a and lower
in S-CIELAB. This means that #12a is improved by using
truncated Gaussians for modelling. An analysis of Table IV
shows that approach #12b is amongst one of the three best
scoring algorithms in 25.0%, 2.5%, 17.3% and 30.4% of
the images, respectively for the synthesized PSNR, synthesized S-CIELAB, real PSNR and real S-CIELAB cases.
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TABLE IV
E VALUATION OF THE P ERFORMANCE OF THE A LGORITHMS . C OLUMNS R EPRESENT: THE % OF I MAGES W HERE THE A LGORITHM A CHIEVED THE
B EST (1st ), S ECOND B EST (2nd ), T HIRD B EST (3rd ), OR W ORSE (>) S CORE . T HE C OLUMNS M ARKED W ITH F S HOWS THE % OF
T IMES AN A LGORITHM FAILED TO C OLOR C ORRECT THE I MAGE . B EST R ESULTS A RE H IGHLIGHTED IN B LUE

Fig. 9. Analysis of the effect of the number of segmented regions and the registration error on the performance of color correction; (a) PSNR scores as a
function of number of regions; (b) S-CIELAB scores versus the number of regions; (c) PSNR as a function of the registration error measured in pixels.

These numbers are far from the figures 75.0%, 42.5%, 82.5%
and 69.6% obtained by #12a . As a conclusion, the usage of
truncated Gaussians significantly improves the results.
F. Modelling P(X|Y = y) vs P(Y|X = x)
This section focuses on a comparison between the proposed
approach (#12a ) and the alternative approach (#12c ) where the
joint image histogram is modelled with vertical Gaussians,
rather than horizontal. Section IV-D discussed the theoretical
advantages of modelling P(X|Y = y) (approach #12a ) when
compared to the direct modelling of P(Y|X = x). Fig. 2 compared the color palette mapping functions obtained by both
approaches. The conclusions were that modelling P(X|Y = y)
would provide a smoother mapping function, completely
defined (for all admissible values of X). Table II shows that, in
the synthetic image dataset, #12a obtains 29.9, 2.6 and 0.80
while #12c gets 30.2, 2.6 and 0.81, respectively for the PSNR,
S-CIELAB and SSIM scores. While these results are very
similar for the synthetic image dataset, in the case of the
real image dataset #12a obtains better scores, i.e., #12a scores
24.7, 4.8 and 0.71 while #12c gets 23.9, 5.1 and 0.69. This
tendency is also shown in Table III. Considering PSNR,

#12a is ranked second in both the synthetic and the real image
datasets; approach #12c is ranked first in the synthetic images
but drops to third in the case of the real images. We can
say that the advantages of the indirect modelling approach are
highlighted in more challenging conditions such as those from
real image datasets.
G. RGB vs lαβ Colorspaces
This section focuses on the question of how different
colorspaces may influence the performance of color correction. For that purpose, we perform a comparative analysis
between the proposed approach (#12a ), which uses the RGB
colorspace, and the alternative approach (#12d ), which color
corrects on the lαβ colorspace. Table II shows that, for all
datasets and metrics, the average scores of both approaches
are very similar. Also in Table IV we can see that both
approaches display very similar results, which suggests that
the performance of the #12a is not dependent on the colorspace
that is used. Although some authors, see [29] algorithm #3,
claim that the lαβ colorspace is more suited to perform color
correction, the fact is that some others, see [39] algorithm #2,
argue that it is possible to obtain similar results using the
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TABLE V
M EAN AND S TANDARD D EVIATIONS OF THE PSNR, S-CIELAB (SLAB)
AND

SSIM S CORES FOR THE N ADARAYA -WATSON N ONPARAMETRIC
K ERNEL R EGRESSION , U SING D IFFERENT K ERNEL S IZES h
( IN P IXELS ). #12a R ESULTS A RE F ROM TABLE II

RGB colorspace. This evaluation is in line with the later,
since that algorithms #2 and #3 achieve similar results on the
majority of the tests.
H. Comparison With the Nadaraya-Watson Kernel Regression
Since the joint image histogram represents a set of observations of a function that maps X to Y, one option would be to
try to use kernel regression techniques to fit the color palette
mapping function. Kernel regression techniques such as the
Nadaraya-Watson [12], [37] are nonparametric, which means
they use the observations to directly compute the function.
On the other hand, parametric approaches make the assumption that the observed data follows a particular statistical
distribution, and use the observations to fit a model of that
distribution, i.e., to find the parameters of the distribution.
Then, the function approximation is computed by sampling
data from the fitted distribution.
In this section the proposed approach is compared with the
Nadaraya-Watson kernel regression approach (see Section III,
eqs. (1) and (2)). The objective of this comparison is to assess
if the parametric nature of the proposed approach (i.e., fitting
data to truncated Gaussians) contributes to an improvement
over a baseline nonparametric method. Table V presents the
results obtained using a Nadaraya-Watson approach (we have
used a public implementation5) configured with a Gaussian
kernel of different sizes (h in eq. (2)). The proposed approach
obtains better results when compared to all variations of
the Nadaraya-Watson technique. Thus, results suggest that
parametric methods are more efficient for color correction.
VI. C ONCLUSION
This paper proposes a novel color correction algorithm.
Images are color segmented using mean-shift and a region
fusion algorithm. Each segmented region is then used to
compute a local color palette mapping function by fitting
a set of univariate truncated Gaussians to the observed
color mappings. Finally, by using an extension of the color
5 http://www.mathworks.com/matlabcentral/fileexchange/19195-kernelsmoothing-regression/content/ksr.m

palette mapping functions to the whole image, it is possible to produce mosaics where no color transitions are
noticeable.
For the proper assessment of the performance of the proposed algorithm, ten other color correction algorithms were
evaluated (#2 through #11), along with three alternatives to
the proposed approach (#12b through #12d ). Each of the algorithms was applied to two datasets, with a combined total of
63 image pairs. Three different evaluation metrics were used.
The proposed approach outperforms all other algorithms, in
most of the image pairs in the datasets, considering the PSNR
and S-CIELAB evaluation metrics. Not only it obtains some
of the best average scores but also shows to be more consistent
and robust (see Table IV). Furthermore, the difference in
performance from the proposed approach with respect to the
others is larger in the case of the real image dataset, which
seems to lead to the conclusion that the proposed approach is
well suited for handling realistic scenarios. Restuls have shown
that the proposed approach achieves very good results even
if no color segmentation preprocessing step is used. Results
have also shown that the usage of truncated Gaussians as well
as the indirect modelling of the joint image histogram also
improve the effectiveness of the color correction algorithm.
Finally, we show that both the RGB and the lαβ colorspaces
achieve similar color correction performances.
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