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Abstract—Exploring potentially useful information from huge amount of textual data produced by microblogging services has attracted
much attention in recent years. An important preprocessing step of microblog text mining is to convert natural language texts into
proper numerical representations. Due to the short-length characteristics of microblog texts, using term frequency vectors to represent
microblog texts will cause “sparse data” problem. Finding proper representations of microblog texts is a challenging issue. In this
paper, we apply deep networks to map the high-dimensional representations of microblog texts to low-dimensional representations. To
improve the result of dimensionality reduction, we take advantage of the semantic similarity derived from two types of microblog-specific
information, namely the retweet relationship and hashtags. Two types of approaches, including modifying training data and modifying
the training objective of deep networks, are proposed to make use of microblog-specific information. Experiment results show that the
deep models perform better than traditional dimensionality reduction methods such as latent semantic analysis and latent Dirichlet
allocation topic model, and the use of microblog-specific information can help to learn better representations.
Index Terms—Microblog mining; Dimension reduction; Text representation; Semantic relatedness; Deep autoencoder.
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I NTRODUCTION

In the last few years, microblogging services such as
Twitter1 and Sina Weibo2 have gained great popularity
among the Internet users. The high volume of textual
data produced by the microblogging services is very
attractive to the researchers in text mining field. Transforming natural language texts into numerical vectors is
an important preprocessing step for many text mining
tasks, such as cluster analysis and sentiment classification. The most widely adopted model for text representation is vector space model [1], where each document in
a corpus is represented by a vector with each dimension
corresponding to a separate term and the elements denoting the frequencies of the terms. An important issue
that needs to be dealt with carefully when using term
frequency vectors to represent texts is the “sparse data”
problem. Since the number of distinct terms occurring
in one document is much smaller than the number of
total terms occurring in a corpus, the term frequency
vector usually contains a large proportion of zero entries,
which may lead to the failures of subsequent mining
operations. Considering that microblog texts are very
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short in length (usually less than 140 characters), it is
necessary to explore more proper text representations
that can overcome the sparsity problem.
Researchers have proposed many approaches to enhance the representations of short text, such as expanding the original short document by adding semantically related terms [2], [3], or mapping a highdimensional term frequency vector to a low-dimensional
feature vector via latent semantic analysis (LSA) [4]. In
this paper we mainly focus on how to create a proper
low-dimensional feature space for microblog texts, and
yet we also investigate how to utilize the expansion
approach to learn better features. For convenience, hereafter we use the term tweet to denote the textual message
published via microblogging services.
Currently, there are few approaches specifically proposed for dimensionality reduction of tweets. Instead,
low-dimensional representations of tweets are usually
obtained as the by-products of topic modeling [5], [6],
[7]. Topic models, which can discover the latent topics
that occur in a collection of documents, are widely applied in microblog topic detection. In the view of a topic
model, a document is a mixture of topics and each topic
corresponds to a probability distribution over terms. The
number of topics is usually smaller than the number
of terms appearing in a given document collection, and
hence the probability distribution over latent topics of
one document can be viewed as a low-dimensional
representation of that document. However, due to the
fact that both the number of topics and the content of
topics change frequently in microblog environment, the
topic-based representations are less applicable to tweets.
Instead of employing topic models to implicitly find
the low-dimensional representations of tweets, in this
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paper we resort to deep learning approaches to explicitly
learn the low-dimensional representations. Deep learning, which is an emerging area in machine learning,
refers to a class of machine learning techniques where
many layers of information processing stages in hierarchical architectures are exploited [8]. Previous studies [9],
[10], [11], [12] have shown that text mining tasks, such as
classification, can benefit a lot from the low-dimensional
representations produced by deep networks.
Motivated by the success of deep learning on traditional texts, in this paper we apply deep learning
methodologies to perform dimensionality reduction on
tweets. Compared to previous studies, a salient feature of
our work is that microblog-specific semantic knowledge
is utilized to train deep networks. Such knowledge is
derived from two typical microblog practices, namely
retweeting and hashtagging. Retweeting is one of the most
common practices in microblogging services. When a
user finds a tweet interesting, he/she can retweet the
tweet by copy the entire message and republish it to
his/her followers. Retweeting is often accompanied with
“commenting”. That is, the user makes a comment about
the topic discussed in the original tweet. A hashtag is
a word or an unspaced phrase prefixed with the hash
symbol “#”. Users create hahstags to signal certain aspect
of a tweet’s meaning, such as the topic, the core idea, or
the intended audience. One hashtag can be adopted by
many users that contribute similar content or express a
related idea. Based on the functions of retweeting and
hashtagging, we can make the following two general
assumptions.
1) If one tweet is created by retweeting another tweet,
then the two tweets are semantically similar, or at
least, related;
2) If two tweets are labeled with the same hashtag,
then they are semantically similar or related.
When training the deep network-based models, we make
use of such semantic similarity in two ways. First, we
utilize the retweet and hashtag information to modify
the training set. Then, the two types of information
are utilized to define a probability distribution denoting
the pairwise similarity of training samples, so that we
can employ t-distributed MCML (maximally collapsing
metric learning) algorithm [13] to train the model. With
the help of microblog-specific information, the models
are proved to be more competent in learning representations of tweets than basic deep models [9]. We also
demonstrate that the deep models are superior to LDA
(latent Dirichlet allocation) [14] and LSA [15], which
are often adopted in current research for obtaining lowdimensional representations of tweets.
Besides applying the deep architectures, we also take
advantage of vector representations of words [16] to perform dimensionality reduction. By representing each
word as a continuous vector, one can explicitly measure
the syntactic and semantic word similarities, which is
beneficial to natural language processing tasks [17]. In

2

this paper, we utilize word vectors via the following way.
When preparing the training set, we expand each tweet
by adding words that are most similar to original words
appearing in the tweet. The similarity between words
are measured based on pre-learned word vectors. After
the expansion, we can utilize the retweet and hashtag
information to further modify the training set or directly
train the deep models. Experiment results show that
models trained on expanded tweets can learn better lowdimensional representations.
The rest of the paper is outlined as follows. Section 2
reviews the studies that are related to our work. Section 3
briefly introduces some basics about deep networks. Section 4 presents the details of the proposed approaches.
Dataset preparation, experiment setup, and elaborated
discussions of experiment results are given in Section 5.
Finally, the paper is concluded in Section 6.

2

R ELATED W ORKS

In this section, we briefly review some studies that are
related to our work, including enhanced representations
of short text, topic models proposed for microblog, and
applications of deep learning on textual data.
2.1

Short Text Representation

To alleviate the data sparsity problem when representing short text, researchers have proposed many approaches, which can be roughly categorized into two
types. The first type expands the original short documents by adding semantically related terms. The related
terms can be found by analyzing the co-occurrence
of terms [2], by exploiting external resources such as
Wikipedia and WordNet [3], by translating text into other
languages [18], etc. Such expanding-based approaches
are time-consuming, since one has to calculate the cooccurrence frequency for every term pair, or conduct a
retrieval on a large knowledge database for each term
in every document. Also, whether the added terms can
correctly describe the meaning of original document
depends heavily on the quality of external resources
or the performance of third-party techniques, such as
information retrieval and machine translation.
The second approach generates a compact representation of short text by mapping the term frequency vector
into a low-dimensional feature space. Compared to the
expansion approach, the dimension-reduction approach
generally takes less time to process a new document.
Hence in this paper, we follow the dimension-reduction
approach to get proper representations of tweets.
2.2

Microblog Topic Modeling

Topic models are extensively studied for microblog topic
mining. Based on the classic LDA model [14], a number of improved topic models for microblog have been
proposed. For example, Ramage et al. [5] presented a
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scalable labeled LDA model to map the content of Twitter feed into the dimensions corresponding to different
aspects of tweets; Jin et al. [6] developed a topic model,
which jointly learns latent topics on tweets and auxiliary
long texts; Diao et al. [7] proposed a topic model to find
topics that have bursty patterns. Most of the proposed
models took the number of latent topics as one of the
input parameters and kept it fixed during the entire
learning process. Consequently, the learned topics may
not be able to correctly describe the emerging tweets, in
which the topics have not appeared before.
Some HDP [19] (hierarchy Dirichlet processes) based
topic models have been proposed for microblog topic
detection [20], [21]. The main advantage of HDP-based
topic models is that there is no need to pre-specify the
number of topics, since the number of topics will grow
with the number of documents. This is especially preferred when analyzing the topics of streaming data (e.g.,
tweets). However, different from topic detection, text
mining tasks such as clustering and classification generally require text representations with fixed dimension,
and hence the HDP-based models are not applicable to
obtaining representations of tweets.
2.3

Applications of Deep Learning on Textual Data

Recently, we have seen a growing number of applications of deep learning in signal and information processing [22]. In [9], Hinton and Salakhutdinov proposed
to apply deep autoencoders to reduce the dimensionality
of textual data. Later, they proposed an improved model
using a conditional constrained Poisson distribution to
model word-count data [10]. In [11], Ranzato and Szummer also utilized a deep network, which was constructed
by stacking several autoencoders, to learn compact representations of text documents. The network was trained
in a semi-supervised way, that is, each autoencoder was
attached with a classifier module which was trained on
labeled documents.
In addition to dimension reduction, researchers have
applied deep learning approaches to learn distributed
representations of text [23], [24], [25], [16]. The basic
idea is to train deep network-based language models
to map words into a vector space where semantically
similar words have similar vector representations. The
major difference between these studies and our work is
that we train deep models to learn representations of a
whole document rather than a single word.

3

P RELIMINARIES

In this paper we apply deep learning approaches to
perform dimensionality reduction on tweets. To make
the paper more self-contained, we briefly introduce some
basics about deep networks in this section.
Deep belief network (DBN) is one of the most extensively investigated deep learning architectures. A DBN
is built as a stack of restricted Boltzmann machines
(RBMs) [27]. RBM is a two-layer neural network with
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one layer of stochastic visible units and one layer of
stochastic hidden units. The hidden units, also known
as feature detectors, are trained to capture higher-order
data correlations that are observed at the visible units.
After learning one RBM, one can treat hidden units’
activation probabilities driven by the original input as
the input for learning a second layer of the features. By
repeating this layer-by-layer learning process, one can
build a DBN. Usually, this greedy learning procedure
is called pre-training, which is followed by a fine-tuning
procedure.
When applying DBN to dimensionality reduction [9],
one can adopt the following way. First, pre-train a DBN.
Then, unfold the trained network to create a deep autoencoder, and fine-tune the autoencoder to minimize
the reconstruction error on training set, i.e., to minimize
the loss function, or
lAE

N
1 X
=
xn
N n=1

g f (xn )

2

,

(1)

where xn is a term frequency vector, denoting the nth
sample in the training set D = {x1 , x2 , · · · , xn }, k · k denotes the Euclidean distance, f (·) denotes the encoding
function implemented by the pre-trained DBN, which
maps the high-dimensional term frequency vector to a
low-dimensional feature vector, and g (·) denotes the decoding function which reconstructs a high-dimensional
vector from a low-dimensional vector. The function f (·)
is parameterized by all the parameters of the pre-trained
DBN, namely weights of the connections W and biases
of units b. The decoding function g (·) is parameterized
by WT and b. The fine-tuning is realized by gradient descent and standard back propagation. After fine-tuning,
the decoder network is discarded. The whole training
process is depicted in Fig. 1 (the blue arrow). Hereafter,
we use the prefix DBN to refer to the deep models
obtained through above training process.

4 D EEP N ETWORK - BASED D IMENSIONALITY
R EDUCTION
Previous studies have shown the advantages of deep networks in finding compact representations of traditional
texts. In order to learn good representations of shortlength tweets, we propose two types of approaches,
namely modifying training data and modifying the objective of fine-tuning, to incorporate microblog-specific
information into the training of deep models. Next, we
describe the details of the proposed approaches respectively.
4.1

Data Augmentation

As introduced in Section 3, when applied to dimensionality reduction, the deep networks need to be trained
first. To make the trained model more applicable to
newly coming data, in other words, to improve the
generalization ability of the model, we can employ
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Fig. 1. Training procedures of different deep models. After pre-training, the deep network is fine-tuned in different ways.
Blue arrow: The deep network is unfolded and then fine-tuned as a deep autoencoder. Red arrow: the deep network
is fine-tuned by tMCML. Green arrow: the deep network is fine-tuned by tMCML before it is unfolded to create a deep
autoencoder.
data augmentation techniques, such as creating pseudo
samples [28] or adding noise to original data [29], to
modify the training data. In this section, we propose
three methods to modify the tweet samples in training
set, so that deep networks built on the modified training
set can learn better representations of tweets.
4.1.1 Creating Pseudo Samples
The first method modifies the training set via adding
new samples. The basic procedure is to estimate the underlying probability distribution of the training data and
to draw new samples from the distribution. Obtaining
a correct estimation of data distribution is usually difficult, while the semantic similarity implied by retweet
relationship and hashtags provides us a convenient way
to circumvent the problem. That is, we can directly
create new samples without estimating the distribution.
Let “!” denote retweet, i.e., xi ! xj means that xi is
retweeted by xj . Two tweets xi and xj are called retweetlinked if xi ! xj or xj ! xi . For each tweet xn in the
training set D, we find all tweets that are retweet-linked
with it. Let RT (n) denote the set of such tweets, i.e.,
def

RT (n) =

xm xm 2 D,

xm ! xn _ xn ! xm .

(2)

If the tweet contains a hashtag, then we find all tweets
that contain the same hashtag. Let HT (n) denote the set
of such tweets, i.e.,
def

HT (n) =

xm xm 2 D,

xm 6= xn , #xm = #xn ,

(3)

where #xn denotes the hashtag contained in xn .
If either RT (n) or HT (n) is not empty, we can create
one pseudo training sample x̃n by averaging all the
samples in RT (n) [ HT (n), i.e.,
P
xn +
xm
x̃n =

xm 2 RT (n)[HT (n)

|RT (n) [ HT (n)| + 1

,

(4)

where |RT (n) [ HT (n)| denotes the size of RT (n) [
HT (n). Putting all these pseudo samples and original
e
samples together, we get a new training set D.
Creating pseudo samples via the aforementioned way
can be seen as interpolating between semantically similar
samples. Suppose each training sample is retweet-linked
with some other sample, then by creating pseudo samples we can get a training set which is twice the size of
the original one. As a result, the generalization ability of
the trained models should be improved. In the following
discussions, we use P seudo to refer to the model built
e
on D.
4.1.2

Smoothing

The second method we propose here also utilizes the
average of semantically similar samples to modify the
training set, but instead of creating a new sample, the
average is treated as a background signal and directly
added to the original sample. Specifically, each training
bn , which is
sample xn is replaced by a new version x
defined as
b n = xn + xn ,
(5)
x
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where xn is defined as
P
x̄n =

xm 2 RT (n)[HT (n)

xm

|RT (n) [ HT (n)|

is optimized directly towards some objective without
constructing an autoencoder.
.

(6)

b
The resulting training set is denoted as D.
Since microblog text is short in length, the term frequency vector xn is quite sparse. Considering that samples in RT (n) [ HT (n) are assumed to be semantically
similar, terms corresponding to the non-zero entries in
xn can be seen as semantically related to the terms
appearing in the original sample. By adding xn to xn ,
we can fill up some “missing” entries. Or we can say
that, the training sample is smoothed. Hence, a better
generalization ability can be expected from the smoothed
training set. In the following discussions we use Smooth
b
to refer to the model built on D.

4.1.3 Expanding Short Text
The previous method reduces the sparsity of xn by
adding the average of tweets that are semantically similar to xn . Here, we propose another way to reduce
the sparsity. The basic idea is to expand the short text
by directly adding semantically related terms which are
identified via vector representations of terms [16]. Let V
denote the set of distinct terms that are chosen as the
initial features of training samples, and each training
sample is represented by a term frequency vector with
each dimension corresponding to a term in V . Before being transformed to a term frequency vector, each training
sample is expanded via the following way. For each term
appearing in a given sample, we choose k terms in V that
are most similar to the term, and add these terms to the
sample. The similarity between two terms is measured
by cosine similarity between the vector representations
of the terms. The vector representations are pre-learned
from a large corpus which consists of both news articles
and tweets by using the method proposed in [16].
After the expanding operation, a term frequency vector x0n , which contains less zero entries than xn , can be
constructed. Let Dk denote the training set consisting
of the expanded samples. Intuitively, the models built
on this less sparse training set should have better generalization ability. In addition to using this set to train
models directly, we can further modify the set via the
two methods proposed above. In the following discussions, we use ek, ekP seudo, and ekSmooth to refer to
the models built on the three different sets, respectively.
4.2

5

Exploring Similarity for Fine-tuning

The semantic similarity derived from the retweet and
hashtag information can be utilized not only to modify
the training data, but also to modify the fine-tuning
process for better dimensionality reduction. As described
in Section 3, after layer-by-layer pre-training, parameters
of the deep network are used to construct a deep autoencoder and then fine-tuned to minimize the reconstruction
error. Here in this section, the pre-trained deep network

4.2.1 Basics of tMCML
The semantic similarity implied by the retweet relationships and hashtags can be seen as a type of “mustlink” constraint, which means supervised metric learning approaches [34], [35], [36] can be applied. Inspired
by Min et al.’s work [13], here we employ t-distributed
maximally collapsing metric learning (tMCML) for finetuning. As a supervised metric learning algorithm, tMCML learns a mapping function from a set of highdimensional data and their corresponding class labels.
The learned function can then perform dimensionality
reduction on new data. The objective of training is to
minimize the Kullback-Leibler (KL) divergence between
two probability distributions. Both distributions are defined on pairs of training samples. The first distribution
P = {pij } is defined based on the class memberships
of samples. The probability pij is greater than zero if
and only if two samples xi and xj belong to the same
class. The second distribution Q = {qij } is defined as a
normalized t-distribution, i.e.,
1+↵

2
d2ij
)
(1 +
↵
qij =
X
d2
(1 + kl )
↵

1+↵
2

,

qii = 0,

(7)

k,l:k6=l

where d2ij = ||f (xi )
f (xj )||2 , and f (·) is the mapping function. The parameter ↵ represents the degree
of freedom of the distribution. When ↵ ! 1, the tdistribution degenerates to a Gaussian distribution. The
probability qij indicates the possibility that the point
f (xi ) picks point f (xj ) as its nearest neighbor in the lowdimensional space, and the probability pij can be seen
as the “ground truth” of this possibility. Based on the
two distributions, the loss function of tMCML is given
by
XX
pij
ltM CM L = KL P Q =
pij log
,
(8)
qij
i
j:j6=i

where pij >
P0 if and only if xi and xj belong to the same
class, and ij pij = 1.
By minimizing the KL divergence, tMCML tries to
achieve two goals simultaneously. First, the sum of pairwise similarities of samples belonging to the same class
is maximized. Second, the sum of pairwise similarities
of samples belonging to different classes is minimized.
Though tMCML was originally developed to improve
the performance of classification, we think above two
goals are also necessary requirements that good representations of texts should be met.
4.2.2 Applying tMCML to Tweets
As a supervised learning algorithm, tMCML requires
the class labels of all training samples to compute the
probabilities pij . However, when training on tweets,
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explicit class labels are unavailable. Hence, the first step
to apply tMCML on tweets is to determine pij with
limited information at hand. In view of the fact that
pij actually implies the pairwise similarity and we have
assumed that retweet-linked tweets or tweets sharing the
same hashtag are semantically similar, the distribution P
can be defined in a following way. First, an indicator ij
is defined to imply whether two samples are similar, that
is
ij

=

(

1,
0,

if xi ! xj _ xj ! xi _ #xi = #xj
else where

(9)

By normalizing the indicators, we get
ij

pij = X

,

(10)

pii = 0.

kl

kl:k6=l

Now that we have the ground truth distribution, we
can apply tMCML to fine-tuning. The mapping function
f (·) is now realized by a pre-trained deep network.
Parameters of the deep network are fine-tuned via gradient descent and back propagation with the purpose
of minimizing the loss function defined in (8). The
gradient of ltM CM L with respect to the output of the
deep network is given by
2(↵ + 1)
@ltM CM L
=
·
@f (x (i))
↵
8
◆ 1+↵
2
X <✓
d2ij
(pij
1+
:
↵
j:j6=i

qij ) [f (xi )

f (xj )]

9
=
;

(11)
.

Hereafter, we use the prefix tMCML to denote the
models that are fine-tuned in above way.
4.2.3

Double Fine-tuning

Unlike the situation in [13] where each training sample
has a class label, tweets that are involved in a retweet
relationship or tagged with hashtags may occupy only
a small fraction of the training set. From (8), (9) and
(10) we can see that, training samples, which neither are
retweet-linked with others nor share same hashtags with
others, make no contribution to the fine-tuning, since
they correspond to zero probabilities. To make a full use
of the training samples, we propose another fine-tuning
method. Specifically, after layer-by-layer pre-training,
the parameters of the deep network are first tuned to
minimize the loss function defined in (8), and then the
parameters are used to initialize a deep autoencoder.
After that, the parameters are tuned to minimize the
loss function defined in (1). Finally, the encoding part of
the deep autoencoder is kept to perform dimensionality
reduction. We use the prefix tMCMLAE to refer to the
models that are double fine-tuned via the above way.
Both tMCML and tMCMLAE models have identical
pre-training procedures with the DBN model described
in Section 3. As illustrated in Fig. 1, the three models
differ in their fine-tuning steps. More discussions on the
differences among the models will be given in Section 5,
on the basis of experiment results.

5

6

E XPERIMENTS

In the previous section, we have proposed two types of
approaches to utilize the retweet and hashtag information to train deep networks for dimensionality reduction.
To evaluate whether the proposed approaches can help
to get better low-dimensional representations of tweets,
we conducted a series of experiments. In this section,
we first describe the preparation of datasets and details
of model training. Then we introduce the evaluation
metrics and show the evaluation results. After that, a
discussion of the differences among various models is
presented.
5.1

Datasets

We have collected about 150,000 tweets from the most
popular Chinese microblog platform Sina Weibo. To
facilitate subsequent clustering evaluation, we collected
the tweets in the following way. During the first four
weeks of May, 2015, we gathered a list of hot topics
via Sina’s trends-daily API3 every day. For each topic,
we first collected a set of original tweets on that topic.
Then, for each original tweet, we collected a set of tweets
that were created by retweeting the original tweet, and
these tweets were assumed to have the same topic as
the original tweet. In this way, we obtained a collection
of tweets, each of which was assigned a topic label.
It should be noted that the topic labels are not used
during the training. They are used only for clustering
evaluation.
To prepare the training set, we randomly chose 100,000
tweets. There are 1331 distinct hashtags appearing in
these tweets. After word segmentation and stop-words
removing, 2000 most frequent terms were chosen as
initial features. Then each tweet was converted to a 2000dimensional term frequency vector.
Tweets that were not chosen for training were used
to construct test sets. To prepare a test set, first we
randomly chose K different topics appearing in these
tweets. Then for each topic, we randomly chose 100
tweets. Similar to Salakhutdinov and Hinton’s work [10],
in subsequent experiments, the dimensionality of final
text representation is set to 32. Thus, we set K to 10, 30
and 50 to represent the following three cases respectively,
i.e., the number of topics is smaller than, approximately
equal to, and larger than the dimensionality of representation. We use 10T, 30T, and 50T to denote the three
test sets, respectively. After word segmentation and stopwords removing, each tweet in test sets was converted to
a 2000-dimensional vector based on the features chosen
from the training set.
5.2

Model Training

As described in Section 4.1, the training set can be
modified in different ways. Based on original training
3. http : //open.weibo.com/wiki/2/trends/daily
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set, we have constructed five new training sets by creating pseudo samples, smoothing each original sample,
expanding original sample by adding similar terms,
creating pseudo samples using expanded samples, and
smoothening expanded samples, respectively. To modify
training samples in a way described in Section 4.1.3,
we first prepared a text corpus, which consists of news
articles from SogouCA corpus4 and tweets collected
from Sina Weibo. The size of the corpus is about 2.19
GB. Then, we utilized the word2vec tool5 to learn 200dimensional vector representations of words. After that,
for each of the 2,000 terms chosen from the training set,
we computed its similarity with other 1,999 terms and
recorded five terms that are most similar to it.
Given one training set, we trained one DBN model,
one tMCML model, and one tMCMLAE model. As
depicted in Fig. 1, all these three deep models share
the same network architecture: 2000-500-250-125-32. The
three hidden layers use logistic units and the output
units are linear. After initialization, the deep network
was pre-trained for 10 epochs through the entire training
set. Then we used different ways to fine-tune the network, respectively. Each fine-tuning was carried out for
20 epochs. We adopted a mini-batch mode to train all the
deep models. For fine-tuning, we applied the method of
conjugate gradients with three line searches performed
for each mini-batch in each epoch. When tMCML is
applied, the batch size is set to 5000. Otherwise, the batch
size is set to 1000. Besides deep models, we also trained
one LSA model and one LDA model as references. The
number of latent concepts in LSA and the number of
latent topics in LDA were both set to 32.
To sum up, we have trained 30 models to perform
dimensionality reduction on tweets. In the following
discussions, we use A-Ori to refer to a model, which
was trained on original training set via method A, and
we use A-B to refer to a model, which was trained on the
training set B via method A. For example, tMCML-Ori
denotes the model fine-tuned via tMCML, and tMCMLe5Smooth denotes the model built on the training set that
was constructed by smoothening expanded samples and
fine-tuned via tMCML.
5.3

Evaluation Metrics

A common way to evaluate the performance of dimensionality reduction method is to conduct some text mining task on low-dimensional representations. By evaluating the mining results, one can indirectly evaluate the
quality of text representations. Given one test set and one
of the 30 models, we first applied the model to get lowdimensional text representations, and then we conducted
k-means clustering by using the data mining software
ELKI [30]. The k-means algorithm was run 10 times
and the best result was recorded. Three extrinsic indices were chosen to evaluate the clustering results, i.e.,
4. http : //www.sogou.com/labs/dl/ca.html
5. http : //code.google.com/p/word2vec/
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TABLE 1
Statistics of different training sets. Sparsity refers to the
ratio of zeros elements in the N ⇥ 2000 matrix with N
denoting the number of samples in the training set.
Ori
Pseudo
Smooth
e5
e5Pseudo
e5Smooth

N
100000
199803
100000
100000
199803
100000

Sparsity
0.9967
0.9935
0.9904
0.9675
0.9420
0.9167

pair counting-based F-measure, set matching-based Fmeasure, and Bcubed F-measure. All these three indices
take values between 0 and 1. A higher value indicates a
better result. To learn more details about these indices,
please refer to [30] and [31].
5.4

Results and Discussions

The evaluation results are presented in Figs. 2, 3, and
4. As we can see, tMCML-e5Smooth and tMCMLAEe5Smooth models show the best performance. Given
a training set, the deep models usually outperform
LSA and LDA models, and the tM CM L models and
tM CM LAE models show better performance than
DBN models. The evaluation results also demonstrate
that the proposed modifications of training data can
help to learn better representations. Next, we give some
detailed explanations to the evaluation results.
5.4.1 Different Training Sets
Given a training method, the models built on modified
training sets usually show better performance than those
built on the original training set. This result is easy
to understand, since the modified training data is less
sparse than the original training data. We have checked
the sparsity of the term-document matrix corresponding
to each training set. Results are shown in Table 1. As
we can see, when the original tweets are expanded and
smoothened, there is an apparent decline in sparsity.
This can explain why the models built on the e5Smooth
training set show better performance than the models
built on other training sets.
To further demonstrate that the modifications of training data can help to improve the performance, we
constructed a small training set by randomly choosing 10,000 tweets from the original training set. Then
we used this small set to train models and conducted
clustering analysis on test set 10T. By comparing the
evaluation results shown in Figs. 6, 2(a), 3(a) and 4(a) we
can see that, no matter whether the size of training set
is big or small, the proposed data modification methods
can help to learn better low-dimensional representations.
5.4.2 Non-linear Dimensionality Reduction
Evaluation results demonstrate that given a training set,
deep models can learn better representations than LSA
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Fig. 2. Pair counting-based F-measure evaluation results on different test sets. Results are divided into 6 groups. Each
group corresponds to one type of training set. Colors of the bars denote different training methods. The blue dotted
line indicates the evaluation results obtained by directly conducting clustering on the 2000-dimensional data.
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Fig. 3. Set matching-based F-measure evaluation results on different test sets. Results are divided into 6 groups. Each
group corresponds to one type of training set. Colors of the bars denote different training methods. The blue dotted
line indicates the evaluation results obtained by directly conducting clustering on the 2000-dimensional data.

models. The key difference between LSA models and
deep models is that LSA is a typical linear dimensionality reduction technique, while the deep network consists of multilayered nonlinear units and they have the
ability to extract some high-level features of data. Good
performance of deep models indicates that these highlevel features are more capable of preserving important
information of the original data and are adequate for
the applications such as clustering and classification.
To clearly understand the differences among the representations produced by different models, we choose
500 tweets that belong to 5 topics from test set 10T
and draw 2-dimensional embeddings of these tweets in
Fig. 5. The first embedding was obtained by directly
mapping the 2000-dimensional representations of data
to a 2-dimensional space via principal component analysis [32]. The other five embeddings were obtained by
mapping the 32-dimensional representations produced
by different models to the 2-dimensional space. As we
can see, both LSA and LDA produce a embedding which
is similar to that of the original representations. Most of
the points collapsed to a small region of the space, which

makes the identification of different topics difficult. In
contrast, the embeddings corresponding to deep models
are scattered and the distributions of different topics are
much clear. Therefore, a better clustering result can be
expected.
5.4.3

Topic-irrelevant Low-Dimensional Features

LDA model is a typical graphical model, in which the
latent topic variables connect directly to the variables
that represent term frequency. The building block of the
deep network, namely RBM, can also be viewed as a
graphical model. That is, hidden units of the bottomlevel RBM can be viewed as the latent topic variables.
In our experiments, there are 500 units in the first hidden
layer of the deep network, which means each document
is assumed to be a mixture of 500 topics. While for LDA,
the number of latent topics is set to 32 in order to make
the inferred probability distributions comparable with
the text representations produced by deep models. The
training set consists of tweets from about 300 topics,
which means the tweets cannot be properly described
with only 32 topics. On the other hand, topics of test
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Fig. 4. Bcubed F-measure evaluation results on different test sets. Results are divided into 6 groups. Each group
corresponds to one type of training set. Colors of the bars denote different training methods. The blue dotted line
indicates the evaluation result obtained by directly conducting clustering on the 2000-dimensional data.

data are not identical with those of training data. Thus,
it is inappropriate for LDA model to apply the topics
learned from training data to test data. While for the
deep network, there are more layers above the bottom
RBM. The third layer extracts the features from 500
latent topic features, and the fourth layer extracts the
features-of-features from previous layer’s output, and so
on. As a result, the final output of a deep network is
less sensitive to the topic variance. This can explain why
the advantage of deep models becomes more significant
when the number of topics of test set grows.
5.4.4 Semi-Supervised Training
Given a training set, the tMCML model shares the same
pre-trained deep network with the DBN model, which
means that the two models start from the same point in
the parameter space at the beginning of fine-tuning. The
different fine-tuning approaches make the two models
end up in different areas of the parameter space. The
DBN model is fine-tuned to minimize the average reconstruction error, and hence the training procedure is
fully unsupervised. While tMCML model is fine-tuned in
a semi-supervised manner, in the sense that the retweet
and hashtag information is explored to determine the
similarity between training samples. As a result, a better
local minima in the parameter space can be found by
tMCML models.
Despite that tMCML-based fine-tuning can help to
find better parameter settings, it should be noticed that
tMCML needs to measure the similarities for pairwise
training samples, and hence the computational complexity of tMCML model is higher than that of the
DBN model. In our experiment, the training time of
tMCML models is almost 5 times longer than that of DBN
models. Nevertheless, as pointed out in [13], tMCML can
scale well to massive high-dimensional data sets.
5.4.5 Importance of Pre-training
Erhan et al. [33] proved that the success of deep architectures is due largely to the pre-training. Unsupervised

pre-training sets the parameters in a region, from which
a better local minima can be reached. As described in
Section 4.2.3, the tMCMLAE model employs the same
loss function with the DBN model during the last finetuning step, but the two models start from different
regions of the parameter space. The DBN model directly
uses the parameters obtained from the unsupervised
layer-by-layer pre-training, while the tMCMLAE model
requires another round of “pre-training”, which is actually the fine-tuning of a tMCML model. Such pre-training
offers the model a much better region to start from. As
a result, the tMCMLAE model can learn better representations than the DBN model. The good performance
of tMCML-AE confirms the importance of pre-training
for deep learning. In addition, the tMCML model and
the tMCMLAE model show similar performance, which
implies that for the tMCMLAE model, the starting point
found by the two-stage pre-training is very close to the
local minima of the deep autoencoder’s loss function.

6

C ONCLUSIONS

In this paper, we investigated how to apply deep networks to perform dimensionality reduction on microblog
texts. Priori knowledge about semantic similarity, which
is derived from retweet relationships and hashtags, was
explored to train the deep networks. Two types of
approaches, namely modifying the training data and
modifying the objective of fine-tuning, were proposed
to utilize such priori knowledge. Experiment results validated that deep models can learn better representations
than LSA and LDA, and the use of microblog-specific
information can further improve the performance of
deep models.
In future studies, we will investigate how to optimize the learning of representations towards specific
microblog mining tasks, such as sentiment classification. And more types of meta-information contained in
tweets, such as emoticons and the embedded hyperlinks,
will be explored.
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Fig. 5. Two-dimensional embeddings of 500 tweets in test set 10T. These tweets belong to 5 topics. Different colors
represent different topics. (a) Original representations of data (2000-dimensional) were mapped to a 2-dimensional
space. (b)⇠(f) The 32-dimensional representations produced by different models were mapped to a 2-dimensional
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