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Although online social networks provide some form of privacy controls to protect a user’s shared 
content from other users, these controls aren’t sufficiently expressive to provide fine-grained protection. 
Twitsper offers fine-grained control over who sees a Twitter user’s messages, enabling private group 
communication while preserving Twitter’s commercial interests. 

C urrently, Twitter provides its users only two kinds 
of privacy controls—the ability to share content 

with all their followers (using tweets) or with exactly one 
follower (using direct messages). We created Twitsper to 
enable users to share content with any subset of their fol-
lowers without requiring the followers to migrate to a 
new application or online social network (OSN). 

Our design was guided by three key principles: 
Twitsper had to be backward compatible, preserve 
commercial interests, and require no additional trust 
from users. 

First, we ensured that Twitsper’s design was com-
patible with Twitter because Twitter already has an 
extremely large user base—more than 100 million 
active users.1 Twitter users have huge value locked into 
the service; to extract equal value from an alternate new 
social network, users would not only need to re-add all 
their social connections but also require all their social 
contacts to shift to the new service. By developing a 
backward-compatible wrapper around Twitter, we max-
imize Twitsper’s chances of widespread adoption. 

Second, we ensured that Twitsper wasn’t detrimental 

to Twitter’s commercial interests. For example, encrypt-
ing messages allows only the target audience to decrypt 
message contents and prevents Twitter from interpret-
ing the content. Because Twitter is a commercial, for-
profit entity and offers its service for free, it’s essential 
that Twitter be able to interpret content shared by its 
users. Although revealing user-contributed content to 
Twitter opens the possibility of this data leaking to third 
parties, user content can be insured against such leak-
age via legal frameworks (for example, enforcement of 
privacy policies) or information flow control. However, 
protecting users’ content from other users requires the 
provision of better user controls, which was our focus 
when building Twitsper. 

Finally, users already have to trust Twitter with 
their information (of course, some privacy advocates 
find Twitter’s centralized architecture to be a serious 
flaw). We ensure that users don’t have another entity to 
trust in Twitsper because this would likely deter adop-
tion; users would fear the potentially greater opportu-
nity for information leakage to third parties. Therefore, 
users aren’t required to share any private content with 
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Twitsper’s servers. Tools such as TaintDroid can be used 
to verify that Twitsper’s client application doesn’t leak 
such information to Twitsper’s servers.2 We designed 
Twitsper so its servers aren’t malicious by nature but are 
inquisitive listeners—an attacker model similar to that 
used in prior work.3 

Twitsper Design and Implementation
Table 1 compares Twitsper with previous solutions for 
improving user privacy or for supporting group com-
munication on OSNs. 

When designing Twitsper, we considered various 
architectural alternatives (not described here in the 
interest of brevity). A fairly simple approach was the 
best in meeting our design objectives. 

Interface
In addition to sharing messages with all followers or pre-
cisely one follower, Twitsper lets users privately share 
messages with a subset of their followers by extending 
Twitter’s API with additional functionalities, as Table 2 
shows. Note that Twitter associates every tweet, direct 
message, user, and list with a unique ID.

The PrivSend API call lets users post private mes-
sages to one or more specified members in the user’s net-
work. However, simply enabling a message to be shared 
with a group is insufficient. To enable richer commu-
nication, message recipients must be able to reply back 
to the group. In the case of discussions that need not be 
kept private, users might choose to make their replies 
public. However, if Nina responds to a private mes-
sage from Jack, it’s unlikely that Nina will want to share 
her reply with all the original target recipients of Jack’s 

message because many of them might be “unconnected” 
to her. Instead, Nina will likely choose to restrict the 
visibility of her reply to those recipients of the original 
message whom she has approved as her followers. The 
 PrivReply API call enables replies to private messages 
while respecting social connections currently estab-
lished on Twitter via follower-followee relationships. 
Finally, the isPriv? API call is necessary to determine 
if a received message is one to which a user can reply 
with PrivReply. We refer to the messages exchanged 
using the PrivSend and PrivReply calls as whispers. 

Because our goal was to build a wrapper around 
Twitter, Twitsper’s extended API had to build on Twit-
ter’s existing API for exchanging messages. Although 
Twitter’s API might evolve over time, we relied here on 
simple API calls—tweeting to all followers and direct 
messaging a particular follower—that are unlikely to be 
pruned from Twitter’s API. Note that in some cases, mul-
tiple rounds of replies to private messages can result in a 
lack of context for some messages for some recipients, 
because not all recipients of the original whisper will be 
connected with each other. In the trade-off between pri-
vacy and ensuring context, we choose the former. 

Architecture
In Twitsper, clients send a whisper to a group of users 
(represented by a list on Twitter) by sending a direct 
message to each of those users. To enable replies, when 
a client sends a whisper, Twitsper sends the IDs of 
the direct messages and the ID of the Twitter list con-
taining the recipients to Twitsper’s supporting server. 
Thus, a user can query the supporting server to check 
if a received direct message corresponds to a whisper 

Table 1. Comparison of Twitsper with previous proposals for improving user privacy on online social networks. 

Proposal Backward compatible Preserves commercial interests No added trust required

Distributed online social networks ■

Encryption ■ ■

Separating content providers 
from social connections

■

Existing systems for group 
messaging on Twitter

■ ■

Twitsper ■ ■ ■

Table 2. Twitsper’s API beyond normal Twitter functionality. 

API call Function

PrivSend(msg, group) Send msg to all users specified in group

isPriv?(msg) Determine if msg is private 

PrivReply(msg, orig_msg) Send msg to all of the user’s followers who received orig_msg
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and obtain the ID of the associated Twitter list. When 
a user chooses to reply to a whisper, the user’s client can 
retrieve the Twitter list containing the original whisper’s 
recipients, locally compute the intersection between 
those recipients and the user’s followers, and then send 
direct messages to all those in the intersection. 

If the supporting server is unavailable, users can con-
tinue to use Twitter as before, except that the metadata 
necessary to execute the isPriv? and PrivReply 
API calls can’t be retrieved from the server. However, 
the client software can be modified to allow a recipient 
to obtain relevant mappings (ID of the list of recipients) 
from the original sender. Another option is to have the 
client embed the ID of the list associated with a whis-
per in every direct message. However, given Twitter’s 
140-character limit per direct message, this can be a sig-
nificant imposition, reducing the permissible length of 
the message content. 

This design places much of the onus on the client 
and might result in significant energy consumption for 
the typical use case of Twitter access from smartphones. 
However, in this architecture, users’ posted content is 
never exposed to the supporting server—that is, privacy 
of user content from Twitsper’s server is preserved. The 
server is simply a facilitator of communications among 
a private group and maintains only metadata related to 
whispers. (We note that the alternative method wherein 
the client sends messages to the supporting server for 
retransmission to the recipients isn’t an option because 
this would require users to trust the supporting server 
with their messages’ content.) Furthermore, Twitter 
can see users’ postings; thus, its commercial interests 
are protected.

However, this design has some shortcomings. Twit-
ter lacks sufficient context to recognize that a set of 
direct messages constitutes a single message rather than 
a local trending topic. Similarly, Twitter can’t link replies 
with the original message, because this information is 
only maintained at the supporting server. 

Although Twitsper’s basic structure is simple, 
there are certain challenges in making the server and 
other undesired users oblivious to the specifics of a 
group conversation. 

Protecting Privacy
Although users don’t directly send content to the 
Twitsper server, the mapping of direct message IDs to 
list IDs is provided to the server to support group con-
versations. This metadata could reveal the identities of 
the members involved in the private conversation or the 
size of the group, which users might desire to keep pri-
vate. Hence, we incorporated several features that hide 
this information both from the Twitsper server and 
other undesired users. 

Threat Model
Twitsper’s components are Twitter, user devices, the 
Twitsper server, and the channel connecting these enti-
ties. We trust Twitter not to leak a user’s private infor-
mation; this was the premise of our work. We assume 
that users’ personal devices don’t compromise their 
privacy. Thus, the two potential leakage sources are the 
Twitsper server and the channel. 

The Twitsper server is the only new addition to the 
preexisting Twitter architecture. As we discussed, in 
Twitsper’s architecture, private content is always posted 
to Twitter’s servers, thus ensuring that this content isn’t 
leaked due to the Twitsper server. The threat is then the 
leakage of the metadata associated with private content 
that might be exposed to the server. Because we admin-
ister the Twitsper server, we assume that the server 
won’t modify or delete metadata stored on it. 

We sought to ensure that the following security 
properties held: 

 ■ An undesired user shouldn’t be able to infer which 
friends are involved in ongoing private conversations. 

 ■ The server shouldn’t infer the members of ongoing 
conversations. It should also be unable to determine 
the size of a private group. 

Thus, we focus instead on ensuring that the manner 
in which metadata is shared with and stored on the 
Twitsper server doesn’t reveal private information to 
either the server or undesired users.

Use of Certificates
The Twitsper server has an SSL certificate that validates 
the server’s authenticity. Thus, a secure HTTPS channel 
can be established with the server, precluding the pos-
sibility of over-the-channel modifications (as with man-
in-the-middle attacks). 

Protection from Undesired Users
Curious users who aren’t privy to a private conversa-
tion might want to trick the Twitsper server into dis-
closing whether one of their friends has initiated a 
private conversation. 

Recall that an initiator of a private conversa-
tion sends direct messages to a private group, then 
seeks to create a mapping on the supporting server 
between the unique IDs for those messages and the 
recipient list. Instead of storing this message ID to 
list ID mapping on the Twitsper server simply as 
(whisperID,listID) tuples (where whisperID is 
the message ID assigned by Twitter), we replace the first 
component in this tuple with the SHA-512 hash value of 
(whisperID|userID|text). Here, userID corre-
sponds to the whisper’s receiver and text corresponds 
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to the message’s content. This way of storing the map-
pings on the server has two benefits. First, because the 
hash function is noninvertible, the server can’t infer the 
identity of the users involved. (The text input to the hash 
function is only known to the group members and thus 
not available to the server.) Second, even if undesired 
users guess the IDs of the posted messages, they can’t 
retrieve the desired mapping, again because they don’t 
know the text provided as input to the hash. 

Hiding List Entries
The list IDs included in the mappings stored at the 
Twitsper server can reveal the participants of private 
conversations to the server. To hide this information, we 
encrypt the list ID stored in any tuple with a group key. 
Clearly, the group key should be available to all the par-
ticipants but not to the server. Thus, we have all recipients 
derive a group key Kg from the content of the received 
direct message, which isn’t exposed to the Twitsper 
server. Because a user might be involved in multiple 
groups, the private conversation with which a particular 
received direct message is associated might not always 
be apparent. Therefore, we associate a new group key Kg 
with every whisper rather than with every conversation. 
A particular whisper’s Kg is a function of the associated 
text; the whisper’s sender encrypts the list ID with Kg 
before posting the associated mappings to the Twitsper 
server. Once any recipient queries for and fetches any 
particular mapping tuple from the server, the entry is 
purged. Finally, although this can impact metadata avail-
ability, we purge entries after a prespecified time interval 
(90 days) to keep Twitsper server storage costs low. 

Note that in the rare case in which a user has a single 
list of users on Twitter, anyone who knows that the user 
is using Twitsper can infer the set of users with whom 
he or she is having private conversations. In practice, 
we expect that users will conduct private conversations 
with different groups at different times, and thus main-
tain multiple lists on Twitter. 

Preventing the Inference of Group Sizes
Even though list IDs are encrypted, the Twitsper server 
can infer the size of private groups simply by counting the 
number of tuples with the same encrypted list ID. Recall 
that the list ID is associated with a hash value unique to 
each intended group participant; thus, if there are K par-
ticipants, there would be K entries corresponding to the 
same list. Alternatively, the server can simply count the 
number of tuples written by a single client (the initiator) 
via its HTTPS connection within a short time frame. 

To ensure that the list ID in its encrypted form can’t 
be directly used to infer the group size, Twitsper stores 
entries of the form encKg(listID|hash(listID)|
whisperID). The whisper ID corresponds to the direct 

message sent to a specific receiver; thus, each entry has a 
unique encrypted list ID associated with it. The Twitsper 
server can’t infer group sizes simply by counting tuples 
with the same second component. When the entries are 
sent to users, the client program can decrypt the content 
and extract the list ID. 

To preclude the server from inferring the group 
size by counting the number of tuples written by a cli-
ent within a short time span, we took the following 
approach. First, note that simply having clients write 
dummy tuples to the server doesn’t suffice. The server 
can infer which tuples are spurious by noting the tuples 
that are never queried. Thus, Twitsper associates each 
entry with a counter value n, which can vary from 1 to 
M, where M is a random value chosen uniquely for each 
recipient. (Note that in many cases M = 1.) Twitsper 
then modifies the first and second components of every 
tuple to be hash(n|whisperID|userID|text) 
and encKg(n|M|listID|hash(listID)|whis
perID). For each recipient (say Bob), Alice creates M 
entries, M being specific to Bob. Of these, as might be 
evident, M – 1 entries correspond to dummy entries. 
When Bob queries the server for the first time with 
hash(1|whisperID|userID|text), he retrieves 
the value of M and now knows how many spurious 
entries are stored for him. His client software then sends 
M – 1 additional requests to retrieve the spurious entries.

Preventing Leakage of Users’ Browsing Habits
Because the user ID is never directly revealed to the sup-
porting server, Twitter users’ browsing habits or access 
patterns are held confidential from the server. 

CCA Security
Our encryption scheme is based on the Advanced 
Encryption Standard, which ensures CCA (chosen-
ciphertext attack) security.4 Thus, even with the rather 
predictable and simple counters used, the list IDs can’t 
be reverted. 

Forward and Backward Secrecy
Because a new group key is generated for each whisper 
message, even if someone guesses or uncovers the key for 
the metadata for a specific message, it doesn’t reveal past 
or future messages in the same or in different conversa-
tions. This ensures both forward and backward secrecy. 

Twitsper’s Socioeconomic Impact
Twitsper preserves Twitter’s economic interests by not 
encrypting users’ posts and not removing them from 
Twitter’s servers. Other solutions deprive Twitter of the 
content of users’ messages, making it harder for Twitter 
to show targeted advertisements to its users and hurting 
Twitter’s economic goals. Typically, Twitter determines 
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the set of users to whom an advertisement should be tar-
geted on the basis of the presence of relevant keywords 
in messages; thus, as long as the content of every user’s 
postings is available to Twitter, its economic goals aren’t 
compromised. We point out that Twitsper increases 
the frequency of occurrence of keywords owing to the 
plurality of whisper postings; this can in fact aid the 
search for messages matching a keyword if some kind of 
sampling is used. However, the increased frequency of 
keywords might cause Twitter to infer a higher affinity 
between the users and keywords. Finally, note that with 
Twitsper, Twitter can’t determine whether a message is 
a whisper or a direct message; however, this shouldn’t 
affect Twitter’s economic goals. 

In an ongoing conversation using Twitsper, users 
can only view whispers and replies posted by users they 
follow. Hence, they might not be able to reconstruct the 
entire conversation. Twitsper does this to respect users’ 
social relations. If Twitsper instead tries to ensure that 
whispers are received by the entire group, this would 
violate users’ decisions not to follow some users. 

Those who don’t use Twitsper can’t differentiate 
between direct messages and whispers because Twitter 
is unaware of Twitsper. Adding tags to whispers would 
help users visually identify them. If the tags are unique 
and remain unchanged for a conversation, they would 
also allow users to visually associate whispers to partic-
ular conversations. However, tags reduce the maximum 
message length and hence weren’t used. 

V arious companies and people have used Twitsper 
to meet their goals. Apart from sharing private 

information with some followers, Twitsper can also be 
used to segment information and send only relevant 
information to subsets of followers—for example, a real 
estate agency catering to customers in different markets 
and wanting to advertise property listings in each mar-
ket to specific followers can use Twitsper to message its 
targeted audience. 

Although Twitsper doesn’t hide content from Twit-
ter, some users might desire to do so. This raises a differ-
ent set of challenges and might impact Twitter’s revenue 
model. In addition, this would also impact important 
features such as search. 
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