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Abstract—One of Android’s main defense mechanisms against malicious apps is a risk communication mechanism which, before a

user installs an app, warns the user about the permissions the app requires, trusting that the user will make the right decision. This

approach has been shown to be ineffective as it presents the risk information of each app in a “stand-alone” fashion and in a way that

requires too much technical knowledge and time to distill useful information. We discuss the desired properties of risk signals and

relative risk scores for Android apps in order to generate another metric that users can utilize when choosing apps. We present a wide

range of techniques to generate both risk signals and risk scores that are based on heuristics as well as principled machine learning

techniques. Experimental results conducted using real-world data sets show that these methods can effectively identify malware as

very risky, are simple to understand, and easy to use.
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1 INTRODUCTION

MOBILE devices are becoming ubiquitous, and they pro-
vide access to personal and sensitive information

such as phone numbers, contact lists, geolocation, and SMS
messages, making their security an especially important
challenge. Compared with desktop and laptop computers,
mobile devices have a different paradigm for installing new
applications. For traditional personal computers, a typical
user installs relatively few applications, most of which are
from reputable vendors, with niche applications increas-
ingly being replaced by web-based or cloud services. For
mobile devices, one often downloads and uses many appli-
cations (or apps) with limited functionality from multiple
unknown vendors. Therefore, the defense against malicious
applications must depend to a large degree on decisions
made by the users. An important part of malware defense
on mobile devices is to communicate the risk of installing
an app to users, and to enable the user to make informed
decisions about whether to choose and install specific apps.

We study how to effectively evaluate the risk of mobile
applications, with a focus on the Android platform. The
Android platform has emerged as one of the fastest growing
operating systems. In May 2013 Google Inc. announced that
900 million Android devices have been activated. Addition-
ally Google Play (formerly known as Android Market)
crossed more than 48 billion downloads, and is now

averaging about 2.5 billion downloads per month. Such a
wide user base, coupled with ease of developing and dis-
tributing applications, makes Android an attractive target
for malicious developers that seek personal gain while cost-
ing users’ money and invading users’ privacy.

One of Android’s main defense mechanisms against
malicious apps is a risk communication mechanism which
warns the user about the permissions an app requires before
the app is installed by the user, trusting that the user will
make the right decision. The specific approach used in
Android has been shown to be ineffective at informing users
about potential risks [8], [16], [17], [20]. The majority of
Android apps request multiple permissions. When a user
sees what appears to be the same warning message for
almost every app, warnings quickly lose any effectiveness
as the users are conditioned to ignore such warnings.

We believe that the main reason for the failure of the cur-
rent Android warning approach is that it presents the risk
information of each app in a “stand-alone” fashion and in a
way that requires too much technical knowledge and time
to distill useful information. Recently, binary risk signals
based on the set of permissions an app requests have been
proposed as a mechanism to improve the existing warning
mechanism. In [11], requesting a certain permission or cer-
tain combinations of two or three permissions triggers a
warning that the app is risky.

In this paper, we investigate permission-based risk sig-
nals that use the rarity of critical permissions and pairs of
critical permissions. In this approach, initially reported in
[28], 26 permissions that have significant security or privacy
impact are identified as critical, and if an app requests a crit-
ical permission (or a pair of critical permissions) that is
rarely requested by apps in the same category as the app,
the app is labeled as risky.

Using a binary risk signal, i.e., labeling each app as either
risky or not risky, however, has significant limitations.
While some apps are clearly malicious, many more apps are
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in a gray area where their behaviors are questionable, but
not overly malicious. Furthermore, whether an app is mali-
cious or not may depend on the user’s privacy preference.
A binary risk signal forces the designer to draw a line some-
where, when no line may be “correct.”

We thus propose the concept of risk scoring functions.
Such a function assigns to each app a numerical score,
which indicates how risky the app is. This approach
presents “comparative” risk information, i.e., each app’s
risk is presented in a way so that it can be easily compared
to other apps. Given a risk scoring function, one can con-
struct a risk signal by choosing a threshold above which the
signal is raised. However, we believe that it is better to use a
risk scoring function for risk communication in the follow-
ing way. Given this function, one can compute a risk rank-
ing for each app, identifying the percentile of the app in
terms of its risk score. This percentile number has a well-
defined and easy-to-understand meaning. Users can appre-
ciate the difference between an app ranked in the top 1 per-
cent group versus one in the bottom 50 percent. This
ranking can be presented in a more user-friendly fashion,
e.g., translated into categorical values such as high risk,
medium risk, low risk, and very low risk. An important fea-
ture of the mobile app ecosystem is that users often have
choices and alternatives when choosing a mobile app. If the
user knows that one app is significantly more risky than
another with similar functionality, then that may cause the
user to choose the less risky one. Such an approach comple-
ments well other approaches that try to identify malicious
apps [1], [19]. After malicious apps are removed, the
remaining ones can be ranked according to their risks.

In this paper, we examine two approaches to develop risk
scoring functions based on permissions requested by apps.
The first approach, initially reported in [25], uses probabilistic
generative models [5], which have been used extensively in a
variety of applications in machine learning, computer vision,
and computational biology, to model complex data. One
strength of this technique is that it can model features from a
large amount of unlabeled data. Using these models, we
assume that some parameterized random process generates
the app data and learn the model parameters based on the
data. Then we can compute the probability that each app was
generated by the model. The risk score can be any function
that is inversely related to the probability, so that lower proba-
bility translates into a higher risk score. We consider four
models: Basic Naive Bayes (BNB), Naive Bayes with informa-
tive Priors (PNB),Mixture ofNaive Bayes (MNB), andHierar-
chical Mixture of Naive Bayes (HMNB), and explore their
pros and cons. Our results suggest that the PNB model offers
the best tradeoff among the desirable properties.

The second approach is motivated by the observation
that the probabilistic modeling approach and the risk sig-
nal technique are closely connected. In particular, by tak-
ing logarithm of the computed probabilities, the PNB
model can be naturally interpreted as a simple function
capturing the rarity of permissions. We thus present a sim-
ple framework so that the PNB model and rarity-based
signals are all instances in this framework. This also
presents a simple interpretation of the PNB model that
may be easier to understand. We then investigate two
other instantiations of the framework and evaluate them.

In summary, the contributions of this paper are as
follows:

� We introduce the idea of risk score functions to
improve risk communication for Android apps, and
identify three desiderata for an effective risk scoring
function.

� We examine several Bayesian approaches for risk
scoring functions, and analyze whether they satisfy
the desiderata.

� We introduce a framework that includes both the
rarity-based risk signals and probabilistic models,
and explore other ways to instantiate the framework.

� We conduct extensive evaluations using real-world
data sets. Our experimental results demonstrate the
effectiveness and relative strengths and weaknesses
of different approaches.

The remainder of this paper is organized as follows. We
present a description of the Android platform and the cur-
rent warning mechanism in Section 2. Section 3 discusses
the data sets that we have collected. In Section 4 we discuss
the idea of a heuristics based approach to generating a risk
signal. In Section 5 we discuss different generative models
for risk scoring. The rarity-based risk signal and probabilis-
tic models are linked in Section 6. We then present experi-
mental results and discussion in Section 7. We finish by
discussing related work in Section 8 and concluding in
Section 9.

2 ANDROID PLATFORM

Android is an open source software stack for mobile devices
that includes an operating system, an application frame-
work, and core applications. The operating system relies on
a kernel derived from Linux. The application framework
uses the Dalvik Virtual Machine. Applications are written
in Java using the Android SDK, compiled into Dalvik Exe-
cutable files, and packaged into .apk (Android package)
archives for installation.

The app store hosted by Google is called Google Play. In
order to submit apps to Google Play, an Android developer
first needs to obtain a publisher account. After submission,
each .apk file gets an entry on the market in the form of a
webpage, accessible to users through either the Google Play
homepage or the search interface. This webpage contains
meta-information that keeps track of information pertaining
to the app (e.g., name, category, version, size, prices) and its
usage statistics (e.g., rating, number of installs, user
reviews). This information is used by users when they are
deciding to install a new app.

The Android system’s built-in defense against malware
consists of two parts: sandboxing each app and warning the
user about the permissions that the app is requesting. Spe-
cifically, each app runs with a separate user ID, as a separate
process in a virtual machine of its own, and by default does
not have permissions to carry out actions or access resour-
ces which might have an adverse effect on the system or on
other apps, and have to explicitly request these privileges
through permissions. In tandem with the sandboxing
approach is a communication mechanism. When a user
downloads an app through the Google Play website or
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through the Google Play app on the device, the user is
shown a screen that displays the permissions requested by
the app. This provides a final chance to verify that the user
is allowing the app access to the requested resources. Instal-
ling the app means granting the app all the requested
permissions.

Google also scans all apps using Bouncer [1], which pro-
vides automated analysis of apps on Google Play to identify
potentially malicious apps. Once an app is uploaded, both
signature based and behavioral based malware detection is
performed. Risk communication is complementary to mal-
ware detection, as the line between malicious apps and
non-malicious apps is fuzzy, and the behavior of many
apps cannot be classified as malicious, yet many users will
find them risky and intrusive.

Other third party app websites exist, e.g., Amazon App-
store for Android, GetJar, SlideMe Market, etc. Their risk
communication mechanisms are essentially the same as
Google Play. While this type of interface has been shown to
be ineffective [8], [15], [16], [17], [20], [21], [34], few alterna-
tives have been proposed. We argue that a promising alter-
native is to present relative or comparative risk information.
This way, users can select apps based on easy-to-consume
risk information. This could also incentivize developers to
better follow the least-privilege principle and request only
necessary permissions.

3 DATA

In this section, we describe the data sets we used in this
paper.

3.1 Data Descriptions

Market data sets. We have collected two data sets from Goo-
gle Play spaced one year apart. The data sets were collected
by crawling the Google Play app store, starting with the top
apps in each category and then following all the links to
other apps on each page. Market2011, the first data set, con-
sists of 157,856 apps available on Google Play in February
2011. Market2012, the second data set, consists of 324,658
apps, and has been collected in February 2012. For each
app, we have the application meta-information consisting
of the developer name, its category and the set of permis-
sions that the app requests. We assume that apps in these
two data sets are mostly benign. While we believe that a
small number of malicious apps may be present in them,
we assume that these data sets are dominated by benign
ones. We leverage the Market2011 data set for our model
generation and testing, and use Market2012 data set for vali-
dation and market evolution analysis.

Malware data set. Our malware data set consists of 808
unique .apk files that are known to be malicious. We
obtained this data set from the authors of [36]. For each mal-
ware sample, we extract the permissions requested using
the AndroidManifest.xml file present inside the package
file. For these malicious apps we do not have their category
information.

3.2 Data Cleansing

In the two market data sets, Market2011 and Market2012,
we have observed the presence of thousands of apps that

have similar characteristics. This kind of “duplication” can
occur due to the following reasons:

� Slight variations (R1). One developer may release
hundreds or even thousands of nearly identical apps
that provide the same functionality with slight varia-
tion. A few examples include wallpaper apps, city or
country specific travel apps, weather apps, or
themed apps (i.e., a new app with essentially the
same functionalities can be written for any celebrity,
interest group, etc).

� App maker tools (R2). There are a number of tools that
enable non-programmers to create Android apps.
Often times many apps that are generated by these
tools have similar app names and the same set of
permissions. This occurs when the developer uses
the default settings in the tool.

We decided to consolidate duplicate apps from the same
developer (R1) into a single instance in the data set to pre-
vent any single developer from having a large impact on
the generated statistics and model. We detect apps due to
R1 by looking for instances where apps belong to the same
developer and have the same set of permissions.

We decided to keep apps due to R2 unchanged in the
data sets. We do this because: (1) we observed instances
where apps due to R2 have different functionality and
many developers using these tools do modify the permis-
sions given to their app and (2) the line between such apps
and all apps that use a specific ad-network which require a
certain set of permissions is blurry.

After cleansing is complete we have 71,331 apps in the
2011 market data set, and 136,534 apps in the 2012 market
data set. This represents a reduction of around 55 percent,
and demonstrates the prevalence of apps that are slight var-
iations of other apps, justifying our decision to combine
these so as not to allow one developer to overly influence
the overall statistics.

3.3 Data Discussion

The frequencies of the most frequently requested permis-
sions in the three data sets are presented in Fig. 1. There are
26 permissions in this figure, which include the top 20 for

Fig. 1. The top 20 most used permissions in all three data sets as a per-
cent of apps that request those permissions. Due to overlap, we must
show 26 permissions to cover the 20 most used in all data sets.
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all three data sets. Clearly, for every permission, the per-
centage of malware apps is significantly higher than those
in the two market data sets. For some permissions, the dif-
ference is quite striking. For example, READ_SMS is
requested by 67.95 percent of the malicious apps, but
only 2.34 percent from Market2011, and 1.99 percent from
Market2012. Furthermore, for almost every permission, a
higher percent of apps in Market2012 request the permis-
sion when compared to the Market2011 data set. This shows
a trend that proportionally more applications are requesting
sensitive permissions. The exceptions to this are all related
to SMS, where Market2012 actually saw a slight decrease
for all permissions related to SMS.

Fig. 2a shows the percentages of apps that request differ-
ent numbers of permissions in the three data sets. From this
graph, we again observe that malicious apps are requesting
significantly more permissions than apps in the market data
sets. However, there are many market data set apps that
request many permissions as well. Between Market2011
and Market2012, we also see a confirmation that apps are
requesting a greater number of permissions on average.
With proportionally fewer apps requesting zero or one per-
missions in Market2012. Overall, this indicates that the
malicious apps are requesting permissions in different
ways from normal apps, and indicates that looking at per-
mission information is in fact useful. It also shows that there
may be a slow evolution in the market data set.

Fig. 2b shows a similar graph when we divide the two
market data sets into three groups: one, labeled as
‘Overlap,’ includes the apps that are common to both Mar-
ket2011 and Market2012, and the other two are obtained by
removing those in ‘Overlap’ from Market2011 and Mar-
ket2012, respectively. Interestingly, apps in the overlap data
set, which are the “longer-lived” and more stable, generally
request fewer permissions than other apps that are entering
and exiting the app store or changing the permissions they
are requesting.

4 RISK SIGNALS

In this section we discuss a heuristic based approach to
identifying apps that are requesting certain permissions.
This approach relies on statistics gathered from the market
data to create more dynamic warnings.

4.1 Design Goals for Risk Signals

When designing a risk signal two relevant measures are the
warning rate which defines how often a user receives warn-
ings generated by the risk signal and the detection rate which
defines what percentage of malicious apps will trigger the
signal. To avoid over-exposing users to warnings generated
by risk signals, it is desirable that a risk signal has a low
warning rate. To be effective at detecting malicious applica-
tions a risk signal should have a high detection rate. More-
over a risk signal should be easily understandable by end
users.

Because there is no guarantee that the market data con-
tains no malware, a warning rate of close to 0 is not neces-
sarily desirable. At the same time the boundary between
benign and malicious apps is blurred since many apps are
unnecessarily over-privileged [14] or may contain invasive
ad networks [33]. In this sense, raising warnings for such
over-privileged apps is not a “false” positive; thus one
should not equate the warning rate with the false positive
rate in intrusion detection. On the other hand, an overly
high warning rate is certainly undesirable because when
users frequently see a warning, it becomes less effective. In
general, we desire risk signals to have a relatively low
(between 1 and 10 percent) warning rate, and a relatively
high detection rate.

Another property that we desire is that the risk signals
should be easy for end users to understand. After all, no
risk signal can be used to stop the installation of an app by
itself. The ultimate decision lies with the end user. If the
user can understand why a warning is raised, then there is
higher chance that they can process the information accord-
ingly. Having an easy-to-understand risk signal also has the
potential to benefit the overall eco-system of Android apps.
The risk signal can be displayed on Android websites. If a
small percentage of apps are identified as risky, and there is
clear reason why, such as requesting a rare permission, this
gives developers incentives to not request permissions the
app can function without, since requiring too many permis-
sions now reflects badly on an app. This creates a positive
feedback loops as apps requesting fewer permissions will
cause other apps that request many permissions to increas-
ingly stand out.

Fig. 2. Permission information for various data sets.
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4.2 Permission Based Risk Signals

Risk signals based only on apps from the Android market
are more robust as they are not tuned to detect malicious
apps in our particular data set, and aim only at detecting
apps that request too many permissions. Furthermore, it
may be desirable for the signals to use only critical permis-
sions so that such signals are more difficult to evade.

From Android’s list of permissions, we choose 26 permis-
sions that we call critical permissions. They are listed in
Table 1. These 26 permissions were chosen because we
believe they are critical for the security and privacy of end
users. These permissions allow an app to either infringe
upon privacy, or cause monetary loss or other kinds of
damage.

Rare critical permissions (#RCP ðuÞ � a). The first risk sig-
nal we consider is whether an app has at least a rare critical
permissions. We say that a critical permission is rare with
respect to a threshold u if it occurs in less than u percent of
the Android Market applications. This signal is triggered by
an app if it requests a or more rare critical permissions. One

advantage of this signal is that the semantic meaning is very
simple and easy to understand.

Rare pairs of critical permissions (#RPCP ðuÞ � a). We con-
sider a pair of critical permissions to be rare with respect to
a threshold u if the individual permission’s frequency is
above threshold u but the frequency of occurrence of the
two permissions as a pair is below u, and we define this as
#RPCP ðuÞ. That is, we consider a pair of critical permis-
sions to be rare if the permissions involved in the pair are
themselves not rare (above threshold u) but their occurrence
together in an app is rare (below threshold u).

Combination of RCP and RPCP (#RCP ðuÞ þ w �#RPCP
ðu0Þ � a). In this signal we use a linear combination of
#RCP ðuÞ and #RPCP ðu0Þ to calculate a risk score, and then
choose a threshold a to determine whether the signal should
classify an app as risky for our experiments. The value w
can be viewed as representing the importance of rare pairs
of critical permissions relative to rare critical permissions.
We point out that while this is more general than the signal
“#RCP ðuÞ � a” and may give better results, it is more com-
plicated for users to understand and for developers to take
actions to avoid triggering the signal.

4.3 Category and Permission Based Risk Signal

Different apps have different functionalities, and thus may
require different permissions; it thus makes sense to take
into account the intended functionality of an app when
deriving a risk signal based on permissions. We use the cat-
egory of an app to approximate the intended functionality
of an app. This is partially supported by the analysis in [4],
in which it was shown that in general, the category an app
was in affects the permissions it requests.

Category-based rare critical permissions (#CRCP ðuÞ � a).
For each category, c, we call any critical permission that is
requested by less than u percent of apps in category c a Rare
Critical Permission in c. Any app from category c that
requests a or more rare critical permissions in c triggers the
#CRCP ðuÞ risk signal. The CRCP signal can be intuitively
viewed as comparing the intended functionality of an app
(inferred from its category) with its requested permissions
and generates a report when over requesting is detected.

4.4 Results for Risk Signals

We evaluate these risk signals using the market data set and
malware data set and report the results here. In this specific
data set we have apps for 30 categories, some categories at
the time of data collection were not yet available.

In the first row in Table 2, we observe that for a a of 2 per-
cent, RCP has a warning rate of 7.63 percent, and a

TABLE 1
Table Displaying List of Critical Permissions and the Percent of

Apps that Request Those Permissions in the Market2011,
Market2012 and Malware Data Sets

All values are percents.

TABLE 2
The Effect of Various Risk Signals

The first column gives the description of the risk signal. The remainder are the a values along with results for that a. AM percent refers to the percent
of Android Market apps that receive the warning, Mal percent refers to malicious apps receiving the warning.
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78.84 percent detection rate. That is, 7.63 percent apps in the
market data set request a critical permission that is
requested by less than 2 percent of apps, and 78.84 percent
of apps in the malware data set do the same.

The second row of Table 2 demonstrates the results of
this approach for #RCP ð2Þ þ#RPCP ð1Þ � a. Note that
for a ¼ 2, that is, the signal is raised when an app either
requests a 2 percent-rare critical permission, or a pair of
critical permissions that is 1percent-rare, this method
identifies 71.53 percent of malicious apps with relatively
low warning rate of 5.04 percent. Kirin [11] can identify
close to 54.57 percent malware apps at 4.17 percent false
positive rate. #RCP ð2Þ þ#RPCP ð1Þ � 3 provides higher
malware warnings (65.97 percent) with lower benign app
warnings (2.89 percent) in our data set.

The Category Based Risk Signals take into account the cat-
egory of an app, which can indicate some of the functionality
that is expected from apps within that category. Since the
malicious apps did not come with a category we count the
number of categories amalicious app is marked as risky in.

Table 3 shows the evaluation results of the CRCP(u)� 1
signal, which is raised when an app requests a critical per-
mission that is requested by less than u percent of apps in
the category. The table has one row for each threshold. The
second column shows the warning rate for Android Market
Data set apps. The remaining columns show the numbers of
malware that trigger the risk signal in all 30, at least 27, at
least 25, at least 18, and at least one categories of the
Android Market. We consider the percentages of malware
classified as risky in at least 25 categories as an indicator of
how successful the category based Risk Signal would be in
case we could determine the category of the malware accu-
rately. We see a warning rate of 8.82 percent with a corre-
sponding detection rate of 80.32 percent, which is
comparable to RCP’s 7.63 percent warning rate and 78.84
percent detection rate. In general we see similar or better
results when compared to the best non-category based risk
signals, but without category labels on the malware it is
only a comparison of the likely outcomes, and not the actual
outcomes.

Discussion. There are several reasons why the distribu-
tion of a malware may be affected if it raises a risk signal for
some categories, but not others. First, many malware apps
try to impersonate a popular app that belongs to a particular
category. Therefore it is natural for the category of these
malware apps to be the similar to the original app. These
new apps, in a similar category, will typically be requesting
more permissions then the original and should trigger a
warning. Second, to speed up propagation a malware may

be uploaded to more than one categories, in some categories
a warning may be raised.

5 BAYESIAN RISK SCORE

In the previous section we looked at risk signals that operate
as a binary signal for some risk that might be present from an
app. While this appears to work reasonably well, the binary
signal approach is inherently limited. A risk score can be
used to compare several different applications and under-
stand a relative risk of installing one app versus another.

In this section we describe desirable characteristics of a
risk score and then present details for several techniques to
generate a risk score for Android applications based on the
permissions they request. While the focus of this work is on
permissions, the idea of generating a risk score can be
extended to account for other features such as source code,
developer information, user reviews, privacy policies and
various other attributes related to an app. A permission-
based approach, however, has several advantages. It is easy
to understand, is compatible with the current Android risk
communication approach, and it is clear what to do when a
developer wants to reduce the risk score for their app.

5.1 Design Goals for Risk Score

We aim at coming up with a risk score for apps based on
their requested permission sets and categories. Let the ith
app in the data set be represented by ai ¼ ðci;xi ¼ ½xi;1; . . . ;
xi;M �Þ, where ci 2 C is the category of the ith app, M is the
number of permissions, and xi;m 2 f0; 1g indicates whether
the ith app has the mth permission. Our goal is to come up
with a risk function rscore : C � f0; 1gM ! R such that it
satisfies the following three desiderata.

We propose the following desiderata for the risk scoring
function. First, it should be monotonic, in the sense that for
any app, removing a permission from its set of requested
permissions should reduce the risk score. This way, a devel-
oper can reduce the risk score of an app by following the
least-privilege principle. Monotonicity in this setting is for-
malized by the following definition:

Definition 1 (Monotonicity). We say that a risk scoring func-
tion rscore is monotonic if and only if for any ci 2 C and
any xi;xj such that

9kðxi;k ¼ 0 ^ xj;k ¼ 1 ^ 8mðm 6¼ k ) xi;m ¼ xj;mÞÞ

) rscoreðci;xiÞ < rscoreðci;xjÞ:

TABLE 3
Percent of Apps Triggering the CRCP(u) � 1 Signal in Their Own Category Compared to the Percent of Malware that

Trigger the Signal for Different Number of Categories
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The second desideratum is that malicious apps generally
have high risk scores. And the third is that the risk scoring
function is simple to understand.

Given any risk function, we can assign a risk ranking for
each app relative to a set A of reference apps, which can be,
e.g., the set of all apps available in Google Play:

rrankðaiÞ ¼ jfa 2 AjrscoreðaÞ � rscoreðaiÞgj
jAj :

If an app has a risk ranking of 1percent, this means that the

app’s risk score is among the highest 1 percent.
The above gives a risk ranking relative to all apps in all

categories. An alternative is to rank apps in each category
separately, so that one has a risk ranking for an app relative
to other apps in the same category.

Probabilistic generative models. We propose to use probabi-
listic generative models for risk scoring. That is, we assume
that some parameterized random process generates the app
data sets and learn the parameter value u that best explains
the data. Next, for each app we compute pðaijuÞ, the proba-
bility that the app’s data is generated by the model.

The risk score of an app can be a function of the probabil-
ity that an app was generated, such that a lower probability
means a higher risk score. For example, using
rscoreðaiÞ ¼ �ln pðaijuÞ satisfies the condition.

In the rest of this section we describe several generative
models—from simple Naive Bayesian models, to a novel
hierarchical Bayesian model. We present estimation meth-
ods to learn the parameters for these models from the data,
and evaluate whether they satisfy our desiderata.

5.2 Naive Bayes Models

In the Naive Bayes models, we ignore the category informa-
tion ci; thus each app is given by xi ¼ ½xi;1; . . . ; xi;M �. We
assume that each xi is generated by M independent Bernoulli
random variables, whereM is the number of permissions:

pðxiÞ ¼
YM
m¼1

pðxi;mÞ ¼
YM
m¼1

u
xi;m
m ð1� umÞð1�xi;mÞ; (1)

where um � pðxi;m ¼ 1Þ is the Bernoulli parameter.

To avoid overfitting in our estimation, we use a Beta
prior Betaðumja0; b0Þ over each Bernoulli parameter um.
Using this prior, the Maximum a posteriori (MAP) estima-
tion is

ûm ¼
PN

i xi;m þ a0
N þ a0 þ b0

; (2)

where N is the total number of apps for this Naive Bayes

model estimation.

The basic Naive Bayes model. In the Basic Naive Bayes
mode, we use uninformative prior and set a0 ¼ b0 ¼ 1, so
that the Beta prior becomes a uniform distribution on [0,1].
With such an uninformative prior, ûm is very close to the fre-
quency of the mth permission being requested in the data
set.

The BNB model is easy to explain, satisfying the third
desideratum. Furthermore, if um < 0:5 for every m, then
the probability provided by this model satisfies the

monotonicity property. Changing any xi;m from 0 to 1
changes the probability by a factor of um

1�um
, which is less

than 1 when um < 0:5, and thus decreases the probability
and increases the risk score. As there is only one permission,
namely Internet, requested by over 50 percent of the apps,
removing the INTERNET permission from the feature set
suffices to ensure the monotonicity property. Finally, the
BNB model intuitively satisfies the second desideratum, i.e.,
known malicious apps generally have lower generated
probabilities, because as we have seen in Section 3.3, mali-
cious apps generally request more permissions.

NB with informative priors (PNB). BNB treats all permis-
sions equally, and a malicious app can reduce its risk by not
requesting rare permissions that are not critically needed
for carrying out malicious activities. We thus consider a
Naive Bayes model with informative priors to incorporate
semantic information of app permissions. Such approach is
commonly used in Naive Bayes models to model knowl-
edge not available in the data set. The desired goal is to
make requesting a more critical permission to increase risk
more than requesting a less critical one, even though the
two permissions have similar frequencies.

To identify critical permissions, we start from a list of 26
permissions identified in [28] as critical. We remove the
INTERNET permission, and add another that we believe is
critical, namely INSTALL_PACKAGES. Furthermore,
among the 26 permissions, we manually selected nine of
them as very high risk permissions.1

To incorporate the semantic information in the Naive
Bayes models, we use informative Beta prior distributions
Betaðumjam; bmÞ: for the nine most risky permissions, we set
am ¼ 1; bm ¼ 2N where N is the number of apps in our data
set, penalizing the use of these permissions; for the 17 other
risky permissions, we set am ¼ 1; bm ¼ N with penalizes
them more than most permissions but less than the most
risky permissions; and for the remaining permissions, we
set am ¼ 1; bm ¼ 1 as in the BNB model.

When compared with BNB, PNB is slightly more com-
plex. However, it has the advantage that requesting a more
critical permission results in higher risk, when compared
with requesting a similarly rare but less critical permission.
One key benefit of PNB is that it is more difficult for malware
apps to reduce their risks by removing rare permissions that
they do not need, since they likely need some of the critical
permissions to carry out their malicious activities. For this
reason, we prefer PNB to BNBwhen other things are equal.

5.3 Mixture of Naive Bayes Models

The assumption in BNB and PNB that all apps follow a sim-
ple factorized Bernoulli distribution does not appear to be
very realistic. Thus, we develop more sophisticated proba-
bilistic generative models and experimentally compare the
effectiveness of BNB with these models.

We improve the Naive Bayes model by assuming each
app is sampled from multiple—instead of only one—latent
topics, each of which follows a factorized Bernoulli

1. They are ACCESS_COARSE_LOCATION, ACCESS_FINE_LO-
CATION, PROCESS_OUTGOING_CALLS, CALL_PHONE, READ_-
CONTACTS, WRITE_CONTACTS, READ_SMS, SEND_SMS,
INSTALL_PACKAGES.
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distribution. Unlike the Naive Bayes model, this mixture
model allows us to use different latent topics to capture dif-
ferent aspects of the apps. These topics could describe fine
grained classes of applications, such as geotagging apps that
request LOCATION, INTERNET, and CAMERA permis-
sions, or applications that leverage common frameworks.

Specifically, we use an unknown indicator variable
z ¼ 1; . . . ; K (K is the number of latent topics) to represent
which topic an app is sampled from. We assign an uninfor-
mative uniform prior over z and assume that the topic dis-
tribution is the same as the Naive Bayes model conditioned
on z; that is, pðxijz; uuzÞ ¼

QM
m¼1 pðxi;mjz; uzmÞ is a factorized

Bernoulli distribution where uuz ¼ ½uz1; . . . ; uzM �. Let
Q ¼ ½uu1; . . . ; uuk� denote parameters for the app distributions
for all the topics. Then the probability of the data is

pðxjQÞ ¼
X
z

pðzÞ
YN
i¼1

pðxijz; uuzÞ; (3)

which is a mixture of Naive Bayes models.

To obtain the MAP estimation of both assignments, we
use an expectation maximization approach that loops over
two steps, Expectation (E) and Maximization (M) steps,
until convergence. In the E step, we compute the posterior
of z given the current estimate of Q:

pðz ¼ kjx;QÞ ¼
Q

m u

PN

i¼1
xi;m

k;m ð1� uk;mÞN�
PN

i¼1
xi;m

P
k

Q
m u

PN

i¼1
xi;m

k;m ð1� uk;mÞN�
PN

i¼1
xi;m

:

In the M step, we maximize the expected joint probability
Q ¼PN

i¼1 Ez½ln pðxijz;QÞ þ ln pðzÞ þ ln pðQÞ�. Note that we
use the updated pðz ¼ kjx;QÞ in the E step to obtain the
expectation. We thus obtain

ukm ¼
PN

i pðz ¼ kjx;QÞxi;m þ a0PN
i pðz ¼ kjx;QÞ þ a0 þ b0

: (4)

MNB models, however, no longer guarantee the monoto-
nicity property. We have observed that the learned hidden
topics can request certain permissions with probability over
0:5, resulting in the estimated ukm being greater than 0:5.
When this happens, the monotonicity property does not
hold.

Mixture of Naive Bayes with categories (MNBC). We also
extend MNB to consider category information and call the
resulting models Mixture of Naive Bayes with Categories.
In MNBC, the latent topics are shared among all categories,
but each category has a different multinomial distribution
describing how likely an app in this category is from a par-
ticular latent topic.

5.4 Hierarchical Mixture of Naive Bayes Models

Finally, we develop Bayesian hierarchical mixture models
that we can train using apps across all categories and, at the
same time, account for the difference between categories.
We still produce a mixture model for each category. To
share information between categories we set the latent
topics to be the same across categories and sample the

probabilities of choosing these topics from a common
Dirichlet distribution—thus these probabilities (i.e., mixture
weights) are similar. Our model extends Latent Dirichlet
Allocation (LDA) models [6], a popular document model, to
the case of binary vector observations (each app corre-
sponds to a word in a document and each category is a doc-
ument in the latent Dirichlet allocation models).

Let us succinctly denote the permissions of app i in cate-
gory c by xci, the parameter in the multinomial topic distri-
bution for category c by cc, the topic assignment variable
for each app i in category c by zci, and the hyper-parameter
of the Dirichlet prior on the topic distribution by a. Then
formally speaking, we have the following stochastic data
generation process:

1. For each topic k and permission m, draw the app
probabilities uk;m 	 Betaða0; b0Þ.

2. For each category c, sample the parameter for topic
distributions cc 	 DirðaÞ:

3. For each app i in category c,

a. Sample the topic assignment zci 	 MultiðccÞ.
b. Generate the permissions via the factorized Ber-

noulli distribution (let zci ¼ k)

xk 	
Q

m u

PN

i¼1
xim

k;m ð1� uk;mÞN�
PN

i¼1
xim :

To estimate this Bayesian model, we develop a varia-
tional algorithm. It enables us to accurately approximate the
exact Bayesian posterior distributions of the model parame-
ters with a low computational cost. We give the detailed
variational update in the remainder of this section.

The posterior distribution of the hidden variables is

pðc; zjx;a; uÞ ¼ pðc; z; xja; uÞ
pðxja; uÞ : (5)

The computation of the exact posterior distribution is, how-

ever, intractable. Thus, we approximate the posterior distribu-

tion by

qðc; zjb; rÞ ¼
YC
c¼1

qðccjbcÞ
YNc

n¼1

qðzc;njrc;nÞ: (6)

To obtain an accurate approximation, we use a varia-
tional Bayes approach. Specifically, we minimize the KL
divergence of p and q via the following iterative variational
updates.

Update r:

rc;n;k ¼exp ôðbc;kÞ �ô
XK
k¼1

bc;k

 !( )



YM
m¼0

u
xc;n;l
k;l ð1� uk;lÞ1�xc;n;l

(7)

rc;n;k ¼
rc;n;kPK
k¼1 rc;n;k

: (8)

Update b:

bc;k ¼ ak þ
XNc

n¼1

rc;n;k: (9)
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Update u:

uk;m ¼ a0k;l þ
PC

c¼1

PNc
n¼1 rc;n;kxc;n;m

a0k;l þ b0k;l þ
PC

c¼1

PNc
n¼1 rc;n;k

: (10)

Update a via Newton’s method:

gk ¼ C ô
XK
k¼1

ak

 !
�ôðakÞ

" #
þ
XC
c¼1

ô
XK
k¼1

bc;k

 !
�ôðbc;kÞ

" #
;

(11)

qk ¼ �Cô0ðakÞ; (12)

z ¼ Cô0 XK
k¼1

ak

 !
; (13)

b ¼
PK

k¼1 gk=qk

1=zþPK
k¼1 1=qk

; (14)

anew
k ¼ aold

k � gk � b

qk
: (15)

The ôð:Þ denotes the digamma function.
These updates are repeated until convergence or a prede-

fined number of iterations have occurred. The output is then
approximate values for the HMNBmodel parameters which
best describe the given data.

6 SIMPLE RISK SCORING METHOD

We now show that risk ranking functions based on BNB
and PNB can be viewed as using permission rarity to
rank apps, and is thus closely related to risk signals dis-
cussed in Section 4.

When risk scores are used to rank apps, using the proba-
bilities (where lower probability means higher risk) is
equivalent to using the negative logarithm of the probabili-
ties (where larger value mean higher risk). For the BNB
model, we have the equivalent risk ranking function

fðxiÞ ¼ � ln pðxiÞ ¼
XM
m¼1

�ln pðxi;mÞ

¼
XM
m¼1

�ln
cm þ 1

N þ 2

� �xi;m N þ 1� cm
N þ 2

� �ð1�xi;mÞ" #

¼M ln ðN þ 2Þ �
XM
m¼1

½xi;mlnðcm þ 1Þ

þ ð1� xi;mÞ ln ðN þ 1� cmÞ�;
where N is the total number of apps in the training data,

xi;m ¼ 1 if the ith app has the mth permission and xi;m ¼ 0
otherwise, cm ¼PN

i xi;m.

For the purpose of ranking, we can ignore the constant
term, and observe that possessing one permission increases
the calculated risk value by ln ðN þ 1� cmÞ � ln ðcm þ 1Þ,
which is approximately ln ðNcmÞ when 1 � cm � N . As the
majority of permissions are requested by less than 10 per-
cent of the apps, this design penalizes requesting more per-
missions more than requesting a very rare permission. For
example, possessing two permissions each requested by 5
percent of apps contributes 2 ln 20, whereas possessing one
permission requested by 1 percent of apps contributes
ln 100 < 2 ln 20.

PNB can be interpreted similarly. Possessing a permis-
sion increases the log-based risk value by approximately

ln
wmN � cm

cm

� �
¼ ln N � cm

wm

� �
þ lnwm � ln cm;

where wm is the weight used for assigning the prior to the per-

missions, with wm ¼ 3 for the most risky permissions, wm ¼ 2
for other risky permissions, and wm ¼ 1 for other permissions.

Note that when cm is small relative to N, then lnðN � cmÞ and
lnðN � cm

wm
Þ are very close, thus possessing a most risky permis-

sion results in only a penalty of lnwm, which is quite small.

For example, possessing three non-critical permissions each

requested by 5 percent of apps contributes 3ln20, whereas pos-
sessing two most critical permissions of the same rarity con-

tributes 2ðln 20þ ln 3Þ < 3 ln 20.
Recognizing that BNB and PNB are essentially using rar-

ity of permissions leads us to the following risk functions.

6.1 Rarity Based Risk Score (RS)

The first method we propose is the Rarity Based Risk Score
which is based strictly on the fraction of applications which
are requesting a specific permission. This is closely linked
to the ideas from Section 4 where the rarity of permissions
is the primary indicator that contributes to raising a warn-
ing for an app. However, instead of considering only the
rarest permission, we accumulate risk across all permissions
that the app requests.

scoreðxiÞ ¼
XM
m¼1

xi;m 
 ln N

cm

� �
: (16)

In this formulation, the higher the score, the more risky
the application is. This formulation also only considers per-
missions that are set when calculating the risk score, unlike
the Bayesian methods which will affect the score for both
set and unset permissions.

6.2 Rarity Based Risk Score with Scaling (RSS)

The next method we propose is Rarity Based Risk Score
with Scaling, which allows the use of scaling factor to penal-
ize requesting high risk permissions more then requesting
lower risk permissions. While the PNB method could have
more dramatic impact using the prior, the beta values used
to define the prior would have grown exponentially to have
significant impact on the outcomes.

scoreðxiÞ ¼
XM
m¼1

xm 
 wm 
 ln N

cm

� �
: (17)
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Using this equation we are able to scale the importance of
a permission relative to its risk. So a medium risk permis-
sion can have wm ¼ 2 times the impact on the overall score,
and a high risk permissions can have wm ¼ 3 times the
impact on the overall score. For the evaluation we use wm

values that reflect the values from PNB for each permission.
Further fine-tuning the wm values is possible. However, we
consider it undesirable to tune wm based on the malware
data set because of potential for overfitting. In any case, this
would make any comparison with the probabilistic genera-
tive models unfair, since they were constructed using only
the market data sets.

7 EXPERIMENTAL RESULTS

In the experiments we aim at understanding how well the
different techniques satisfy the second desideratum,
namely, able to assigning high risks to known malware
apps, and compare them to results from Section 4 as well as
methods in the literature [11].

Methodology. Most of our experiments are conducted
with the 2011 data set with 10 fold cross validation. We
divide the 2011 data set randomly into 10 groups. In each of
the 10 rounds, we choose one different group as the test
data set, and the remaining nine groups as the training data
set. The models or statistics are trained on the training set,
the generated model/statistic is used to compute the proba-
bilities/scores of apps in the testing set and the malware
data set, and rank them together.

When reporting the results, we use ROC curves, which
plot the detection rate against warning rate if one chooses a
particular risk value as indicative of malicious app. We also
compute Area Under Curve (AUC), which quantifies the
quality of the ROC curves for a method. Here, AUC is the
probability that a randomly selected malicious application
will have a higher risk score than a randomly selected
benign application. AUC values, however, can be mislead-
ing. Knowing what percentage of malicious apps are among
the top x percent high-risk apps for x > 20 is of little inter-
est, since there are so many benign apps that have similar
risks. This information, however, is more useful for smaller
x values. We therefore also compute AUC for the X-axis
(warning rate) of up to 5 and 10 percent, and use AUC5 and
AUC10 to denote them. They evaluate what percentage of
malicious apps will be rated among the apps with the high-
est risks under a ranking function.

Parameter selection. For the Bayesian methods, both MNB
and HMNB can be used with different number of hidden
topics. From our experiments, we find that the maximum
AUC for MNB is achieved with five hidden classes. And the
maximum for HMNB is achieved with 80 hidden classes.
We use these parameters when comparing with other meth-
ods. For a more complete discussion of the parameter selec-
tion, including graphs, we refer you to [25].

Furthermore, both MNB and HMNB require the category
information, which malware apps do not have. When
assigning a category to malware apps, we use a method that
gives the most advantage to malware. More specifically, we
compute the probability of each malicious app for every cat-
egory and assigns the app to the category in which the app
has the highest probability.

Comparing different methods. In Fig. 3, we compare meth-
ods in this paper and Kirin [11]. Fig. 3a shows the full ROC
curves. Because several curves are clustered together, we
use Fig. 3b to show a close-up of the ROC curves for x-axis
of up to 0.1. Kirin is represented by a static set of rules,
therefore we only illustrate it as a single point in the figures,
and that is why it has no AUC value. It can identify 54.57
percent malware apps at 4.17 percent warning rate. From
the ROC curves, we see that the probabilistic models and
RS and RSS perform similarly when viewing across all
warning rates. For low warning rates, however, there are
some differences. RPCP has higher detection rates for low
warning rates, but the detection rate improves slowly. RCP
performs strictly worse than the probabilistic models.

Fig. 4 demonstrate the AUC5, AUC10 and full AUC val-
ues for all methods. When looking at the final AUC values
in Fig. 4c HMNB is best performing, with MNB, BNB, PNB,
RS and RSS close behind and almost equivalent, and RCP
and RPCP significantly underperform other methods. We
note that even a difference of 0.01 is statistically significant

Fig. 3. Comparison of different models using the best performing param-
eters for each models.
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given the small standard deviation found in our 10x cross
fold validation.

When looking at AUC5 and AUC10, we see a slightly dif-
ferent picture. First, RSS outperforms other methods in
Fig. 4a and is comparable to the most complex model,
HMNB, in Fig. 4b. BNB, PNB, MNB, and RS all perform
similar. RPCP performs well under AUC10, though the
worst for AUC5.

Monotonicity. HMNB performs consistently well for all
AUC values we look at; this makes it attractive as a risk
scoring method. However, one drawback of HMNB is that
it does not have the monotonicity property. In Fig. 5 we plot
the average number of permissions for each percentile of
the apps in the Market2011 data set, when they are ranked
by the risk value according to the PNB model and to the
HMNB model. It is clearly seen that in the PNB model the
average number of permissions is almost nondecreasing as
the risk goes up. On the other hand, in the HMNB model
we observe apps with large number of permissions that
have low risk. This suggests that HMNB flatly fails the
monotonicity requirement.

Model stability. Finally, we conducted experiments to
check whether models trained on one data set can be used
without retraining to compute the risk scoring on a new
data set. For this purpose, we use the divided data sets
described in Section 3. That is the overlap data between

2011 and 2012, and the 2011 data set with overlap removed
and 2012 data set with overlap removed.

For each of the six possible ordered pairs, we train on one
data set and then test on the other together with the mal-
ware data set. Fig. 6 shows the result. Somewhat interest-
ingly, when testing on the overlap data set, training either
on the 2011woOverlap data set or the 2012woOverlap data
set gives excellent result. However using any other combi-
nation leads to results that perform worse. This is to some
degree to be expected from Fig. 2b. As the “overlap” apps
generally request fewer permissions than the other two data
sets. The other apps appear to be more varied and require
training using part of them to get good results.

As we have seen in Fig. 2 the permission data has
changed over time. Therefore, if a system like this were to
be implemented, the models should be periodically regener-
ated to achieve the best results and to keep up to date with
the trends that are occurring within the market.

Discussions. We believe that the RSS approach is most
attractive. It performs the best for AUC5, and just slightly
worse than HMNB for AUC10. It is easy to understand and
does not require category information. And it offers slightly
more intuitive customizations then the generative models.
Users who care twice as much about being tracked by
advertisers can increase the scaling factors on permissions
related to geo-location, users who care more about apps

Fig. 4. These histograms shows the AUC value comparisons of Fig. 3a at various Warning Rate cutoffs.

Fig. 5. Average number of permissions for every 1 percent percent division of apps, sorted in descending order on the basis of likelihood. The points
represents the average number of permissions requested, and the error bars indicate the min and max at that percentile.
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stealing their contact lists can give a higher weight to
READ_CONTACTS. This allows for simpler feedback
mechanisms, and more easily customized risk scores.

While we desire higher detection rate for malware, one
should be cautious when interpreting this rate in our
results. We are using a data set of 808 malware apps. It is
important to note that these malware apps were written
when over-provisioning permissions was not punished. If
permissions had greater impact on what users were will-
ing to install, malware authors may choose to request
only the permissions absolutely necessary for the specific
malicious task. In that case, the ROC curve for different
methods would change. However, such permission-based
risk ranking functions can still rank apps’ permission-
based risk.

8 RELATED WORK

8.1 Permissions and Usefulness

There is a body of work showing the difficulty of using
Android permissions in their current form. Felt et al. [12]
use static analysis to determine whether an Android
application is overprivileged. It classified an application
as overprivileged if the application requested a permis-
sion which it never actually used. They apply their tech-
niques to a set of 940 applications and find that about
one-third are overprivileged. Their key observation was
that developers are trying to follow least privilege but
sometimes fail due to insufficient API documentation.
Another work by Felt et al. [13] surveys applications (free
and paid) from the Android Market. Their key observa-
tion was that 93 percent of free apps and 82 percent of
paid apps request permissions that they deem as
“dangerous”. While this does not reveal much out of con-
text, it demonstrates that users are accustomed to grant-
ing dangerous permissions to apps without much
concern. Chin et al. [8] conduct a user study which shows
that users are more concerned with privacy on their
phones then on their computers. In contrast, users tend to

not focus on permission during app browsing and instal-
lation [17], [20]. Users tend to rely on user ratings and
reviews when making judgments on an app, but this
approach is not always reliable. The work in this paper
looks at effective new indicators that could be used to
help give users a deeper insight into an app without bur-
dening them with too many details and technical jargon
that they will not understand.

PScout [3] performs static code analysis on the Android
source to extract function to permission mappings. They
find that the Android permission system has little redun-
dancy and it remains relatively stable as the Android OS
evolves. They also show how many functions require spe-
cific permissions, demonstrating the complexity of the sys-
tem and that a permission may have many reasons for
being requested. So while the permission system is com-
plex, the findings of this work show that it is at least useful
at least from a system perspective.

Barrera et al. [4] present a methodology for the empirical
analysis of permission-based security models using self-
organizing maps. They apply their methodology to analyze
the permission distribution of close to one thousand appli-
cations and report results on permission use and how usage
relates to categories.

Enck et al. [10] make an effort to decompile and analyze
the source of applications to detect further leaks and usage
of data via static code analysis. Another work by Enck et al.
[11] which we have already discussed, developed a system
that examined risky permission combinations for determin-
ing whether the permissions declared by an application sat-
isfy a certain global safety policy. This work manually
specifies permission combinations such as WRITE_SMS and
SEND_SMS, or FINE_LOCATION and INTERNET, that
could be used by malicious apps, and then performs analy-
sis on a data set of apps to identify potentially malicious
apps within that set.

MAST [7] identifies the applications that are most likely
malware by extracting features from the source code of an
app, including permissions and intents. These features are
then input into Multiple Correspondence Analysis (MCA)
which is a technique that takes in categorical features and
labels and comes up with the best way to explain the data.
Using the generated model on new and unknown data, they
are able to focus their efforts on the apps that are most likely
malware and show that in large scale markets this can be an
effective way to utilize limited resources.

8.2 Android Security

Dynamic analysis. Another research direction in Android
security is to use dynamic analysis. Portokalidis [26]
propose a security solution where security checks are
applied on remote security servers that host exact replicas
of the phones in virtual environments. In their work, the
servers are not subject to the constraints faced by smart-
phones and hence this allows multiple detection techni-
ques to be used simultaneously. They implemented a
prototype and show the low data transfer requirements
of their application.

Enck et al. [9] perform dynamic taint tracking of data in
Android, and reveal to a user when an application may be

Fig. 6. Comparison of 2011 and 2012 Data for PNB and HMNB models.
‘no’ = no overlap, ‘over’ = only overlap. ‘first/second’ means the first data
set was used to train, and the second data set was used to test along
with the malware. The AUC value is presented under each scenario.
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trying to send sensitive data off the phone. This can handle
privacy violations since it can determine when a privacy vio-
lation is most likely occurring while allowing benign access
to that same data. However, there is a whole class of mali-
cious apps that this will not defend against, namely security
and monetary focused malware which send out spam or
create premium SMS messages without accessing private
information.

Security & access control. Research in this direction is
geared towards furthering usable security associated with
mobile phones by improving the fundamental security and
access control models currently in use. This type of research
entails introducing developer-centric tools [35] that enforce
principle of least privilege, extending permission models
and defining user-defined runtime constraints [23], [24] to
limit application access and detecting applications with a
malicious intent [9], [27].

Nauman et al. [23] present a policy enforcement frame-
work for Android that allows a user to selectively grant per-
missions to applications as well as impose constraints on
the usage of resources. They design an extended package
installer that allows the user to set constraints dynamically
at runtime. Ongtang et al. [24] present an infrastructure that
governs install-time permission assignment and their run-
time use as dictated by application provider policy. Their
system provides necessary utility for applications to assert
and control the security decisions on the platform. Vidas
et al. [35] presents a tool that aids developers in specifying a
minimum set of permissions required for a given mobile
application. Their tool analyzes application source code and
automatically infers the minimal set of permissions required
to run the application.

8.3 Machine Learning in Security

Naive Bayes has been extensively used both in the context
of spam detection [18], [22], [29], [32] and anomaly detec-
tion [2], [30] in network traffic flows. In the context of
Android, however, there has been limited work. Shabtai
and Elovici [31] presents a behavioral-based detection
framework for Android that realizes a host-based intru-
sion detection system that monitors events originating
from the device and classifies them as normal or abnor-
mal. Our work differs in that we use machine learning for
the purpose of risk communication.

9 CONCLUSIONS

We discuss the importance of effectively communicating
the risk of an application to users, and propose several
methods to rate this risk. We test these methods on large
real-world data sets to understand each method’s ability
to assign risk to applications. One effective method is
the RSS method which has several advantages. It is
monotonic, and can provide feedback as to why risk is
high for a specific app and how a developer could
reduce that risk. It performs well in identifying most
current malware apps as high risk. This method allows
for highly critical permissions and less-critical permis-
sions to affect the overall score in an easy to understand
way, making it more intuitive as well as difficult to
evade when compared with other models.
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