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Abstract—In the Internet of Things (IoT) era, smartphones are expected to frequently interact with IoT devices and even facilitate
various IoT applications. Due to limited roles, energy constraints, etc, however, IoT devices may use mission-tailored or proprietary
wireless protocols that smartphones do not speak natively. In this paper, we propose a novel approach to the wireless “language
barrier” problem between the smartphones and IoT devices of the future. We first demonstrate that smartphones have become
powerful enough to process software defined radio (SDR) for some known wireless protocols. Moreover, we show that the SDRs can
be packaged as “apps” and be downloaded from app stores for OS-independent deployment. Second, we show different SDR
protocols on the smartphone can concurrently run through a shared RF to serve multi-tasked applications on it as might happen in
diversified IoT environments. For proof-of-concept, we implement a prototype architecture that has all the SDR logic and supporting
middleware on an Android smartphone which uses a USRP as the simple RF-end. Finally, we demonstrate that IEEE 802.11p and
IEEE 802.15.4 SDRs on a smartphone respectively communicate with a ZigBee sensor mote, a ZigBee smart lightbulb, and a
commercial Wireless Access in Vehicular Environment (WAVE) device, concurrently.
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1 INTRODUCTION

INTERNET of Things (IoT) is here. We can already buy
various commodity IoT devices for our homes and of-

fices, such as IoT thermostat [1], door lock [2], lighting
[3], light switch [4], audio system [5], window shades [6],
and wireless plugs [7] among many others [8]. For such
devices, smartphones are frequently used for control and
interaction, and will continue to play a central role in future
IoT environments. Unfortunately, however, due to limited
modi operandi, energy constraints, and various other reasons,
many IoT devices may use mission-tailored or proprietary
wireless protocols that smartphones do not natively speak.
Consequently, there will likely be a “language barrier” be-
tween them. To directly quote from the Forbes magazine [9],

It’s not just WiFi, among home automation solutions,
[but] there is Zigbee, Zwave, Insteon, Itron, RadioRA2
and more. Because devices are speaking a different wire-
less “language,” they need a different wireless adapter.
Now imagine having five or six wireless adapters plus
your WiFi router in the house. Yes, ridiculous, and ugly,
too.

Although third party device aggregation or integration
services [10] could provide one solution for control gate-
ways, they can create problems such as dependency on their
business models and technical support, suboptimal device
quality [9], and limited scalability as new IoT protocols will
continue to emerge. (But the existence of these commer-
cial services strongly testifies to the need for supporting
multiple IoT protocols that are non-native to smartphones,
in future.) Therefore, in this paper, we depart from them
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and consider a more open architectural approach to solve
the wireless language barrier problem between the IoT-
controlling smartphones and IoT devices of the future.

Obviously, a straightforward solution to the given prob-
lem is to make smartphones speak the wireless protocols of
the IoT devices, as the opposite will be far more difficult.
Unfortunately, planting as many chips in smartphones as
there are IoT wireless protocols is impractical, as smart-
phone manufacturers have their own constraints in space,
complexity and cost for their devices. Therefore, as an al-
ternative, we propose a software defined radio (SDR)-based
approach.

Fig. 1. Proposed concept

Fig. 1 summarizes the proposed concept. Most of today’s
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smartphones natively support only Wi-Fi, cellular (3G, LTE,
LTE-Advanced), Bluetooth and Near Field Communication
(NFC) with dedicated baseband chips and RFs. In order
to enable smartphones to talk to the part of the Internet
of Things that speaks “non-native” wireless protocols such
as Z-Wave, ERT, and ZigBee, among many others1, we can
create a software radio for each such protocol and install
on the smartphone. We can even package the SDR into an
“app,” for OS-independent distribution and update. In this
paper, we demonstrate that all these proposed concepts can
be realized, by showing a proof-of-concept prototype.

Before we proceed further, however, the two biggest
question that would come to the reader’s mind about the
fundamental feasibility of the proposed idea would be the
speed and the power consumption issues of SDR. These
are the Achilles’ heel of SDR, and we do recognize that
they would become only worse on limited capacity devices
such as smartphones. Fortunately, that we are targeting the
IoT alleviates the issues significantly. First of all, most IoT
protocols are not designed for high-speed data exchange, so
they lend themselves easily to software implementations.
For instance, a smart meter reading protocol ERT works
only at 32.768 kbps [11]. But such speed typical of many
IoT applications is readily as smartphones are becoming
ever more powerful in terms of computing capacity. Indeed,
we will demonstrate that today’s smartphones are already
capable of bearing real-time signal processing workloads
imposed by low-speed protocols such as IEEE 802.15.4, and
even higher-speed protocols such as IEEE 802.11p at up to
6 Mb/s (Section 6.2). Fig. 2 offers a perspective on smart-
phones’ potential as a SDR platform. It shows the trend
in the clock rate of the application processor (AP) and the
number of cores in top-of-the-line smartphones from some
well-known vendors. We can observe that the AP clock rate
is steadily increasing, and some have reached 2.5GHz. Even
when the raw clock rate decreases, the processing capacity is
effectively increased through increased cores or word width.
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Fig. 2. Trends in application processor (AP) speed and number of cores
in smartphones (D: dualcore, Q: quadcore, 2Q: octacore)

Also for the power consumption issue, mostly short-

1. Some of these technologies are not really “protocols,” but in that
case they usually have one as a constituent.

lived and occasional types of IoT communication impose
much less stringent constraints. For example, one would
not turn on and off a IoT lightbulb or a door lock all
day long. These command type interactions rarely require
extensive data exchange. Even in background sensing such
as a fire alarm that requires continual monitoring, duty
cycling is usually employed. Such considerations are espe-
cially important as smartphones operated on limited battery
power. For example, in our unoptimized implementation
of smartphone SDR that needs to drive a large external
radio front board, we will show the continual operation
for ZigBee communication draws close to 400 mA (Section
6.3). Considering 3000 mAh battery for the most recent
smartphones such as Galaxy S7, this means less than 8 hours
of operation is possible. However, even a 10% duty cycling
will extend it to a much longer operation lifetime than a
typical recharge period for smartphones. In summary, the
IoT environment provides a unique niche for smarphone
SDR that makes it viable and valuable.

In demonstrating our claim through a proof-of-concept
prototype, we face the following challenges:

• How do we show the SDRs work when today’s
smartphones do not provide an open radio frontend?

• How do we implement SDRs as smartphone apps,
not as a part of operating system?

• How do we share a radio frontend among multiple
IoT wireless protocols?

Below, we will try to answer these questions and even-
tually show that the proposed smartphone SDR concept is
feasible by running on smartphones a few IoT applications
whose wireless protocols the smartphones do not natively
support. Before we begin the discussion on the design and
implementation of the proposed idea, we provide some
background and the related work for the readers first.

2 BACKGROUND AND RELATED WORK

Software defined radios (SDRs) have come through two
generations of platforms so far. Programmable hardwares
such as field programmable gate arrays (FPGAs) were used
in the first generation [12], [13]. As personal computers
(PCs) became powerful enough to provide the computation
capability required for real-time signal processing, they
opened the second generation [14], [15]. Owing to the long
history of the technology, there is rich literature on software
radio. Here, we briefly discuss those that are directly related
with the investigation in this paper.

Schmid [16] discusses the implementation experiences of
the IEEE 802.15.4 module for the GNU Radio. It focuses on
the encoding and decoding methodologies as the physical
(PHY) layer is much more computation-intensive part of the
protocol. This work shows that the software implementation
on the dual Pentium IV platform with 2.8GHz clock and
hyper threading performs close enough to the hardware
implementation of the 802.15.4 protocol on the Chipcon
CC2420 radio used in various mote platforms. Lee et al.
[17] analyze the workload of the signal processing algo-
rithms in the baseband operation of contemporary wireless
networks. The workload characterization is done on two
levels, system architecture and individual algorithms like
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modulation and coding. The former looks at the number of
processing elements, memory hierarchy, and interprocessor
communication mechanism. For the latter, it analyzes the
operation of major algorithms that dominates the baseband
processing workload such as Viterbi decoder, Turbo de-
coder, modulation and demodulation schemes, and multiple
access mechanisms. Kim et al. [15] show that to implement
SDR the Graphic Processing Unit (GPU) can be programmed
to work as a modem that processes the baseband signals
with very high parallelism [15]. Armed with massively par-
allel processing capability of more than 1 TFLOPs, today’s
GPUs can boost the performance of the vector operations so
that SDR becomes possible. For instance, the Viterbi decoder
for FEC in Mobile WiMAX is accelerated by a factor of
90 compared with DSP processing. Tan et al. [14] discuss
the design and implementation of a high-performance SDR
for Wi-Fi using general purpose multi-core processors. It
identifies quantitative requirements such as bus throughput
and computation power as well as constraints for real-
time operation, in building such a system. It can run Wi-Fi
(802.11a/b/g) protocol and communicate with commercial
systems. Bloessl et al. [18] implements a IEEE 802.11p GNU
Radio stack. Although we do not use the source in our work,
we adopted their idea on extracting traffic dump during the
communication with the Wireless Access in Vehicular Envi-
ronment (WAVE) on-board unit (OBU) for the validation of
our prototype.

So far, the software radio research has been mostly based
on specialized hardware [19], [20], [21], [22]. More recently,
however, powerful general-purpose computing platforms
such as server class PC [14] or PC with general purpose
graphic processing unit (GPGPU) loomed as more flexible
alternatives [15]. Either way, the notion of software radio
has been geared toward a small number of fixed stations
(e.g. base stations). Moving to the newest and the most
prevalent platform, i.e., billions of smartphones, has only
recently been attempted [23], [24]. Moreover, the PC-based
SDRs run as part of the OS, but not as an application
program. The potential implications of making the SDR as
a downloadable application software separate from the OS
has not been fully explored. Considering how the OS is
updated in smart phones today, this attempt (if it can be
made feasible) is crucial in order to avoid the dependency
on the OS suppliers. The detachment of the SDR from the
OS can bring us the degree of freedom in terms of both
deployment delay and deployment scope. Specifically, to
make a new or a modified protocol an app allows almost
immediate deployment, and only on the phones that do
need those protocols, not affecting the other users. We
believe it will eventually allow us to deploy diverse IoT
protocols more cheaply and quickly.

Sharing radio front ends among multiple SDRs is not
new. Rather, it has been quite a while since radio front
end modules have been shared by multiple baseband chips,
for instance Wi-Fi and Bluetooth in 2.4 GHz band [25].
These are called wireless co-existence solutions. In case
we see smartphones supporting IoT protocols in SDRs, the
solutions will give us valuable lessons on how to schedule
the accesses and resolve possible conflicts between multiple
IoT protocols, in accessing the radio front.

Below, we discuss how we realize the SDRs as smart-

phone apps in detail, and demonstrate their feasibility by
using the SDRs in interacting with devices that use the
wireless protocols that today’s smartphones do not support.

3 PROVIDING A RADIO FRONTEND TO SMART-
PHONE SDRS

As smartphones do not open any of its radio frontends (RFs)
directly to the application processor (AP), the first technical
hurdle in realizing the envisioned concept is providing a RF
to IoT SDRs. Although smartphone vendors finally began
to offer swappable plug-in hardware modules in 2016 [26],
there is no plug-in RF module available yet. So for the sake
of proof-of-concept, we use an external RF and connect it to
a smartphone. The only available wired interface on today’s
smartphones to connect to the external RF is the Universal
Serial Bus (USB) interface (Fig. 3). It is never intended to be
a recommended configuration, but a practical workaround
that is closest to the alternative architecture that we propose
(Fig. 4). Note that we do not use the external RF does for
digital signal processing, but only for analog processing
such as frequency up/down-sampling and analog-digital
and digital/analog conversion (ADC/DAC). The SDR run-
ning on the AP performs all baseband signal processing for
the physical (PHY) layer.

Fig. 3. Connecting the AP to an external radio frontend through USB

Fig. 4. Today’s smartphone communication architecture (above) and
alternative architecture for IoT SDR (below)

In order to support multiple SDRs possibly over different
frequency bands, we use USRP B200 [27] as the external RF
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with continuous coverage from 70MHz to 6GHz (Fig. 3).
The USB interface we need to use is USB On-The-Go (OTG),
which allows the smartphone to act as a host to the USRP
device. Unfortunately, smartphones only support USB 2.0 in
case the OTG connection is used although they support USB
3.0 otherwise. It limits the USB bandwidth at the maximum
of 32 MB/s considering overheads, where the maximum
raw throughput of USB 2.0 is 480 Mb/s. (If it were not for
the USB 2.0 bottleneck, we could use the full processing
capacity at the ADC and DAC in USRP B200 up to 61.44
mega samples per second (MS/s) [27].)

The USB bottleneck, however, is not so severe as to
baffle our attempt to realize two smartphone-based SDR
prototypes that we present in this paper: IEEE 802.15.4 and
IEEE 802.11. For the former, it works at 4 MS/s, sampling a 2
MHz-wide channel. Representing symbols as 64-bit floating
point numbers, we need 32 MB/s for the given symbol rate,
which is affordable. In case of IEEE 802.11p, the required
sampling rate in packet reception is 10 MS/s. We use BPSK
(3 Mb/s PHY rate) and QPSK (for 6 Mb/s PHY rate) modu-
lations, where the latter is considered better for the channel
characteristics of the vehicular communication environment
[28]. Notice that in QPSK, each sample is 4 bytes (= 16-
bit I-sample + 16-bit Q-sample). As a result, it requires 40
MB/s to move the samples to the smartphone side. With
the USB 2.0 speed limit of 32 MB/s, our test configuration
can theoretically support up to the 80% of the full rate.
But again, this is just an artefact of the outdated USB 2.0
interface applied to the OTG, not an inherent limitation
of our proposed architecture. As the smartphone is not a
dedicated machine for baseband processing, sometimes the
SDR can be preempted by other tasks. When it happens,
the SDR application may not be able to keep up with the
data inflow from USRP, so buffer overflow can occur on the
USRP side. It leads to the loss of the frame, which should
occur more frequently on slower smartphones.

The USRP B200 is powered by the smartphone battery
through the USB OTG connection (Fig. 5). Although B200
can be powered by a separate source, we use this test
configuration to explore the possibility of an external radio
module that can be clicked on. Since USRP B200 is a mul-
tipurpose device rather than a simple analog RF, a tailored
RF for the smartphone SDRs will require less power.

4 IMPLEMENTING SDRS AS SMARTPHONE APPS

4.1 Design philosophy
We implement our smartphone SDRs as apps, not as device
drivers in Android kernel. This approach contrasts with
previous works. For instance, the PC-based SOftware RAdio
(SORA) software radio runs as a device driver in OS in in-
line operation [14]. There are a few reasons that we take
the “SDR-as-app” approach. First, it is to harness the superb
software distribution infrastructure there is for smartphone
platforms already, i.e., app stores. It makes SDR lend itself
easily to creation, maintenance, and distribution. If neces-
sary, for instance, we can update or improve the SDR app in
any parts and reload it to the app store. As with any other
app, the app store infrastructure automatically handles the
distribution to users’ smartphones of updated versions. As
a matter of fact, we registered our SDRs in a popular app

Fig. 5. USRP B200 as an external radio frontend, powered directly by
the smartphone

store, downloaded them from the app store to a smartphone,
and succeeded in running them just as when we install them
manually.

Second, it is to eliminate OS dependency. Considering
how the OS is updated in smartphones today, this concept
is important in two aspects: delay until the next OS update,
and more seriously, whether the SDR will be included at all
therein. The detachment of the SDR from the OS can bring
us the degree of freedom in terms of both deployment delay
and deployment scope. Specifically, for a newly developed
or a modified protocol, the app packaging allows almost
immediate deployment and test, only on the phones that do
need the protocol, not affecting the other users.

Third, we believe it will eventually allow us to develop
diverse IoT protocols more cheaply and quickly. Internet
of Things (IoT) for which lower-speed communication is
usually enough, a MAC/PHY that fits the application bet-
ter could be custom designed, implemented in software,
downloaded as an app, and be run on smartphones. Today’s
smartphones are not particularly tuned to this area. Many
protocols that are candidates for IoT (e.g. IEEE 802.15.4, Z-
Wave, etc.) are scarcely supported on today’s smartphones.
By employing our approach, however, smartphones can
support non-standard, experimental or generally unpopular
protocols in IoT environment. Thus it can facilitate or even
enable IoT applications. It can also enrich smartphones
to provide more extensive support for various protocols
without using dedicated hardware and real estate on the
phone.

4.2 Implementation issues and solutions
Making SDR work as a smartphone app poses quite a
few challenges because we must meet stringent protocol
deadlines in the signal processing for frame reception and
transmission. Specifically, we must meet the timing require-
ments in encoding, decoding, response generation (e.g. ACK
and CTS), and event trigger timing (e.g. CCA) [14]. Other-
wise, protocols will not work. In this section, we discuss
how we implement the SDR as an app while meeting the



1536-1233 (c) 2016 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/TMC.2016.2570749, IEEE
Transactions on Mobile Computing

5

timing requirements as much as possible. First, Fig. 6 shows
the software architecture for our smartphone SDRs. The
two shaded blobs comprise the implemented smartphone
SDR system. When the SDR app is downloaded from an
app store and installed on the smartphone, both blobs are
created. In the lower blob, two SDRs exist as embedded
libraries whose combined size is 5.47 MB. In this paper, we
use publicly available SDR sources originally developed for
Intel CPU architecture, and port it to the ARM architecture
used on the test smartphones. For the IEEE 802.11p PHY
layer is essentially a half-clocked 802.11a PHY, so we port
SORA [14] 802.11a SDR code. For the IEEE 802.15.4 SDR, we
port the UCLA extension to the GNU Radio [16]. Other IoT
wireless protocols can be later added. Notice that we do not
modify the kernel. All functionalities are implemented on
the user level. Since the SDR app is self-contained with nec-
essary libraries, it does not require any additional support
from Android or the Linux kernel to run on smartphones.

Fig. 6. Software architecture of the coordinator on an Android smart-
phone

4.2.1 Language
Unlike other Android apps, we do not use only Java to
implement main SDR routines. The reason is threefold. First,
existing SDR sources that we want to reuse are in other
languages such as C++ and C, and choosing Java means
having to translate the entire existing source to Java. Second,
Java is known to be slower than these languages, so using
it runs a risk of missing protocol deadlines more frequently.
Third and most importantly, the Single Instruction Multiple
Data (SIMD) functions are not usable in Java. SIMD is
crucial in signal processing performance, so we choose to
implement the most time-critical parts of the SDRs in C. In
order to use C in the SDR implementation, we need to use
Android Native Development Kit (NDK) for compiling and
packaging into Android native library. Then these native
functions are connected to the wrapping Java code through
Java Native Interface (JNI).

Another consequence of using C instead of Java to im-
plement native functions for SDR is that we cannot access
the USRP RF through existing USB API on Android. This is

because the USB manager class is only available to Java.
Therefore, we need to find a way to make the Android
native functions access USB. For this purpose, we port
libusb, the Linux open source USB library, and make it
a native Android library. Likewise, we port the Linux USRP
Hardware Driver (UHD) for Android. Note that most of the
USRP and USB driver routines would not be included in
the SDR app if a radio frontend were natively provided
for SDRs. Additionally, we develop a Java class called
USRPManager and a native function that an Android app
can use to directly select the wireless channel, bandwidth,
signal strength at the USRP. Owing to these modificatoins,
the IEEE 802.11 SDR can access the USRP through UHD
without using SORA’s specialized radio control board (RCB)
[14]. Likewise, the IEEE 802.15.4 SDR can directly access the
USRP through UHD without using the USRP block in the
GNU Radio.

4.2.2 SIMD
Since the SIMD code in SORA are based on Windows Driver
Development Kit (DDK) and Intel Streaming SIMD Exten-
sions (SSE), we need to port the SIMD instructions to the An-
droid NDK and ARM architecture. Unfortunately, the SIMD
instructions cannot be mapped one-to-one between the two
processor architectures. Arithmetic and logic instructions
are mostly simply translated, but more complex ones such
as permutation and interleaving are not. To emulate these
complex instructions, we created routines that combine mul-
tiple ARM SIMD instructions such as pack, unpack, flip,
and mul_shift. Table 1 shows the mappings between the
two architectures, where N/A marks the instructions for
which one-to-one mapping is not possible.

Both Intel and ARM architectures have SIMD registers,
but how they transfer data from CPU registers and SIMD
registers are different. In the former, it is automatic, but
in the latter, it should be explicitly done. Moreover, Intel
architecture allows a 128-bit register to be dynamically used
in 8×16, 16×8, and 32×4 formats but in ARM, one of them
should be statically designated. So we added these function-
alities to the ported code. The Fast Fourier Transform (FFT)
and Viterbi decoder heavily utilize the SIMD instructions
and registers, so these translations and modifications are
critical to the SDR performance.

4.2.3 Radio frontend access
When the USRP is plugged in to the smartphone through
USB OTG, the USB interface for the RF is registered in
the OS. However, the SDR application still cannot directly
communicate with the USB device because it is not through
the Android Runtime platform that has the root privilege
(see Fig. 6). Ideally, the SDRs will be incorporated into the
Android Runtime in the future, obviating the problem. But
for the present prototype, we manually give the SDR library
the root privilege so that it can access the USRP device.
Under this arrangement, when the SDR app executes, the
firmware and FPGA images contained in the app are loaded
to USRP B200 when it opens the USB connection. Then the
path to the image and firmware files to use USRP B200
are automatically set up. The firmware image helps the
smartphone recognize the USRP device connected to the
USB interface. It allows the smartphone to load the FPGA
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TABLE 1
SIMD instruction mapping from Intel to ARM

Semantics INTEL SSE ARM NEON
Compute bitwise OR mm or si128 vorrq

Compute bitwise XOR mm xor si128 veorq
Compute bitwise AND mm and si128 vandq

Compute element-wise add mm add epi vaddq
Compute element-wise subtract mm sub epi vsubq

Compute element-wise saturated add mm adds epi vqaddq
Compute element-wise saturated subtract mm subs epi vqsubq

Compute element-wise average of 2 vectors mm avg epu vrhaddq
Compute element-wise arithmetic left shift mm slli epi vshlq

Compute element-wise arithmetic right shift mm srai epi vshrq
Assign the same value to all elements mm set1 epi vdupq

Permutate 4 elements in lower half vector mm shufflelo epi N/A
Permutate 4 elements in higher half vector mm shufflehi epi N/A

Permutate 4 elements in a vector mm shuffle epi N/A
Interleave lower half of 2 source vectors to a resulting vector mm unpacklo epi N/A
Interleave higher half of 2 source vectors to a resulting vector mm unpackhi epi N/A

Compute element-wise minimal mm min epi vminq
Compute element-wise maximal mm max epi vmaxq

image in the next step. The FPGA image performs two
tasks. First, it buffers the digital samples generated by the
ADC so that the smartphone can read them out through
the USB interface. Second, it sends the digital samples from
the smartphone to the DAC so that analog transmission can
take place.

5 COORDINATING ACCESS TO SHARED RF
Once a radio frontend is made available to SDRs and
possibly multiple SDRs are dynamically added from app
stores, they may run concurrently and need to share the RF.
In order to coordinate the accesses to the RF in an orderly
manner, therefore, we need to have a coordinator. In our
design, the coordinator is an application that runs in the
background as an Android service and serves the requests
from SDRs that want to use the RF. It is the upper blob in
Fig. 6, and implements the following functionalities:

• Communicating with apps that require SDRs
• Scheduling the requests from user applications

Below, we discuss the design and implementation of these
functionalities in detail.

5.1 Interface with user apps
In this paper, we consider two applications that requires
non-native wireless protocols: WAVE messaging and ZigBee
device interaction. The former is an app that occasionally
transmits driving-related information to other WAVE de-
vices. The latter receives sensor mote readings or controls
Phillips Hue LED lights. These apps do not have their own
communication stack, so they rely on the SDRs that are
managed by the coordinator, to communicate with IoT de-
vices. In order to create the interface between the user apps
and the coordinator, we use Android Interface Definition
Language (AIDL) that facilitates inter-process calls and data
transfer. In particular, a user app can asynchronously receive
packets or requests from the coordinator through a callback
function.

When the client app starts, it request a connection to
the coordinator and registers the callback function. Then

it specifies to the coordinator the following parameters so
that it can choose the SDR to use and configure the RF
accordingly whenever the app gets to use the RF.

• protocol to use
• direction of communication
• channel number
• channel bandwidth
• transmission speed (optional)

For instance, when an IoT app wants to use ZigBee commu-
nication, it can specify {ZigBee, Tx/Rx, channel15, 2MHz}
to the coordinator. It is necessary because different IoT
protocols may use different physical layer parameters.

5.2 Scheduler
5.2.1 Task types and priority
In this paper, we classify the RF access into two classes:
periodic and non-periodic. An app should specify either of
these two access modes, in addition to the physical layer
parameters discussed in the previous section. The periodic
RF use can best serve such applications that require monitor-
ing of IoT devices, while the non-periodic access better fits
command transmissions from the smartphone. If periodic,
the app specifies the period T and the active time α in each
period. For example, the app may need to use the RF every
T = 10 seconds and each time it uses the RF for α = 100
ms. In case it is not a periodic access, the app should specify
the active time α along with the time of desired operation t
and the deadline δ. Through the latter two values, the app
tells the scheduler that it needs to use the RF for α during
[t, t+ δ].

For both periodic and non-periodic accesses, the app
should declare the priority p. Higher priority tasks can
preempt lower priority tasks. The priority should be used
at the user’s discretion. In addition, the channel (frequency)
information f given by the app in the previous section
is used in the scheduling. When the coordinator switches
apps, the RF needs to switch channels. The channel switch-
ing delay at the RF may depend on the distance between the
switched bands as well as the RF hardware characteristics.
For instance, in the USRP B200 RF, it distinguishes three
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frequency ranges with boundaries on 1.3 GHz and 4 GHz.
Within the same range, the switching delay is approximately
370 ms. Across ranges, it is approximately 490 ms. If there
is differences in the switching time like this, the scheduling
algorithm should be modified to reflect it.

5.2.2 Service discipline
RF access requests are served in first-come-first-served
(FCFS) manner. One may wonder why we do not group
requests depending on the closeness of the operating fre-
quency bands. Indeed, it could reduce the channel switching
overhead and give more time for reception and transmis-
sion. For instance, suppose three requests A, B, and C arrive
in the given order. Moreover, suppose A and C use 2.4 GHz
ISM band whereas B uses 5.8 GHz ISM band. Assuming they
are all periodic requests with the same period for simplicity,
if we serve them in FCFS using USRP B200 RF, the channel
switching overhead is 1470 ms (= 490 ms × 3) per each
round. But if we serve A and C first and B later, the overhead
will be 1350 ms (= 370 + 490 + 490). However, changing the
service order on the scheduler is not as simple a matter as
it seems. When an app specifies a certain schedule, the app
and the IoT device have probably agreed on it. They will
expect the RF to be ready at the specified times. Dynamically
changing the order of service based on the locations of the
operating frequency band for arriving apps would require
additional cross-layer interaction between the apps and the
coordinator as well as possible re-negotiation between the
smartphone app and the IoT device. In future work, we
will explore a scheduling framework that incorporates such
interactions, but in the present work, we use the FCFS
discipline in processing the requests.

Algorithm 1 and 2 below comprise the scheduling algo-
rithm used in the coordinator. In the algorithms, f is the
center frequency, T is the period of the periodic task, and α
is the active time for each period. On the other hand, t is the
start time and δ is deadline in non-periodic requests. Finally,
the task priority p is given.

Upon receiving a scheduling request, the scheduler first
checks whether it is periodic or not. Non-periodic tasks
specify the period T as a null value, whereas periodic
tasks specify a real period. If a non-periodic request R
arrives, the scheduler needs to check if it can occupy the
requested active time α during [t, t+ δ]. It is performed by
calling NP.Add(·). For the task to be scheduled, the time
duration of size δ − α should be available in [t, t + δ].
If not, the priority of the request p is checked. If there is
any occupant in [t, t + δ] that is of lower priority, then
it is preempted. In these two cases, FindPriGap(·) finds
the first time instance at which either condition is satisfied,
and returns the corresponding position in the task queue Q.
Then R is scheduled there. Otherwise, the new non-periodic
request is rejected as unschedulable, which is notified to the
requesting app.

For example, suppose a new non-periodic task requests
20 time units starting from t = 300, with a deadline of 20.
Then there should be a space of 10 time units available in
[300, 320] window. In Fig. 7, we show a case where such
non-periodic task finds a gap between existing scheduled
tasks. A new non-periodic task D finds a gap between B
and C that are respectively scheduled at t = 200 and 330.

Algorithm 1 Scheduler - nonperiodic
1: procedure Schedule(R(f, T, α, t, δ, p))
2: if T = ∅ then ◃ Check request type
3: NP.add(R(f, t, α, δ, p)) ◃ Non-periodic
4: else
5: P.add(R(f, T, α)) ◃ Periodic
6: end if
7: end procedure
8:
9: procedure NP.ADD(R(f, t, α, δ, p))

10: G = FindPriGap(f, t, δ, α, p)
11: if G ̸= ∅ then ◃ Found gap, admit R
12: Q(G)← R
13: return true
14: else
15: return false
16: end if
17: end procedure

Since B will release the RF at t = 220 and C will only start
at t = 330, D can be scheduled at the requested time.

Now suppose the non-periodic task D requests to be
started at t = 20 (i.e., “now”) instead of at t = 300. Task
A has been already scheduled at t = 20 for 10 unit times.
But D can be scheduled because the deadline is at t = 40. So
D can be scheduled at t = 30 as soon as A relinquishes the
RF. But if D requests to be started at t = 200, collision with
B is unavoidable. In this case, the scheduler checks which
task has a higher priority. In this example, D has higher
priority than B, so B is preempted by D. Although the
preemption can temporarily disrupt the preempted app, it is
the discretion of the user to designate the priorities, and the
decision is left to the user. If the user does not want an app
to be preempted by others, she should give a high priority
to the app. Notice that the preemption by non-periodic tasks
causes one-time disruption. Finally, after a non-periodic task
is served, it is purged from the queue.

Fig. 7. Gap is found in the task queue

In case of periodic tasks, they are maintained in the
task queue and repeatedly served. For example, after A is
served at t = 20 in Fig. 7, it is removed from the head
of the queue and rescheduled at t = 120 according to its
submitted description. Since the rescheduled time is still
ahead of B’s start time, A is put back into the head of
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the queue. This way, the tasks A, B, and C are served in
the order of A,A,B,A,A,C,B,A,B,A,C, . . .. A caveat is
that FCFS is applied when the request is first accepted by
the coordinator, not when the tasks are actually served. The
service is determined by the accepted schedule of each task.

Algorithm 2 Scheduler - periodic
1: procedure P.ADD(R(f, T, α))
2: Tgcd ← gcd(gcd(∀periodicR′Q(R′).T ), T )
3: ◃ get GCD of periods of R and existing requests
4: if Tgcd = 1 then
5: ◃ Can’t schedule if relatively prime
6: return false
7: end if

◃ Total RF use time of existing tasks
8: for i = 0 to Q.size()− 1 do
9: U ← U +Q(i).α+DSW (Q(i).f → Q(i+ 1).f)

10: end for

11: U ← U + α+DSW (f → Q(0).f)
12: ◃ Add α and DSW for R

13: if U > Tgcd then
14: ◃ if U is larger than Tgcd, R cannot be scheduled
15: return false
16: else ◃ Still time, admit R
17: Q← R
18: return true
19: end if
20: end procedure

(a) Relatively prime periods

(b) Use time exceeding GCD of periods

Fig. 8. Causes of scheduling failure for periodic task requests

Algorithm 2 shows how the periodic scheduling decision
is made. The scheduler checks two constraints before it
accepts a new periodic task to the task queue. The first check
is made in lines 2 - 4. If the period T of the new request is
relatively prime with those of the existing requests, collision
is unavoidable and the request is rejected. Fig. 8(a) shows
a projected timeline that shows a simple illustrative case
for rejected request. Suppose there is an existing request
(T, α) = (5, 1), that started at t = 1, when a new periodic
request that comes in at t = 2 has (T, α) = (6, 1). In
this case, the periods of these two requests are relatively

prime, so we cannot schedule the new request. Collision
can take place at different times depending on the starting
times t, but relatively prime periods are bound to collide.
With the given start times in the example, the collision takes
place at t = 26. Finally, when collision is inevitable, we
declare failure and reject the new request. We do not allow
preemption between periodic tasks based on task priorities
in the present work for two reasons. First, the disruption is
not transient as in the non-periodic case. Second, the priority
relation between different periodic tasks is hard to define
clearly at this stage of IoT application developments. So we
defer the scheduler extension to a future work.

Even if the period of the new request is not relatively
prime with existing ones, its use time α may cause collision.
Thus we need the second check that happens in lines 8 -
14. First, we obtain the total use time U that reflects both
the sum of α’s from all tasks and the frequency switching
time between requests (lines 5 – 8). So far, we assumed for
ease of explanation that the channel switching delay to be
negligible (as in Fig. 8(a)). But as we discussed earlier, the
RF switching delay DSW between bands is non-zero and
device-dependent. In line 9, DSW (Q(i).f → Q(i + 1).f)
is the RF switching delay from task Q(i) to Q(i + 1). In
Fig. 8(b), we show an illustrative example. Here, we have
two existing requests. Namely, Q = {(20, 4), (100, 1)}.
The new request has (10, 3). Suppose the switch of tasks
cause a uniform overhead DSW = 1 unit at the RF. Note
that the sum of the use times and the associated channel
switching overhead, U , is 11 (= (4+1+3)+(1+1+1)). But it is
larger than the GCD (=10) of the periods. In this case, no
alignment within the GCD window can prevent the collision
between the existing and the new requests. In Fig. 8(b), the
collision takes place at t = 21. Finally, if R satisfies the two
constraints, the algorithm admits R by enqueuing it in the
task queue (line 17).

Fig. 9 shows the packet trace when we turn on three
applications on the smartphone that is running two SDRs
concurrently. The ZigBee Rx task receives a 113 byte frame
from a ZigBee sensor mote every two seconds. Every time
it uses the RF for 200 ms. The WAVE Rx has 5 s period, and
it uses the RF for 200 ms every time to receive a 100 bytes
frame from a commercial WAVE OBU. The ZigBee Tx task
transmits a 48 bytes frame whenever asked by a user. We can
see that the coordinator successfully distributes the RF time
to the three tasks. In the trace, we can observe some packets
are lost. But these are due to the poor channel conditions,
not due to scheduling errors.

 0  10  20  30  40  50  60

time (s)

ZigBee TX
WAVE RX
ZigBee RX

Fig. 9. Packet trace from our prototype that runs three concurrent tasks
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5.3 Coordinator overhead
Fig. 10 shows the overhead that the coordinator incurs in
terms of delay, when it receives IEEE 802.15.4 frames. IEEE
802.11 case is similar. The coordinator delay is unavoid-
able because it lies between the app and the SDR that it
uses. When only a single SDR exists, the coordinator is
not needed. In this case, after the SDR decodes the frame
and finishes checking its cyclic redundancy check (CRC),
it delivers the frame to an app by calling through the
JNI interface the receiver routine in the app. In case the
coordinator is used, the SDR calls the coordinator instead,
which in turn forwards it to the app. In Fig. 10, the dashed
curve is the delay distribution when the coordinator exists
between the SDR and the RF. The solid curve is the frame
delivery latency when the SDR accesses the RF without the
mediation of the coordinator. We observe that the use of
the coordinator has less than 2 ms additional median delay.
In the worst case, it is less than 10 ms. Compared with
other delay elements such as the channel switching delay,
the delay caused by adding the coordinator component is
much smaller.

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  2  4  6  8  10

C
D

F

frame delivery latency (ms)

Delivery w/o coordinator
Delivery w/ coordinator

Fig. 10. Scheduler overhead for IEEE 802.15.4 reception

6 PERFORMANCE OF SDRS

We implemented the IEEE 802.11p and IEEE 802.15.4 SDRs
as apps, and executed them on a few smartphones with
different processing capabilities and architectures. Below,
we present the performance numbers of the SDRs, which
do not include the RF switching and coordinator latencies.

6.1 Smartphone platforms
We mainly use two smartphone platforms in our evaluation:
Samsung Galaxy S4 LTE-A and Galaxy S5. Their specifica-
tions are given in Table 2. But in order to get a perspective in
how the measured performance projects into future, we will
provide the data from older phones such as S2 as deemed
necessary.

In our earlier works [23], [24], [29], we notice that the
instruction architecture and cache architecture used in the
given smartphone do affect signal processing performance.
In this paper, however, we focus on proving the viability
of the proposed idea that smartphone SDR can be made
an enabler of the Internet of Things even in face of the
diversification of wireless protocols. We defer the topic of
tuning the SDR performance as a function of the underlying
processor architecture to a future work.

TABLE 2
Specifications of the employed smartphones

Platform Galaxy S4 Galaxy S5
AP Snapdragon 800 Snapdragon 801

Cores 4 4
Clock 2.265GHz 2.5GHz

OS Android 4.3 Android 4.4.2
(Jellybean) (KitKat)

L0 Cache 8KB 8KB

L1 Cache 16KB (instr.) 16KB (instr.)
+ 16KB (data) + 16KB (data)

L2 Cache 2MB 2MB

6.2 Execution times

6.2.1 IEEE 802.11p SDR execution time

In this experiment, we perform IEEE 802.11p packet trans-
mission and reception using the SDR. As in SORA [14], we
use a separate thread for the Viterbi decoder, as it is known
to be the heaviest workload in the baseband processing
on PC testbeds [14], [15]. Fig. 11 compares the total signal
processing time for encoding and decoding a 1 KB 802.11p
packet on various smartphones. Here we let the decoding
chain run continuously whereas the encoding chain runs
only when we transmit a frame. It affects the performance
of some components in the given hardware platform. For
instance, the cache miss ratio is higher in encoding. In
decoding, however, lookup tables, fetched sample blocks
and states loaded in cache are frequently accessed, keeping
the cache warm. In case we use the USB I/O to connect to
the external radio, getting the USB ready for use can incur
latency [29]. For decoding, on the other hand, continuous
operation amortizes the cost.

We notice that both encoding and decoding times are
within required time limit on recent smartphones for 3 Mb/s
and 6 Mb/s rates. Note that the latter is the most stable
PHY data rate on the road environment [28]. The execution
time is approximately halved compared with the 3 Mb/s
case, because 6 Mb/s in IEEE 802.11p uses QPSK instead
of BPSK. Each symbol carries 2 bits instead of 1, so the
number of symbols to process given the same packet size
of 1KB is halved. Notice that the time requirement is also
halved due to the doubled data rate. The lesson here is
that the SDRs on today’s smartphones can even deal with
relatively high-speed protocols such as IEEE 802.11 in real-
time transmission, so they can readily handle lower-speed
IoT protocols.

3 Mb/s Decoding Encoding Android versionReq. (ms) 2.667 2.667
Nexus 4.741 5.717 Icecream Sandwich

S2 4.594 6.812 Gingerbread
S4 2.078 2.291 Jellybean
S5 1.659 2.196 KitKat

(a) Total execution times per packet for 3 Mb/s

6 Mb/s Decoding Encoding Android versionReq. (ms) 1.333 1.333
S5 0.743 1.213 KitKat
(b) Total execution times per packet for 6 Mb/s

Fig. 11. Total execution times in IEEE 802.11p SDR
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6.2.2 IEEE 802.15.4 SDR execution time
Fig. 12 shows the average encoding and decoding times for
9B and 100B packets. For 9B payload, there are 28 bytes
to encode and decode including the MAC payload and the
PHY and MAC headers, so the deadline is 0.896ms. For
100B payload, it is 3.84ms. In both cases, recent smartphones
make the deadline. This result tells us that smartphones
are evolving fast, and today’s smartphones have become
capable enough to execute the software IEEE 802.15.4 in real
time.

9 Byte Decoding Encoding Android versionReq. (ms) 0.896 0.896
S2 1.272 0.268 Gingerbread
S4 0.553 0.066 Jellybean
S5 0.449 0.061 KitKat

(a) Total execution times per 9 byte packet

100 Byte Decoding Encoding Android versionReq. (ms) 3.84 3.84
S2 4.52 1.277 Gingerbread
S4 3.099 0.264 Jellybean
S5 2.295 0.217 KitKat

(b) Total execution times per 100 byte packet

Fig. 12. Total execution times in IEEE 802.15.4 SDR

6.3 Power consumption

Here, we measure the power consumption of our prototype
system. Since the smartphones are battery-operated, power
consumption is an important aspect that may affect the
viability of the smartphone SDR. In IoT applications, how-
ever, the interactions between smartphones and IoT devices
will typically be ephemeral and sporadic. For example,
turning lights on and off, or checking the room temperature
using a smartphone will be done in a couple of seconds.
Therefore, the issue will not be as serious as in running
high-speed connections for an extended period of time, as
in downloading files in LTE. For Internet of Things, the
power consumption of the software defined radio will not
be the biggest concern. Moreover, in case the phone vendors
support IoT SDRs in future, they will provide an internal
RF that will consume much less power than the external
USRP B200 board that we use for our prototype. So what we
present here is for the qualitative understanding of power
consumption dynamics on a smartphone-based SDR, and
the numbers should not be taken as representing the power
requirement for the smartphone SDR systems in future.

6.3.1 Test configurations
We consider seven configurations as follows.

We have three configurations as far as the shared RF
(USRP B200) is concerned. First, it can be disconnected from
the USB port of the smartphone (Case 1). Second, it can
be connected to the USB port, but the firmware and FPGA
images and the parameters are not configured at B200 (Case
2). So in this state the external RF is not usable, although
there is current draw to the device from the smartphone
battery. Note that this configuration is not used in real oper-
ation of our system, since the coordinator loads the images
and configures the parameter as soon as it begins execution.

TABLE 3
Configurations for power consumption tests

Case USRP B200 Display Sensor OBU
1 Disconnected Idle Off Off
2 Connected Idle Off Off
3 Configured Idle Off Off
4 Configured Sensor data On Off
5 Configured WAVE beacon Off Off
6 Configured WAVE beacon Off On
7 Configured Sensor data On On

+ WAVE beacon

We include this configuration in the test to investigate the
power consumption characteristics of the external RF we
use. Finally, it can be ‘configured,’ where the firmware and
FPGA images are loaded on B200 and all parameters for
operation are configured. These parameters are master clock
rate, sampling rate, channel frequency, channel bandwidth,
and gain (Table 4).

TABLE 4
Channel configuration parameters for IEEE 802.11p and IEEE 802.15.4

Parameter 802.11p 802.15.4
Tx Rx Tx Rx

Master clock rate (MHz) 40 32
Sampling rate (MS/s) 20 10 4

Channel frequency (GHz) 5.860 2.425 2.480
Channel bandwidth (MHz) 10 2

Gain(dB) 50 50

For power consumption measurement, we run two ap-
plications for all cases: one app receives sensor readings
from the Tmote Sky mote that monitors the humidity and
the temperature of the ambient air, and the other app re-
ceives BSMs from the WAVE OBU. These two user apps use
split screen (Fig. 15) to display their received data. They can
be idle, not receiving anything, as in Cases 1-3. Otherwise,
they receive packets from their respective peers through the
coordinator. In Cases 4-7, we test different combinations of
peer device operation. The sensor mote and the WAVE OBU,
when turned on, transmit packets back-to-back, respectively.
So the user apps require full-speed decoding operations
when they receive data from the peer device. The difference
between Case 5 and 3 is that we force the IEEE 802.11p SDR
to decode the samples from the RF in Case 5. Obviously,
the decoding will fail because the WAVE OBU is off. But
this mode of operation is tested to see the battery usage
for software carrier sensing we implement in our system.
The energy detection and then correlation computation for
preamble detection continues for IEEE 802.11p, which incurs
power cost. Note that since the preamble detection never
succeeds in Case 5, some routines such as Viterbi are not
executed in Case 5.

6.3.2 Measurement

Using Monsoon power monitor, we observe the battery
drain during at least one second of operation in each case,
and the results are shown in Fig. 13. The input voltage is
3.85 V in Galaxy S5, so power consumption can be obtained
by multiplying the value to the current draw of each case.
Case 1 is when there is no communication, as the USRP B200
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Fig. 13. Current draws for the test configurations

is disconnected. Instead, the two user apps and the coordi-
nator are on, although they cannot produce anything on the
screen yet. The current draw in the first case thus represents
power consumption mostly by display. By comparing Cases
1 and 2 in Fig. 13, we observe that the USRP B200 draws
approximately 150 mA just by connecting. For all cases
except Case 1, this baseline current draw is always incurred
by B200. Now let us estimate additional current draws. For
Case 3, we load the images and configure the operational
parameters, getting the USRP ready to be used. This signifi-
cantly increases the current draw by approximately 500 mA,
even when the applications do not perform any effective
decoding operations, as the sensor mote and the WAVE
OBU are still powered off. Then in Case 4, we turn on the
sensor mote and let it transmit the sensory data towards
the smartphone. It adds another 300 mA to the current
draw. On the other hand, comparing Cases 4 and 6, we
notice that IEEE 802.11p reception (with no packet present)
consumes more battery than the IEEE 802.15.4 decoding.
It adds approximately 430 mA. When the WAVE beacons
begin to arrive and full decoding logic is engaged, the
additional current draw exceeds 500 mA. In total the IEEE
802.11p draws 1360 mA when it receives WAVE beacons
from the ARADA OBU. Considering the battery capacity of
3000 mAh in Galaxy S7, our system will completely drain
the battery in just over 2 hours. But in case we use WAVE
applications in vehicles, there is usually a stable power
source that the smartphone can use, such as cigar jack. So
this operating lifetime may not be a critical one. Note that
showing IEEE 802.11 SDR is not to propose replacing the Wi-
Fi chips by software on smartphones. Rather, it is to show
that smartphones are powerful enough to run such high-
speed protocols, so that smartphones can readily handle IoT
protocols.

Note that we included IEEE 802.11p in the power mea-
surement in this paper because it is one of protocols that
today’s smartphones do not speak and we want to show
that such high-speed protocol can be supported in software.
However, it is not a typical IoT protocol. As mentioned
above, most IoT protocols will require only occasional and
short-lived communications. Even in case IoT applications
require continuous operation such as fire alarm, they will
utilize duty cycling in communication. For example, if 10%
duty cycling is used and if we can include the radio front for
IoT protocols in smartphones, the power consumption for
IoT operations will significantly drop to make the proposed
concept viable.

6.3.3 Switching between SDRs
As a single shared RF does not allow continuous reception
on two different frequency bands, we cannot perform de-
coding on both IEEE 802.15.4 and IEEE 802.11p SDRs at the
same time. So instead, in Case 7, we attempt to alternate
between these two SDRs. Fig. 13(d) exhibits similar current
draw values as before, but there is a noticeable aspect of
using USRP B200 for a shared RF. It can take as much
as 490 ms to change the values of the channel parameters
(see Table 4). The master clock rate change alone takes
approximately 120 ms, and the change of frequency bands
takes another 370 ms. Table 5 shows the measured latencies
for each parameters. We find through this experiment that
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TABLE 5
Parameter change latencies

Changed parameter Latency (ms)
802.11p ↔ 802.15.4 802.15.4 ↔ 802.15.4

Master clock rate 122.8 120.5
Sampling rate 3.3 2.9

Frequency 358.3 241.5
Gain 6.3 7.3

Bandwidth 0.7 0.7
Total 491.4 373.0

when we share a RF between multiple SDRs, changing the
physical layer parameters in a short amount of time will
be a pressing problem. In particular, the master clock rate
and the frequency band change incur the highest latencies.
In case we move between IEEE 802.15.4 in 2.4GHz and
IEEE 802.11p in 5.9GHz, the master clock rate change in
the USRP device takes much longer than when we move
between identical technologies that do not require clock rate
change. This tells us that we need to use the same master
clock rate if we need to reduce the technology switching
delay. But the ideal condition may not be workable on some
hardware platforms. The USRP B200 hardware we use in
our prototype is an example. The device allows the master
clock rate to be configured, but it has to be 2kX · Ru where
Ru is the sampling rate required by the application. In case
of IEEE 802.15.4, the sampling rate we need for the incoming
802.15.4 frame is 4MHz. We use k15.4 = 3 in this paper. For
802.11p, k11p = 1 with the required sampling rate is 20MHz.
Although forcing the two technologies to use the same
master clock rate will lead to a smaller latency when we
switch the technologies, it is not possible to find the greatest
common divisor (GCD) just by varying kX . Therefore, we
need to use some other techniques such as soft decimation
so that we can use the same master clock rate for the wireless
protocols that share a RF.

Fig. 14 shows that the light bulb and the sensor mote
apps are displaced by only 55MHz, but these ZigBee apps
and the WAVE app, by more than 2.4GHz. But the frequency
band change seems to incur comparable delays regardless
of the extent of the frequency band shift. For sharing a
RF efficiently among IoT SDRs, its hardware should be
designed to minimize the latency upon any frequency bands
changes.

Fig. 14. Frequency bands used by our apps

7 APPLICATIONS

In order to demonstrate the viability of our idea, we im-
plement a prototype on a Galaxy S5 smartphone. Using
the prototype, we execute three different apps (see Fig.
15) that use software radio communication to run concur-
rently. They respectively communicate with Phillips Hue
LED light, Tmote Sky sensor mote, and ARADA WAVE
OBU. Fig. 15 shows the smartphone screen capture when
these apps are running. The first two use the IEEE 802.15.4
protocol whereas the third uses the IEEE 802.11p protocol.
For convenience of presentation, we let a single app both
read the sensor data and control LED light, whereas another
app receives WAVE beacons from the OBU. In the figure,
the top half is for WAVE communication app. We let an
application on the ARADA OBU to transmit periodic bea-
cons at 10Hz, where each beacon carries the GPS location
data fed to the OBU from an external GPS device. The
GPS data is encapsulated in a WSMP protocol [30] then
in the IEEE 802.11p frame. The 802.11p SDR receives and
decodes the packet, and sends it to the smartphone app
that extracts and displays the GPS location information. In
the bottom half of Fig. 15, an application that both reads
the temperature and the humidity data from the Tmote Sky
mote and controls the Phillips Hue light. The latter is done
through the user pushing one of the two buttons TX Light
OFF or TX Light ON. Fig. 15 shows that Galaxy S5 reads
in sensing data from a TMote Sky mote through its SDR. A
user app that displays the room temperature and humidity
obtains the data from the mote through the coordinator
app, which in turn use the 802.15.4 communication with
the sensor mote in SDR. The smartphone is showing that the
room temperature is 26.18 degrees Celsius and the humidity
is 34.51%.

Fig. 15. Concurrent execution of SDR-using apps through the coordina-
tor (left: screen capture)

We believe that the type of apps tested in this paper will
be prevalent in future IoT environments. The Phillips LED
light control represents home and office automation applica-
tions, where smartphones can be used to control various ap-
pliances. The sensor reading represents a workload that can
be found in buildings and factories, where a smartphone can
be used to monitor the status of a building structure or a pro-
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cess in the factory. Finally, the WAVE beacon exchange app
represents another important mode of machine-to-machine
communication. We will explain the WAVE application in
more detail below. Combined, these test apps represent
possible IoT interactions for a large fraction of our typical
living environment: home/office/building/factory/vehicle.
Although Galaxy smartphones have neither ZigBee nor
WAVE baseband chip in it, they can communicate with these
devices using the SDRs implemented in the coordinator and
the external RF.

8 CONCLUSION

This paper investigates the feasibility, applicability, and
ramifications of implementing software defined radio on
smartphones as an IoT device. On feasibility, we demon-
strate that today’s smartphones are capable in terms of
computation capacity to bear the signal processing work-
load required to run some popular wireless protocols. Their
hardware architectures that do not consider the possibility
of smartphone SDR and block the datapath from RF to ap-
plication processor is the only remaining major roadblock.
On applicability, we use the proof-of-concept prototype in a
few use cases where smartphones interact with commercial
IoT devices such as a Tmote Skey sensor mote, a Phillips
Hue lightbulb, and an ARADA WAVE OBU. In essence,
these example applications show that SDR in smartphones
can vastly expand their capability to interact with surround-
ing smart environment, without investing separate hard-
ware chips and precious real estate in the device. With an
open and shared RF, smartphones can support less popular
protocols, proprietary protocols, and experimental protocols
without risking hardware investments.

ACKNOWLEDGMENTS

This work was supported by the National Research
Foundation of Korea (NRF) Grant funded by the Ko-
rean Government NLRL 2011-0028892 (MEST) and NRF-
2015R1A5A7037674 (MSIP).

Yongtae Park received the B.E. and M.E. de-
grees from Korea University, Seoul, Korea, in
2010 and 2012, respectively, where he is cur-
rently working toward the Ph.D. degree. His
research interests include network virtualiza-
tion, multimedia networking, vehicular network-
ing, software radio, cognitive radio, and mobile
computing.

Seungho Kuk received the B.E. degree from
Korea University in 2014 and is currently a Ph.D.
student at Korea University. His research inter-
ests include mobile computing, vehicular com-
munication and software defined radios.

Inhye Kang is a professor at University of Seoul.
She received her Ph.D. from University of Penn-
sylvania in 1997. Prior to joining University of
Seoul in 2002, she was a senior researcher at
Samsung SECUI. Her research interests include
formal methods, software engineering, and se-
curity.

Hyogon Kim is a professor at Korea Univer-
sity. Prior to joining Korea University, he was a
research scientist at Bell Communications Re-
search (Bellcore), Morristown, New Jersey, and
an assistant professor at Ajou University, Korea.
His research interests include vehicular commu-
nication, Internet of Things, and mobile comput-
ing.



1536-1233 (c) 2016 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/TMC.2016.2570749, IEEE
Transactions on Mobile Computing

14

REFERENCES

[1] Nest. Life with Nest Thermostat, https://nest.com/thermostat/
life-with-nest-thermostat/.

[2] Kwikset. Did You Lock Your Doors This Morning?,
http://www.kwikset.com/Wireless-Technology/Homeowners/
RemoteAccess.aspx.

[3] Phillips. Hue, Professional Wireless LED Lighting, http://www.
meethue.com.

[4] Lutron. Lutron Smart Bridge and App, http://www.lutron.com/
en-US/Products/Pages/SingleRoomControls/CasetaWireless/
Overview.aspx.

[5] Sonos. Rock-Solid Wireless, For Every Setup, http://www.sonos.
com/en-wo/rock-solid-wireless.

[6] Rollertrol Automation Systems.
[7] Belkin. Make It Wemo: Your Home at Your Fingertips,

http://www.belkin.com/us/Products/home-automation/c/
wemo-home-automation/.

[8] SmartThings. Works With SmartThings, http://www.smartthings.
com/product/works-with-smartthings/.

[9] P. Moorhead. The Problem With Home Automation’s Internet Of
Things (IoT), http://www.forbes.com/sites/patrickmoorhead/
2013/09/26/the-problem-with-home-automations-iot/, Septem-
ber 2013.

[10] AT&T. Digital Life, https://my-digitallife.att.com/learn/.
[11] M. Cornwall, M. Johnson, and J. Buffington. Versatile radio

packeting for automatic meter reading system, US Patent 7830874,
November 2010.

[12] P. Johnson. New Research Lab Leads to Unique Radio Receiver.
E-Systems Team, 5(4), May 1985.

[13] P. Hoeher and H. Lang. Coded-8PSK modem for fixed and
mobile satellite services based on DSP. In Proceedings of First Int.
Workshop on Digital Signal Processing Techniques Applied to Space
Communications, November 1988.

[14] K. Tan et al. Sora: High-Performance Software Radio Using
General-Purpose Multi-Core Processors. CACM, 54(1), January
2011.

[15] J. Kim, S. Hyeon, and S. Choi. Impelementation of an SDR System
Using Graphics Processing Unit. IEEE Communications Magazine,
March 2010.

[16] T. Schmid. GNU Radio 802.15.4 En- and Decoding, 2006.
[17] H. Lee. A Baseband Processor for Software Defined Radio Terminals.

PhD thesis, U. of Michigan, 2007.
[18] B. Bloessl, M. Segata, C. Sommer, and F. Dressler. Towards an

Open Source IEEE 802.11p Stack: A Full SDR-based Transceiver in
GNU Radio. In Proceedings of IEEE Vehicular Networking Conference,
2013.

[19] Texas Instruments. Small Form Factor SDR Development Plat-
form, Product Bulletin, 2007.

[20] Rice University. WARP: Wireless Open Access Research Platform,
2013.

[21] M. Cummings and S. Haruyama. FPGA in the Software Radio.
IEEE Communications Magazine, 1999.

[22] J. Glossner, E. Hokenek, and M. Moudgill. The Sandbridge Sand-
blaster Communication Processor. In Proceedings of 3rd Workshop
on application Specific Processors, 2004.

[23] Y. Park, J. Yu, J. Ko, and H. Kim. Software Radio on Smartphones:
Feasible? In Proceedings of ACM HotMobile, February 2014.

[24] Y. Park, J. Ko, and H. Kim. Software Defined Radio - on a Smart-
phone, as an App!, http://widen.korea.ac.kr/mobicom14demo.
pdf. In Proceedings of ACM Mobicom 2014 (demo abstract), September
2014.

[25] R. Chokshi. Yes! Wi-Fi and Bluetooth Can Coexist in Handheld De-
vices, Marvell White Paper, http://www.marvell.com/wireless/
assets/Marvell-WiFi-Bluetooth-Coexistence.pdf, March 2010.

[26] BBC News. MWC 2016: LG G5 smartphone has modules to
add functions, http://www.bbc.com/news/technology-35623823,
February 2016.

[27] Etthus Research. USRP B200 Information Sheet, https://www.
ettus.com/product/details/UB200-KIT.

[28] F. Bai, D. D. Stancil, and H. Krishnan. Toward understanding
characteristics of dedicated short range communications (DSRC)
from a perspective of vehicular network engineers. In Proceedings
of ACM Mobicom, 2010.

[29] Y. Park and H. Kim. http://widen.korea.ac.kr/spsdr.pdf, 2014.
[30] IEEE 1609 WG, IEEE Standard for Wireless Access in Vehicular

Environments (WAVE) — Networking Services, IEEE Std 1609.3-
2010, 2010.


