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Abstract—Mobile applications are becoming more and more popular with the prevalence of mobile operating systems and 
mobile Internet. Many of them consume services provided by the underlying infrastructure and platforms as a part of their 
application environmental contexts. However, application failures or downgrade in performance may be the results due to 
inadequate provisions of these environmental issues in the implementations of the mobile applications. In this paper, we propose 
a framework to enable mobile applications to consume services offered by a reliable context provider with high probability in run 
time. We report a case study on a suite of five real-world mobile applications with 74 real faults on real mobile phones involving 
50 users. The results of the case study show that our framework can significantly improve the reliability of mobile applications 
with respect to the failures due to buggy-context-provider faults with low slowdown and energy overheads.  

Index Terms—Energy Efficiency; Context-Awareness; Mobile Application; Fault Tolerant; Reliability; Android 
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1 Introduction 
Building a reliable system is a challenging task 

[6][19][25]. There is no exception for building such 
mobile applications. Applications running on mobile 
platforms (such as the Android OS) may crash, 
malfunction, or become nonresponsive. These errors 
may lead to problems such as data loss, corruptions of 
the mobile phones, excessive network bandwidth usage, 
or wastage of the battery power of the phones. 
        The functionality of Android applications relies on 
the underlying sensors of a mobile phone. There are far 
more customized Android phone models provided by 
different vendors than the number of phone models that 
developers can afford to test against their applications 
[36]. At the same time, the vast majority of phone 
emulators still lack sufficiently high fidelity to help test 
these context-sensitive features implemented by these 
applications.  

As such, previously unknown faults in these mobile 
applications may manifest into failures when the phone 
users utilize these applications in their operation 
environments [6][37]. General users do not have much 
choice but to restart the same applications after the 
crashes or non-responsiveness, wishing that these 
applications will not crash again before the users 
complete their intended operations. It is critical to 
improve the probabilities of successful completion of an 
operation between application failures. In this paper, we 
aim at addressing this software reliability issue. 

In pervasive computing, a context is an attribute that 

characterizes the computing environment [5]. For a 
mobile phone, multiple context providers may provide 
different context instances [32] for the same context, or 
serve as the channel to output data to the environment. 
Moreover, a mobile application may select among 
various context providers to cater for their needs. For 
instance, if wireless radio connectivity is a context, 
various wireless channels (provided by all carriers) such 
as 2G, 3G, 4G, or WiFi are providers of this context. 
Similarly, the value of a location context can be provided 
by different location estimation sensors (such as GPS, 
Radio network, and WiFi), which serve as context 
providers. These context providers normally update 
their states in real time while the phone is operating.  

However, each context provider may also become 
either unavailable or unreliable sometime and 
somewhere. For instance, if a mobile phone is placed 
near magnetic equipment, a 3D magnetic motion sensor 
of the phone may be malfunctioning, and yet a video-
based motion sensor may still analyze the images to 
estimate the 3D motion of the phone quite accurately. 
Similarly, when many passengers in a subway train 
cabinet attempt to use their phones within a short period 
(say, in response to breaking news), some of them may 
not be able to acquire successful network accesses, and 
yet their mobile applications may keep their users 
waiting, blocking them to do anything useful.  

The above examples illustrate that context providers 
supplying unreliable context instances to individual 
mobile phones may not be handled appropriately by the 
applications on these mobile phones [14]. If the 
implementation of an application cannot gracefully 
handle such unreliable situations, the operations of the 
application will be adversely affected.  

In this paper, we refer to such faults in the program 
implementations as faults triggered by unreliable context 

xxxx-xxxx/0x/$xx.00 © 200x IEEE 

———————————————— 
• Bo Jiang is with School of Computer Science and Engineering, Beihang 

University, Beijing, China. E-mail: jiangbo@ buaa.edu.cn. 

Manuscript received (insert date of submission if desired).  



1939-1374 (c) 2016 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/TSC.2016.2561922, IEEE
Transactions on Services Computing

 

 

providers. We will also use CP to denote a context provider. 
In this article, we focus on faults triggered by unreliable 
location context provider because location contexts are a 
highly important and representative class of context 
with wide deployment.   

To address the above problems, we propose 
FLANDROID, a novel and cooperative framework for 
the recommendation of reliable context providers. The 
characters “FL” in FLANDROID stands for Fault 
Localization, which indicates that our framework uses 
spectrum-based fault localization risk assessment 
formulas [10] to help identify reliable context providers. 
In general, context instance cleansing techniques [32] 
aim at continuing the use of a problematic context 
provider that supplies noisy context instances and use 
application-specific rules to filter out the context 
instances that violate the context inconsistency 
constraints. On the other hand, FLANDROID aims at 
assisting applications to select more reliable context 
providers instead of continuing the use of unreliable 
ones in supplying context instances. The monitoring unit 
of FLANDROID on individual mobile phones sparsely 
profiles the invocations of all the context providers for 
an application. The profiled data are transmitted to the 
ranking unit of FLANDROID residing on a cloud 
platform for the continual “health” assessment of 
individual context providers obtained from different 
phones. From time to time, the latest updates of the 
assessment results are transferred to the 
recommendation unit of FLANDROID on an individual 
mobile phone. Applications may then query the 
recommendation unit on the same mobile phone to 
obtain the recommendation and adaptively use more 
reliable context providers accordingly. 

Energy is a first-class citizen when performing 
operations on a mobile phone because of the limited 
battery power [40]. FLANDROID formulates a novel and 
lightweight scheme to select context provider usages on 
mobile phones. The scheme includes many features: 
sparse sampling, energy-aware data transmission, 
reliable context provider awareness, and incremental 
updates of context provider assessments. We will 
present them in this paper. 

We have evaluated FLANDROID on five 
representative real-world context-aware applications 
with 74 real-world faults in real mobile environments. 
Our experimental results show that, between two 
consecutive application failures due to the faults 
triggered by unreliable location context providers, 
FLANDROID significantly enhances the Mean number of 
Passes Between Failures (MPBF) by 25.5% to 144.4% with a 
negligible slowdown factor, which is less than 5%. The 
energy consumption overhead to transmit the data logs 
using the wireless channels is also manageable, again 
less than 5%. 

The main contribution of this paper is threefold. (i) 
It proposes the FLANDROID framework, which is, to 

the best of our knowledge, the first work that addresses 
the challenges raised by faults triggered by location 
context providers by dynamically improving the 
reliability of third-party Android-based applications. (ii) 
It is the first work that uses risk evaluation results from 
spectrum-based fault localization techniques to enhance 
the reliability of context-aware applications in general, 
and location-aware applications in particular. (iii) It 
reports a validation experiment that evaluates 
FLANDROID using real-world mobile applications with 
real-world faults in real mobile environments. The 
results show that FLANDROID solves practical 
problems in the real world.  

We organize the rest of the paper as follows: Section 
2 presents the background of this work followed by our 
FLANDROID framework in Section 3. Section 4 reports a 
case study to evaluate FLANDROID. Section 5 reviews 
the related work. Finally, Section 6 concludes the paper. 

2 Background 
In this section, we review the background of 

spectrum-based fault localization techniques and the 
data transfer scheme for Android applications. 

2.1 Program-Entity-Level Risk Evaluation 
Formulas for Debugging 

Spectrum-based fault localization (SBFL) 
techniques [18][31] analyze program execution traces 
with verdicts of passed/failed results to estimate the 
risks that individual program entities (such as 
statements or predicates) are responsible for the 
observed failures. A popular heuristic used by such a 
technique is that if a program entity frequently 
appears in a set of failed execution traces but rarely 
appears in a set of passed execution traces, it can be 
more suspicious to be faulty than otherwise. 

Quite a number of techniques of this kind have 
been proposed [18][31]. They are different from one 
another by their risk evaluation formulas. A typical 
formula consists of four parameters aef, anf, aep, and anp, 
Given a program entity s, the parameter aef denotes the 
number of failed execution traces that covers s, 
whereas the parameter anf denotes the number of 
failed execution traces that does not cover s. The 
parameters aep and anp are the same as aef and anf except 
that passed execution traces are counted instead. 

Take the formulas for Tarantula [10], Jaccard [3], 
Wong1 [30], and Ochiai2 [1] as examples. They are 
expressed as aef / (aef + anf) / (aef / (aef + anf) + aep / (aep + anp)), aef 
/ (aef + anf + aep), aef, and aefanp / ((aef + aep)(anp + anf)(aef + anf)(aep + 
anp))0.5, respectively. 

Each SBFL technique assesses every program entity 
by computing a score based on its risk evaluation 
formula. Based on the scores thus computed, these 
techniques then prioritize the program entities in 
descending order of the scores so that programmers can 
examine the program entities in turn. A metric known as 
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the recommended context provider with best health with 
respect to a particular context, and uses this healthiest 
context provider for its own context-aware activity. Our 
case study (see Section 4) shows that FLANDROID is 
able to significantly prolong the duration without 
encountering location context provider failures while 
maintaining low energy and performance footprints. 

 

Location Context Provider 
Aware  Android Application

Android 
Platform

<<FLANDROID>>
CP-Recommender

context provider
selection component

4. check for
context provider

recommendation

Rank context providers of each “filtered” 
context in terms of their relative health
perceived by FLANDROID

<<FLANDROID>>
CP-Monitor

1. probabilistically sample 
context provider usages

Context1:  e.g., network connectivity
Context providers for Context1 :  WiFi, 3G, 2G, fixed line

2. transfer 
usage samples 
in an energy-
aware manner

3. transfer the latest 
health assessment of the 

context providers in an 
energy-aware manner

(while step 2 is being 
performed)

<<FLANDROID>>
CP-Assessor

Cloud Platform
Make a health assessment on 
each context provider based on 
received data with context 
provider aging effects. 

Collect the context provider usage 
statistics per application process and 
transfer data logs to CP-Assessor.

Fig. 2. The FLANDROID Architecture 

3.2 Context Providers and their Predicates 
In this section, we present the notion of context 

provider predicates. In the current phone market, 
Android is the most prominent open-source platform for 
mobile phones. In the sequel, we present our model using 
the Android programming model. 

A context characterizes an aspect of the situation of an 
entity [5]. In our model, such an entity is an Android 
application (denoted by A). In the standard Android 
model, each system-wide context is abstracted by the 
Context class of the Android Application Programming 
Interface (API). This class is the interface to the Android 
operating system (OS) for the application A to request 
services and resources from the Android OS. 

Each type of context offered by the Context class has 
been well-defined in the Android API and is indexed as a 
unique value (denoted by αj here) specified in the 
Context class. For instance, to manage network 
connections, the application A should firstly invoke the 
API function getSystemService(αj) where αj = 
Context.CONNECTIVITY_SERVICE to obtain a reference 
to an instance of the Android ConnectivityManager class. 
Then, the application A may check and manipulate the 
type of network for data transmission. The 
ConnectivityManager class defines a list of distinct 
indexes (denoted by βj,1, βj,2, …, βj,n), each denoting a 
distinct type of network (such as WiFi, GPRS, or UMTS) 
to be used for the context αj. Similarly, by obtaining the 
LocationManager class, the application A may change its 
location service provider among the available choices, 

including NETWORK_ PROVIDER (cell-ID and WiFi) 
and GPS_PROVIDER, for instance. 

In this paper, we refer to the index αj (for j = 1, 2, …, m) 
defined by the Context class as the context αj. We also 
refer to the index βj,k (for k = 1, 2, …, n) defined by the 
manager object returned by getSystemService(αj) as a 
context provider βj,k. We model context and context 
providers as above because we are interested in handling 
such contexts, and the resultant framework can be 
generically applicable to all Android applications.  

With respect to a context αj, the application A may 
register one or multiple listener objects (for different 
context providers βj,k) to the manager object to express 
that A is interested in αj. Hence, by monitoring all these 
listener registration events, FLANDROID obtains the set 
of contexts that A is interested in. 

Each such event will eventually trigger an invocation 
of a callback function of A by the Android platform. With 
reference to the interface of callback functions provided 
by the Android API, we model such a callback function 
as a function f(x, y), where x is a data variable and y is a 
reference to a context provider βj,k that supplies the data 
kept in x. Whenever the variable x is used (in the sense of 
def-use association in data flow analysis [24]) at a 
program instruction, FLANDROID determines which 
particular context provider is associated with the 
invocation of the callback function. 

We model the read usage of each context provider in 
each listener callback function f(x, y) as a predicate 
entitled context provider predicate (or context predicate for 
short). For each context provider βj,k, we denote its 
context provider predicate by , , , where s is a 
program statement in the callback function f(x, y) that 
reads the value from the data variable x: , ,= 1	if	 	executes	 	in	 ( , )	where	 	contains	 , 																0	if	 	does	not	execute	 	in	 ( , )	where	 	contains	 ,  

Suppose that a location update is accessed via the 
onLocationChange callback of LocationListener. The CP-
Monitor tracks the Location objects passed as the 
parameter of onLocationChange. When a Location object is 
accessed by the application, the CP-Monitor records the 
value of the provider property of the Location object to 
identify the location provider for this particular 
invocation of onLocationChange. Our insight is that unlike 
other types of program variables in a program, variables 
for context providers only have a very limited set of 
values, which can be effectively used for our ranking 
purpose to identify more reliable (that is, healthier) 
context provider with respect to a region. 

For ease of presentation, we refer to each evaluation 
of a context-provider predicate as a p-event. In the 
Android API, every context or context provider is 
annotated with the keyword “final”. It implies that these 
values are universally the same across all Android 
applications. FLANDROID uses this property to 
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aggregate the usages of different context providers from 
different Android phones in the CP-Monitor, which will 
be presented in the next sub-section. 

3.3 CP-Monitor 
The CP-Monitor uses a combination of strategies to 

reduce the instrumentation overhead with respect to each 
Android application process (on a phone). These 
strategies include a lightweight predicate sampling 
strategy and an energy-aware statistics data reporting 
strategy over the wireless networks. We are going to 
present them in the rest of this sub-section. 

The CP-Monitor accepts a targeted sampling rate r% 
as its input. It uses this parameter to control the 
proportion of all p-events in an application execution of 
the application A to be sampled. 

Specifically, whenever an application A is about to 
execute the predicate to generate a p-event, the CP-
Monitor decides with a probability of r% to allow the 
evaluation of the predicate to take place. Suppose that p(y) 
is the predicate in question. If such an evaluation is 
allowed, the CP-Monitor appends y to a sequence tr 
(initially empty) for the program execution e of the 
application A. When the execution e terminates, the CP-
Monitor summarizes the sequence tr so that multiple 
entries sharing the same content y in tr become one log 
entry <y, cnt> in a log ω (initially empty), where cnt is the 
total number of occurrences of y in tr. It further appends 
the status (crashed, user reported error, ANR (which 
stands for application-no-response), or none of them) of 
the execution e to the log ω. For ease of reference, we 
refer to such a status as a ω-status. By doing so, another 
unit of FLANDROID (namely, the CP-Assessor) can 
determine whether the predicate evaluation result 
correlates to the normal termination of the application A 
in the execution e. The log ω is then made available 
(ready for transmitting to CP-Assessor). 

The CP-Monitor performs no on-the-fly 
summarization while receiving each p-event so that it 
does not slow down the execution of the application A 
unnecessarily. It makes summarization over tr because 
the statistics will be transferred over the wireless network, 
and hence it is desirable to reduce the size of data to be 
transferred as much as possible. 

To reduce the overhead further, the CP-Monitor keeps 
the log ω in memory and performs a lossless compression 
on the log ω before data transmission. 

The CP-Monitor also sets its priority to use the WiFi 
network (instead of the radio networks such as 2G and 
3G) whenever possible because using WiFi network 
connections drain significantly less energy than using the 
wireless radio connections (such as 2G and 3G) to 
transmit the same piece of data. Moreover, if a wireless 
radio connection has to be used, the CP-Monitor prefers 
to send the data of the compressed logs into fully-filled 
data transmission sessions. It realizes this strategy by 
appending such data to other such transmission sessions 

(from other networked applications) that still have empty 
spaces. Fig. 3 shows the state diagram for the novel data 
transmission scheme used by FLANDROID. 

With respect to data transmission, the CP-Monitor 
remains idle whenever there is no new log ω to transfer. 
If a new log ω is available, the CP-Monitor goes into the 
WiFi signal checking state. If no network is currently 
active, it will wait until such a connection is available. 
Optionally, the service can further query the CP-
Recommender about the reliability of wireless connection 
context providers (such as WiFi, 2G, and 3G), and uses a 
reliable transmission medium. 

If a WiFi connection is active, the CP-Monitor starts 
transferring data using the WiFi connection. Otherwise, 
if only a wireless radio connection is active, the CP-
Monitor transits into the data size checking state to 
examine the remaining amount of bytes of the log ω to 
be sent. If the data to be sent is large enough to form at 
least one bundle, the CP-Monitor sends the bundle 
immediately. If the data is still not large enough to form 
one bundle, it transits into the radio state checking state 
to look for chances of piggybacking. At the radio state 
checking state, if the radio connection is idle but the 
radio component is in the full power state, the CP-
Monitor sends the log by piggybacking. If there are new 
logs created to be sent, it transits into the data size 
checking state to look for chances for bundled transfer. 
Otherwise, it listens to the change events of the radio 
state and waits for the next timeslot of piggybacking or 
bundled transfer. If there is no outstanding data to send, 
the CP-Monitor returns to the idle state. 

 

Idle

New Log Created

WiFi Signal 
CheckingWiFi On

Sending 
Through 

WiFi

WiFi Off & Radio On 

Data Size 
CheckingData Large 
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Sending in 
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Radio State 
CheckingIdle & 

Full Power State

Sending by 
piggybacking

New Log Created

Radio State 
Changed

Data Sent

Connection
State 

Changed

 
Fig. 3. State Machine for Data Transmission Strategy 

of FLANDROID 

The CP-Monitor is designed to protect user privacy 
and security. The individual user IDs such as IMEI and 
IMSI are not collected because the recommendation is 
based on aggregated data. Moreover, the use of a small 
sampling rate leaks very little information about each 
individual user. As a result, if there are N users in the 
region where N is not a small number, there is very little 
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probability to recover the complete context “picture” of a 
particular user with the collected data. Finally, we can 
configure FLANDROID such that CP-Monitor and CP-
Recommender can be separately installed and enabled so 
that some users may just use CP-Recommender without 
contributing their data, some users may just contributing 
their data but not using CP-Recommender (with some 
reward mechanism), and some users can use both. 

3.4 CP-Assessor 
CP-Assessor is the context provider health assessment 

unit of FLANDROID. This unit receives logs from the 
CP-Monitor, possibly from different phones for the same 
application. Suppose that over a period of time, it has 
received N logs for the same application, say ω1, ω2, …, ωN. 
From these logs, CP-Assessor extracts the couples βj,k, s, 
where each couple is a pair of context provider and 
statement, from every such log, and puts them into an 
ordered set C(βj,k, s) (initially empty). It annotates the 
couple βj,k, s by the ω-status of the corresponding log. It 
also extracts the set C(s) (annotated with the ω-statuses) 
for each statement s from each log. 
    If the ω-status of an entry in the above ordered set is a 
crash, ANR, or a user-reported error, CP-Assessor marks 
the entry with a failure indicator, otherwise a passing 
indicator. Based on the set associated with each context 
provider sensitive statement for each βj,k, CP-Assessor 
computes the risk assessment parameters air, and, ape, and an 
needed to invoke Assessor(air, and, ape, an) (see Section 2) for 
βj,k. Specifically, it sums up the corresponding parameter 
values of Assessor() at the cp-level for the received logs. It 
computes the risk assessment score via Assessor(air, and, ape, 
an) for each βj,k, and treats the reciprocal of the risk 
assessment score as the health assessment score of βj,k.  

The higher the health assessment score, the more 
reliable the program entity we deem it to be. Our insight 
is that although spectrum based fault localization 
techniques (such as Tarantula in our experiment) may be 
imprecise to locate a fault; they are quite accurate in 
identifying non-faulty statements. For reliability 
improvement, we use this insight to find relatively non-
suspicious context providers and recommend them to 
Android applications.  

When the CP-Monitor on a mobile phone is 
communicating with the CP-Assessor in the cloud, CP-
Assessor transmits the list of health assessment scores of 
the heaviest few context providers of each context to the 
CP-Recommender on the mobile phone. 

3.5 CP-Recommender 
CP-Recommender advises an application to use a 

particular context provider for a context. It maintains a 
list HL of the scores of each context provider received 
from CP-Assessor for each application, where the first 
position keeps the latest value and the last position keeps 
the oldest value. It also accepts a programmer-provided 
mapping table W(N,i) where N is the size of the list HL, 
and i is the index to the i-th entry in the table. W(N, i) is 

used to assign weights to the list of history values, which 
can be configured in our platform depending on the 
strategies adopted. 

CP-Recommender then calculates the latest health 
assessment score WS for each context provider for each 
application by the following formula =	∑ 	×( , ) . When a new score of a context provider is 
received from CP-Assessor, CP-Recommender updates 
HL followed by re-computing the score WS for the 
context provider for each application. 

CP-Recommender provides an application 
programming interface (API) and a web service interface 
for applications to query the context providers of each 
context. It always recommends a context provider having 
a higher WS score than another context provider having a 
lower WS score to the applications.  

As a result, if a context provider is reliable for one 
application to use in a region, eventually, it will associate 
with a high health assessment score and become more 
likely to be recommended by CP-Recommender in the 
same region. In this way, with the augmentation of CP-
Recommender, applications running on a phone may 
dynamically adapt to use the suggested context 
providers for their program executions.   

3.6 Discussions 
The most suitable users for our framework should be 

mobile map framework providers, such as the teams 
developing frameworks like Google Map, Baidu Map, 
ArcGIS platform, etc. There are two reasons for this. First, 
these mobile map frameworks have a large user base. 
Usually, they provide online and offline map solutions 
for mobile platforms that are adopted by billions of 
mobile phones. Furthermore, many third-party location-
based applications (e.g., real-time navigation applications, 
restaurant recommendation applications, taxi-calling 
applications, etc.) usually directly embed those mobile 
map frameworks within their applications through map 
SDKs. If these mobile map frameworks can provide 
precise and fast location support, the user experience of 
many location-based applications will be improved. Thus, 
they have the motivation to improve location precision. 
Furthermore, due the huge number of end users, it is 
more cost-effective for the mobile map framework 
providers to set up remote cloud support system. Second, 
the adoption of our framework within their mobile map 
framework only makes very marginal runtime overheads 
(we make this claim through our empirical evaluation) 
and inconvenience to end users. Since the deployment of 
these mobile map frameworks are usually in the form of 
libraries, it is relative simple to build our instrumentation 
code into the libraries. As such, the end users need not to 
install our framework for their applications by 
themselves. Therefore, we consider the most appropriate 
end users are those mobile map platform providers, who 
have the motivation and the resources to adopt our 
proposed frameworks. 
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In this work, we use location-based applications to 
illustrate the potential application of our system. In 
general, our proposal is also applicable to other 
context-aware applications (or frameworks) that have 
to select the best context provider dynamically for use. 
For example, a Wifi free hotspot selection application 
has to select the best hotspot. It can use our 
framework to recommend the best WiFi hotspot 
based on the statistics of failed connections of many 
similar end users. As another example, a mobile 
phone power management application (or service) 
may dynamically adjust power settings based on the 
many potential context providers (for the context user 
activity): time, environmental lightness, current active 
application, calendar events, user inputs, etc. The 
power management application on individual mobile 
phones may adopt our framework to send power 
adjustment utilization effectiveness to our framework 
followed by querying from our framework to 
recommend the most reliable (i.e., most power-saved) 
context provider using aggregated data from many 
mobile users.  

4 Evaluation 
In this section, we report an experimental study that 
evaluates the effectiveness and the cost of FLANDROID. 

4.1 Research Questions 
RQ1:  Can the adoption of the recommendation 

generated by the CP-Recommender improve the 
reliability of mobile applications with respect to 
faults triggered by unreliable context providers? 

RQ2:  Does the CP-Monitor incur low enough execution 
overhead and energy cost? 

4.2 Implementation 
We have implemented a prototype of FLANDROID 

in Java to demonstrate its feasibility. To implement the 
CP-Monitor, the prototype used the Soot framework [26] 
to instrument a given Android application to identify the 
position of each predicate. The CP-Monitor collects the 
context provider values and the statement (line) 
numbers. The choice of sampling rate is adaptive, the 
more users send their context information, and the lower 
the sampling rate will be. In our experiment, the 
sampling rate is determined as 1% based on the scale of 
users participating in the experiment. It also 
implemented the Lempel–Ziv–Welch (LZW) algorithm, 
which is a universal lossless data compression algorithm 
to compress data before data transfer. For CP-Assessor, 
the prototype adopted the most popular risk evaluation 
formula (Tarantula [10]) as Assessor(). For CP-
Recommender, the prototype set a default value for the 
size N of the historic list to be 100. It implemented the 
mapping table W(N,i) as the step function with an initial 
value of 1 (having N steps) and a step of −1/N, where i 
denotes the i-th step. This definition of W(N,i) essentially 

represents an aging effect, which gives more weights to 
recent health assessment scores. We have assured the 
correctness of the prototype through both code 
inspection and testing. 

4.3 Benchmarks 
We used five widely-used open-source real-world 

applications executable on Android 2.3 as our 
benchmarks to evaluate FLANDROID. They are Osmand 
[41], OpenSatNav [39], AndNav2 [35], Foursquared [38], 
and Firefox Mobile [37]. A summary of the descriptive 
statistics of these five benchmarks are shown in Table 1. 

The benchmarks Osmand, OpenSatNav and AndNav2 
are popular navigation applications that use information 
of environmental contexts (that is, location information) 
to make navigation suggestions on street maps, but they 
use different implementations and exhibit different 
features. Both Osmand and AndNav2 have received more 
than 12000 installations from Google Play. OpenSatNav 
has received more than 6000 downloads from its official 
website. Foursquared is the open source client of 
Foursquare, which is a social network website for mobile 
phones. Foursquared has received more than 10000 
downloads. Firefox Mobile is the Android version of the 
Firefox web browser, which can perform location-aware 
browsing in addition to traditional web browsing. Firefox 
Mobile has received more than 10,000,000 installations 
and more than 200,000 user ratings in Google Play. 

Each benchmark includes a set of real-world bug 
reports taken from its official bug repository. We 
carefully examined each bug report and classified 
whether it refers to a fault triggered by an unreliable 
context provider. To create a faulty version of a 
benchmark from a bug report, we first extracted the 
corresponding program version number from the bug 
report, and then we clone the source code of 
corresponding program version from the software 

Table 1. Descriptive Statistics of the Benchmarks  

Benchmark
Name 

Faulty 
Versions

Contextual 
Faulty 

Versions 
Description 

Mean 
Failure 
Rate of 

Test 
Cases

Osmand [41] 16 8 
Navigation/ 
Routing Map 
Application 

0.9%

OpenSatNav 
[39] 

19 12 
Routing 
Application 

1.5%

AndNav2[35] 17 11 
OpenStreetMap 
based Routing 
Application 

1.0%

Foursquared 
[38] 

12 6 
Foursquare 
Android Client

2.2%

Firefox [37] 10 5 
Firefox Mobile 
Web Browser 
for Android 

1.5%
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repository as the faulty version. We manually ran the 
benchmark and the faulty version over the test cases in 
the benchmark suite to confirm that the fault in the 
faulty version can be exposed. With the patch, we can 
determine the faulty statements within the faulty version 
of each benchmark. 

The number of faulty versions, the number of 
contextual faulty versions (that is, the version contains a 
fault triggered by unreliable context provider), a brief 
description of the benchmark, and the mean failure rate 
of the test cases (the average percentage of failed test 
cases against all test cases over all test suites) in the 
benchmark are shown in Table 1. For example, the 
Osmand benchmark contains 16 faulty versions, of which 
eight are contextual faulty versions. Moreover, the 
average failure rate of the faulty versions over the test 
cases in the benchmark suite is 0.9%. The other rows in 
the table can be interpreted similarly. 

4.4 Evaluation Metrics 
We evaluate FLANDROID in multiple dimensions. 
Our benchmarks are activity-based applications 

(informally, applications with user interface). To 
evaluate how well FLANDROID improves the runtime 
reliability of the benchmarks, we measured the number 
of passed executions (that is, executions with successful 
termination of the application) in between two 
consecutive failed executions. We refer to this metric as 
the Mean number of Passes Between Failures (MPBF). 

Given a sequence of passed executions and failed 
executions. Suppose that there are n failed executions 
(denoted as i-th failed executions, where i = 1, 2, …, n), 
and we treat the position before the first execution as the 
0-th failed execution. MPBF counts the number of passed 
executions (denoted by count(i, i+1)) between the i-th and 
the (i+1)-th failed executions for i = 0, 1, …, n−1, and 
averages them over the total number of failed executions. 
The MPBF for the sequence is defined as: 

=	∑ ( , + 1)
 

To evaluate the overhead of FLANDROID, we 
measured the slowdown factor incurred by 
FLANDROID. Suppose that it takes time1 to execute a set 
of test cases natively against a given program, and takes 
time2 to execute the same set of test cases against the 
same program enabled with FLANDROID. We define 
the slowdown factor by the following formula:  

slowdown factor = (time2 – time1) / time1 

To measure the energy cost, we collected the 
percentage of WiFi and radio energy consumptions used 
by the applications. We will describe more about the 
measure in the next subsection after clarifying the 
experimental setup. 

4.5 Experimental Setup 
Each benchmark is a location context aware 

application. It is inadequate to simply run a benchmark 
by providing user operation sequences (such as touch 
events) without changing the context providers of some 
contexts. Some test case in the benchmark suite contains 
specific user movement scenarios. For example, 
according to a bug report, some test cases require fast 
movements between user locations to force a quick 
switch between cellular networks and/or WiFi hotspots 
to expose the malfunction or imprecision of the location 
hardware or system software on a phone. To run these 
test cases, we recruited 50 volunteers (students) as 
testers as to manually execute these test cases, just like 
how they use the benchmarks in their daily life. All 
students completed the software testing courses in the 
university where the author works. 

To answer RQ1, testers were assigned to execute 1000 
times each version with a fault triggered by unreliable 
location context providers. They installed one faulty 
version on one of three Android phone models (MiOne, 
Galaxy S, and HTC Desire) at a time. They repeated the 
same procedure for each benchmark. FLANDROID 
automatically counted the number of passed executions 
between two failed executions to calculate MPBF. 
Specifically, we programmatically controlled the 
wireless routers used by a phone under test using 
MobileTest [9] so that the phone had the option for the 
testers to switch between WiFi and radio channels (such 
as 2G and 3G). The programming controls of the 
wireless network as well as user inputs were both 
automatically recorded as test scripts by MobileTest 
during the first round of execution of each test case by 
each tester, so that the same testing scenarios can be 
replayed. We used mock objects to represent each 
location stated in each test case, and these location 
values were prepared by the testers based on real-world 
location traces before they executed the assigned test 
cases. We have also enhanced each faulty version to 
query FLANDROID (via the CP-Recommender) to 
obtain the recommendation of the returned context 
provider for the version to use. After that, we used the 
replay feature of MobileTest to re-run each contextual 
faulty version 1000 times and calculated the 
corresponding MPBF value for each combination of 
faulty version and phone. 

To answer RQ2, we measured the performance 
overhead and energy cost of FLANDROID on the 
Android phones. 

To evaluate the performance overhead, we measured 
the mean slowdown factor of the instrumented program 
compared to the native program execution on the same 
phone. Similar to RQ2, we used the record-replay mode 
of MobileTest. We first enabled the record mode of 
MobileTest, executed each benchmark over 100 randomly 
selected test cases from the pool of all the test cases of 
the benchmark, and measured the execution time. Then, 
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from their works, our work uses historical statistical fault 
localization information to help improve the reliability of 
context-aware mobile system with faults triggered by 
unreliable context providers. Qin et al. [21] proposed to 
survive software failures by roll backing the program to a 
recent checkpoint upon a software failure, and then re-
executing the program in a modified environment. Their 
idea is based on the observation that many bugs are 
correlated with the execution environment, and therefore 
can be avoided by removing the “allergen” from the 
environment. Our work aims at preventing the failures 
from happening in the first place rather than surviving 
the software after a failure. 

Malek et al. [14] proposed to leverage architecture-
centric reliability estimations to improve the runtime 
reliability of the mobile software system through 
dynamic architectural reconfiguration. Although they 
also focus on improving mobile software system 
reliability, their approach mainly relies on combining 
architecture information and other contextual 
information. While our approach uses an adaptive 
statistical analysis of distributed instrumentation logs to 
realize reliability context provider recommendation. 

There are research projects on fault-tolerant mobile 
systems or applications. Pleisch and Schiper [20] 
proposed an “agent dependent” approach to ensure the 
fault tolerance of mobile agent applications. Their results 
show that the proposed technique is effective to ensure 
the agents arrive at its destination with low cost. Saha 
[23] proposed a fault tolerant recovery technique 
targeting at transient fault. However, none of their work 
aims at improving the reliability of mobile applications 
on smart mobile operating systems, nor can they handle 
faults triggered by unreliable context providers, which 
are quite typical to manifest into failures on sensor-rich 
mobile phones. Bohn [3] proposed to employ dense 
distributions of small RFIDs for providing location-
aware services. They implement a middleware services 
to enable a MoD to store and retrieve data and position 
information in physical places in a fault-tolerant manner, 
and to identify places based on a location abstraction 
which is robust against failure of individual tags. In 
contract, FLANDROID helps the mobile application 
survive from the inaccurate context information from a 
broad range of context providers rather than one type of 
location context provider. 

There are several works on context-aware computing 
and testing. Wang et al. [28] proposed to improve the 
testing of pervasive software by diversifying the context 
information within the test cases. Huang et al. [8] also 
proposed a context model to evaluate the reliability of 
context information and predicted the context 
information that context-aware application needs. 
However, their work cannot help improve the reliability 
of context-aware applications in face of faults triggered 
by unreliable context providers at runtime. 

Recommender systems have been a hot research 
topic for many years [2][22]. In [16], Meehan et al. 
proposed an intelligent decision making solution for 
tourism. It is a hybrid based recommendation approach 
made up of collaborative filtering, content based 
recommendation and demographic profiling. In [16], 
Miller et al. present their experience with implementing 
a recommender system on a PDA that is occasionally 
connected to the network. This interface helps users of 
the MovieLens movie recommendation service select 
movies to rent, buy, or see while away from their 
computer.  

There are many studies on fault localization. In [7], 
Hofer et al. performed an empirical study to investigate 
the impact of different similarity coefficients on the 
effectiveness spectrum-based fault localization 
techniques for spreadsheets application. In [11], Le et al. 
tries to build an oracle that could predict whether the 
output of a fault localization tool can be trusted or not. 
In [12], Le et al. further proposed a new multi-modal 
technique that considers both bug reports and program 
spectra to localize bugs. Their technique combines the 
merit of both information retrieval techniques and the 
spectrum-based bug localization techniques. Different 
from these techniques, our proposal is to use the 
spectrum fault localization technique in another way 
round, i.e., to find the most reliable context provider for 
use.  

6 Conclusion and Future Work 
Faults in mobile application may be incurred either by 

traditional faults or by faults caused by unreliable context 
providers. Research on the latter type of fault has 
remained unexplored. It is important to develop 
reliability mechanisms to address the challenges due to 
such faults in runtime.  

In this paper, we have proposed FLANDROID, a 
novel, effective, and energy efficient context provider 
recommendation framework for mobile applications at 
low sampling costs for software reliability improvement. 
We have proposed a new and effective type of fault 
predictor to facilitate the statistical health assessment of 
context providers. Based on this health assessment 
framework, we further propose a reliable context 
provider recommendation service to make the mobile 
applications more immune to faults triggered by 
unreliable context providers. Our experimental study has 
shown that the reliability of existing context-aware 
applications can be strengthened significantly when 
using FLANDROID. The study has also shown that 
FLANDROID only incurs small execution overhead and 
small energy overhead. The results indicate that 
FLANDROID is promising.   

Energy and security are two key issues for mobile 
applications. For future work, we plan to further study 
energy testing [32] and debugging techniques for mobile 
applications. We will also study automatic security 
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testing techniques [33] for mobile applications. The 
generalization of FLANDROID to make the framework 
more readily usable by general public users rather than 
framework teams is also an interesting future work. 
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