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Exact Max-Log MAP Soft-Output Sphere Decoding
via Approximate Schnorr-Euchner Enumeration

Konstantinos Nikitopoulos, Athanasios Karachalios, and Dionysios Reisis

Abstract—The complexity gains of sphere decoders (SD) with
Schnorr-Euchner enumeration (SEE) and non-constant ampli-
tude constellations are limited by the required node ordering.
Aiming at improving the implementation efficiency of SD without
compromising optimality, the current paper proposes a novel tree
traversal for soft-output SDs providing the exact max-log MAP
decoder performance. It consists of a predefined visiting order
that approximates the exact SEE, and a modified pruning metric
that preserves the exact max-log MAP despite the approximate
ordering. The proposed approach improves significantly both the
computational complexity and the implementation cost of exact
soft-output SDs compared to previous techniques. In particular,
simulations show gains of 30-56% in the required calculations
for a 4 × 4 MIMO with 16-QAM modulation, and FPGA
implementations show an average power reduction of 34-50%.

I. INTRODUCTION

THE Schnorr and Euchner enumeration [1] narrows the SD
tree traversal [2], [3] by ordering and visiting the nodes

according to their partial distance (PD) metrics. However, the
overall SD complexity may not improve due to the ordering
complexity. An example is the soft-output SD with high-order,
non-constant amplitude constellations (e.g. 16 QAM), where
the SEE is inefficiently realized by fully enumerating and
sorting (FES) all children PDs even when few nodes are finally
visited due to tree pruning. Typical approaches [2], [4] avoid
FES by splitting the QAM constellation into several PSK [2]
or PAM [4] sub-constellations, but their exact ordering still
induces significant overhead.

Aiming at improving the complexity of the techniques
which guarantee the exact max-log MAP performance, the cur-
rent work proposes a novel efficient tree traversal appropriate
for depth-first, soft-output SDs that consists of a new visiting
order rule and a modified SD tree pruning. In particular, the
proposed approach skips the need for multiple PD calculations
per visiting node by using a pre-defined approximate SEE
method. While approximate methods like [5], [6], [7] typically
jeopardize optimality, the exact max-log MAP performance is
here guaranteed by introducing a modified, less-tight pruning
metric approach. Since the proposed method significantly
reduces the computational complexity per visited node, the ap-
proach is capable of providing significant complexity savings
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compared to exact SEE despite the corresponding increase in
the number of visited nodes.

Previously proposed approximate SEE ordering methods
[5], [6], [7] can provide performance very close to the op-
timal for specific scenarios with significant gains in terms of
complexity and throughput. Lacking, however, an appropriate
pruning metric, such solutions cannot guarantee the exact max-
log MAP performance for any operational environment and
performance metric (e.g., bit-error-rate, packet-error-rate, etc).
Nevertheless, if similarly to such previous approximate SEE
tree traversal the requirement for guaranteed optimality is
relaxed, the proposed approach provides further complexity
gains at an error-rate performance that, for the examined
scenario, is practically indistinguishable from the optimal.

This work primarily focuses on guaranteeing the optimal
performance, and therefore, it compares only to exact max-
log MAP approaches. Nevertheless previously proposed ap-
proximate methods can be appropriately modified to benefit
from the proposed in two ways: (a) to restore the performance
optimality by introducing a less tight pruning metric similar
to the proposed one, and (b) to allow more efficient node
ordering by exploiting similar geometrical properties. Further-
more, approaches similar to the proposed can be applied to
hard SD since it requires similar enumeration and sorting [8].
Moreover, the proposed method is compatible with any other
method to further reduce the complexity by compromising the
exact max-log MAP performance, like early pruning [9], [10],
[11] and/or log-likelihood value (LLR) clipping [3].

II. SYSTEM MODEL AND SOFT OUTPUT SPHERE
DECODING

In MIMO spatially-multiplexed systems with MT transmit
and MR receive antennas, the symbols st (t = 1, ...,MT )
from a constellation S of size |S| are transmitted concurrently.
In particular, the coded bits are grouped into blocks Bt with
the bipolar kth bit ck ∈ {+1,−1} residing in Bdk/log2|S|e.
Then, each block is mapped onto the symbols st. The received
MR × 1 vector y is y = Hs + n, where H is the MR ×MT

channel matrix that can be QR decomposed as H = QR
where Q is a unitary MR × MT matrix, R an MT × MT

upper triangular matrix with elements Ri,j , and n is the
additive white Gaussian noise vector with samples of variance
2σ2

n. Maximum a-posteriori (MAP) receivers express the soft
information as log-likelihood ratios (LLRs). Using the max-
log approximation and assuming statistically independent and
identically distributed bits, the LLR value of ck is [12], [13]
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L(ck) = min
s∈S−1

k

{d(s)} − min
s∈S+1

k

{d(s)} (1)

with

d(s) =
1

2σ2
n

MT∑
i=1

∣∣∣∣∣∣y′i −
MT∑
j=i
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∣∣∣∣∣∣
2

(2)

Additionally, y′ = QHy =
[
y′1, y

′
2, ..., y

′
MT

]T
and Swk are the

sub-sets of S having their kth bit equal to w, for w = +1,−1.
Eq. 1 shows that max-log LLR calculation can be reformulated
into two minimization problems (i.e., hard output SDs) per
decoded bit, over different symbol subsets (i.e., Swk ). Each
minimization problem has its tree root at level i = MT + 1
and leaves at i = 1. The d(s) values are calculated recursively:
the partial distance (PD) of the si node can be calculated as
D (si) = D (si+1) + ∆ (si) with si = [si, si+1, ..., sMT

]T

being the partial symbol vectors, D (sMT+1) = 0 and

∆ (si) =
1

2σ2
n

∣∣∣∣∣∣y′i −
MT∑
j=i

Ri,jsj

∣∣∣∣∣∣
2

. (3)

Applying depth-first tree traversal with SEE and radius
reduction [2], [3], with the initial radius assumed infinite,
whenever a leaf is reached with its D (s1) less than the squared
radius r2, the radius is updated to D (s1). Upon meeting a
node, if the condition D(si) ≥ r2 holds, then this node,
the node’s children and the node’s siblings not visited yet
will be pruned. To define the search order (i.e., the child
of node si+1, to be visited next) SEE is typically employed,
according to which the nodes are visited in ascending order of
their PDs, or equivalently of their ∆ (si) values. To perform
SEE for high order constellations without calculating and
sorting the PDs of all children nodes (i.e., without FES),
state-of-the-art approaches [4], [2], [5] split the given QAM
constellation into sub-constellations in such a way that for each
sub-constellation ordering can be achieved by using simple
geometrical properties (i.e., in a “zig-zag” mode). In particular,
the QAM constellation is divided into several phase-shift-
keying constellations (PSK-wise splitting) or several pulse-
amplitude-modulation constellations (PAM-wise splitting) and
the search order is calculated by exhaustive search over the
constellation subsets. While such an approach results in a
reduced number of redundant calculations and a reduced
sorting order, still unnecessary PD calculations are performed.
The proposed approach reduces this overhead.

III. PROPOSED ENUMERATION

The proposed approach and the block level description of its
corresponding FPGA architecture (see Section V) is shown in
Fig. 1. Instead of performing exact sorting it uses a predefined
visiting order which is an approximation of the exact SEE. In
particular, instead of visiting the symbols in ascending order of
their ∆ (si), the nodes are visited in ascending order of a lower
limit of their ∆ (si) which can be precalculated based on the
geometrical properties of the QAM constellation. Due to this
ordering, SD tree pruning is feasible without compromising

the max-log MAP performance, but at the cost of increased
number of visited nodes. However, as will discuss later in
detail, negligible performance loss is experienced even if we
relax the requirement for guaranteed optimality.

Fig. 1. Proposed Enumeration Technique Architecture.

A. Proposed Visiting Order

From (3) follows that sorting ∆ (si) is equivalent to sorting

∆ (si)
2σ2

n

|Ri,i|2
= |ri − si|2 = δ2(si) (4)

with

ri =

y′i −
MT∑
j=i+1

Ri,jsj

Ri,i
(5)

Then, SEE sorting translates into ordering the QAM symbols
in increasing order of their δ2 (si). Instead, the proposed
approach visits the nodes in ascending order of their δ2min (si),
that are a tight lower limit of δ2 (si) and their calculation can
be addressed geometrically: the closest to ri QAM symbol s(0)

can be identified by a typical QAM detector (i.e., “slicer”).
Then, ri will reside in a rectangular area centered at s(0).
Fig. 2 depicts a part of a symmetric, non-constant amplitude
constellation of minimum distance L between symbols. There,
for a given s(0), the received ri will lie in the shadowed
(ABCD in Fig. 2) rectangle, and thus, it will never exceed the
boundaries of the circle centered on s(0) and of radius L/

√
2.

Since the other QAM symbols will lie on concentric circles of
radii ak (with k denoting the circle index) the distance between
ri and any symbol lying on the kth circle cannot be less
than δk = ak − L

/√
2. Additional geometrical characteristics

provide a tighter bound of this minimum distance: Comparing
the signs of the real and imaginary part of s(0) and ri results
in the quadrant Q in which the ri lies (1st quadrant for the
example in Fig. 2). Then, for all the symbols of the kth circle,
which lie in quadrant Q̄ being opposite to Q (3rd quadrant for
our example) their distance from ri cannot be smaller than ak.
Therefore, for any symbol si lying on the kth circle

δ (si) = |ri − si| ≥ δmin (si) =

{
ak − L

/√
2 ; si /∈ Q̄

ak ; else
(6)
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Note that (6) also holds in the boundary case of a received
symbol lying outside the constellation, since its distance to
all symbols lying in ak cannot be less than that given in (6).
Then, we can visit the nodes in ascending order with of their
δmin (si), or equivalently of their ∆min (si).

Fig. 2. Example showing the geometrical characteristics of the constellation
which are exploited by the proposed enumeration approach

B. Proposed Pruning
In contrast to other approaches based on a predefined visit-

ing order [5], the proposed technique avoids compromising
the max-log MAP performance by accordingly modifying
the pruning metric. Since δ2min (si) ≤ δ2 (si) it holds that
Dmin (si) = D (si+1) + δ2min (si)

|Ri,i|2
2σ2

n
≤ D (si). Thus, if

Dmin(si) ≥ r2, or equivalently if

δ2min (si) ≥
r2 −D (si+1)

|Ri,i|2
2σ2

n = r̃2 (7)

it will also hold that D(si) ≥ r2. Consequently, since we
visit the nodes in ascending order of their δ2min (si) we can
safely prune this node and all its non-visited siblings (i.e.,
perform horizontal pruning) and children nodes (i.e., perform
vertical pruning) without compromising the max-log MAP
performance, but at the cost of extra visited nodes compared
to SEE. The proposed pruning performs one more comparison.
If D(si) ≥ r2 (and δ2min (si) < r̃2) then all its children nodes
are pruned but not the siblings (i.e., only vertical pruning is
performed). Finally if both δ2min (si) < r̃2 and D(si) < r2, no
pruning takes place.

IV. ALGORITHMIC PERFORMANCE EVALUATION

In this paragraph, the performance of the proposed approach
is evaluated through simulations1. Two versions are consid-

1A 4×4 MIMO system operating over a spatially and temporally uncorre-
lated Rayleigh flat-fading channel is assumed. The encoded bits are mapped
onto 16-QAM via Gray coding. A systematic (5/7)8 convolutional code of
rate 1/2 is employed with a code block of 2304 information bits. The log-
MAP BCJR algorithm is used for channel decoding. To avoid using several
hard SDs per bit, the Single Tree Search approach, of [3] is applied after being
modified to perform the (pruning) constraint checks based on the proposed
pruning metric instead of the exact calculated PD value.

ered: (a) the “exact” version which uses both the proposed
ordering and pruning and guarantees the max-log MAP per-
formance, and (b) the “approximate” version which employs
the proposed ordering but it performs traditional pruning and,
therefore, it cannot guarantee performance optimality. Both
proposed approaches are compared against FES and against
the PAM-wise scheme that splits the QAM in PAM sub-
constellations [4], [5].

In Fig. 3 the BER performance of the examined approaches
shown. While the exact version of the proposed scheme can
provide the optimal performance, as expected, the approximate
version can also provide a BER performance that is practically
indistinguishable from the optimal. In particular, due to the
employed Single Tree Search [3] (that unavoidably introduces
redundant calculations) at least one of the two minimization
problems in Eq. 1 (the one of with the smaller Euclidean
distance) is nearly always correctly calculated. In addition,
since the proposed sorting is a tight approximation of the
SEE, even if the value of the other minimization problem
is not correctly calculated, it will have a value close to the
actual. As a result, the calculated LLR values are accurate
enough not to compromise BER performance. However, this
(near-)optimal performance cannot be guaranteed for any soft-
sphere decoder implementation (e.g., soft SD with multiple
tree searches) or when applying the approximate approach to
hard or to soft-input, soft-output SD approaches by using [14],
[15]. In contrast, the exact version of the proposed approach
can guarantee optimality in any scenario.
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Fig. 3. BER performance of the different enumeration schemes.

Figures 4 and 5 compare the average required PD calcula-
tions and number of visited nodes of the proposed approaches
to those of the FES and PAM-wise QAM decompositions.
In the exact version of the proposed algorithm, we assume
that both pruning comparisons (i.e., δ2min (si) with r̃2 and
D(si) with r2) take place concurrently, to minimize the critical
path2 delay of the circuit. Then the number of required PD
calculations equals the number of visited nodes. Although
the proposed scheme visits about 51% more nodes (due to
the less tight pruning metric), the reduction of the average
required complexity per visited node results in about 30% less
PD calculations compared to the PAM-wise scheme, while

2Critical path is the path with the maximum delay in the entire circuit.
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the complexity related to r̃2 calculations is negligible (i.e.,
an average of about 24 r̃2 calculations per SD at 13 dB). If
the pruning comparisons are performed serially (at the cost
of increased critical path), further reduction in the number of
PD calculations can be achieved, bringing the related gain to
40%3. In addition, the approximate version of the proposed
scheme can result in about 56% reduction in the number of
PD calculations, with an additional reduction of about 5% in
the number of visited nodes.

How the above numbers translate into actual gains depends
on the employed implementation architecture. For example for
architectures which perform one PD calculation per cycle, the
PD calculations can directly translated into processing speed-
up gains. In architectures similar to the “one-node-per-cycle”
of [3], the numbers translated into area and power/energy
gains. The second case is extensively discussed in the next
Section via FPGA implementations.
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Fig. 4. Average PD calculations for the different enumeration schemes.
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Fig. 5. Average visited nodes for the different enumeration schemes.

V. PROPOSED ALGORITHMIC IMPLEMENTATION

The block level architecture for both the “exact” and “ap-
proximate” versions, is depicted in Fig. 1: First, the find s(0)

and Q unit calculates the closest constellation point s(0) and
the quadrant Q containing the received ri. The visiting-order
memory (in vo calc) provides the predefined visiting order
information based on s(0) and Q. The enumerated-counter of

3In simulations not shown here.

the control counts the number of enumerated points for the
calculation of the metric δ2min (si).

The vo calc computes the enumerated constellation point
indices. It uses the visiting-order memory (3.8Kbits LUT) to
compute the visiting order. Each line of the visiting-order
memory contains the indices of the ordered constellation
points. The address of visiting-order memory is the concate-
nation of the index of the closest point (s(0)) and the quadrant
Q, of ri. The vo calc uses a left-shift unit and a tree of 4-bit
OR-gates to compute one point index at each clock cycle.

The dist calc provides the predefined values of the metric
δ2min (si): It includes a) the distance memory storing the
predefined values (18 words for 16 QAM) of δ2min (si) in
ascending order and b) the find distance memory (5.1 Kbits
LUT) that is used to select the correct metric value for a
specific constellation point. The address of the find distance
memory is constructed by the concatenation of the index
of s(0), the quadrant Q and the value of the enumerated-
counter. The memory requirements for the distance memory
depend on the accuracy of the adopted bit representation.
The proposed implementation uses the same accuracy for all
parameters. Still, since δ2min (si) is a lower limit of δ2 (si), a
reduced bit representation δ̂2min (si) can be used to reduce the
memory overhead as long as δ̂2min (si) ≤ δ2min (si), without
compromising performance.

The expanding logic computes the PD metric ∆ (si) and
compares it with the r2 to perform vertical pruning (see Sec-
tion III-B). The pruning logic has inputs the r2, the 2σ2

n

|Ri,i|2
and

the D (si+1): It computes r̃2 and compares it with δ2min (si)
to perform horizontal plus vertical pruning. In the proposed
“approximate” version the pruning logic is not required. We
use only the expanding logic which is used for both horizontal
plus vertical pruning.

The critical path delay of the proposed implementation
includes: reading from (a) the visiting-order memory and (b)
the QAM ROM, performing (c) the PD-calculation, (d) the
addition D (si) = ∆ (si) + D (si+1) and (d) the compar-
ison of the value of D (si) with the r2 value. The FPGA
implementations of both “exact” and “approximate” versions
achieve a critical path delay of 16.3 ns on a Xilinx Virtex6
device (XC6VLX240T-1). The “exact” version of the proposed
implementation requires 411 slices while the “approximate”
version requires 285.

VI. IMPLEMENTATION COMPARISONS

We compare both the “exact” and “approximate” versions
of the proposed enumeration and the PAM-wise with respect
to the FPGA resources and power consumption. The PAM-
wise technique divides the constellation into four PAM subsets
(e.g. columns). To minimize resources, a single ROM stores all
these four subsets. Four PD-calculation units compute the PD
metrics (∆ (si)), and a tree of three comparators calculates the
best candidate and performs the required comparison with r2

that decides for node pruning. Hence, the PAM-wise critical
path includes the PD-calculation, the best candidate choice
among the four by the comparator tree of depth two, the
addition ∆ (si) + D (si+1) and the comparison with r2. The
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PAM-wise critical path is longer due to its tree of comparators
compared to that of the proposed, which replaces the PAM-
wise comparators tree with the vo calc unit.

Table I shows the FPGA resources utilization and the
critical path delay for both the “exact” and “approximate”
proposed implementations, in comparison to the PAM-wise on
a Xilinx Virtex 6 device (XC6VLX240T-1). The critical path
delay is improved (is smaller) by 27% while the resources
utilization is reduced by 55% for the “exact” version and
68% for the “approximate” one. This is because the proposed
uses one PD calculation high cost module (including square
distance multipliers) while the PAM-wise uses four. Moreover,
the proposed architecture prevails over the comparator based
PAM-wise because the predetermined visiting order requires
only the sphere constraint comparator (D(si) ≥ r2), a fact
which also leads to shorter critical path.

TABLE I
FPGA IMPLEMENTATION COMPARISON (XC6VLX240T-1)

Resources Critical Path Delay (ns) /
Utilization (Slices) Max Op. Freq (MHz)

Pr
op

os
ed

PA
M

-w
is

e

G
ai

n

Pr
op

os
ed

PA
M

-w
is

e

G
ai

n

“exact” 16.3 / 22.3 /
version 411 906 55% 61.34 44.84 27%

“approximate” 16.3 / 22.3 /
version 285 906 68% 61.34 44.84 27%

A fair power consumption comparison requires that all
architectures should have the same average throughput (ex-
ecution time). Since the “exact” version of the proposed
enumeration scheme visits on average 51% more nodes due
to the less tight pruning metric (see Section IV), its operating
frequency is set 51% higher than that of the PAM-wise.
Similarly, since the “approximate” version visits 5% fewer
nodes than the PAM-wise enumeration, its operating frequency
is reduced accordingly.
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Fig. 6. Power Consumption of PAM-wise and proposed (“exact” and
“approximate”) implementations.

Fig. 6 shows their power consumption for several values
of r2. While the proposed “exact” implementation operates

at a higher frequency (by 51%), it has an average power
consumption of 34% less than the PAM-wise implementation.
Especially for small values of r2 the improvement can be
more than 57%. The “approximate” version of the proposed
scheme has average power consumption 50% less than that
of the PAM-wise and can reach an improvement of 68%
for small r2 values. Note that the improvement is due to:
a) reduced number of PD calculations and comparisons and
b) shorter critical path. Fig. 6 also shows that the PAM-wise
implementation has increased power consumption for smaller
r2, while the proposed implementation has almost constant
power consumption. The four parallel PD metric computations
required from the PAM-wise approach to find the first prefered
child produce more switching activity and lead to increased
power consumption. Afterwards, the switching activity of
the PAM-wise is determined by the comparator tree, the r2

check and a single PD calculation (when required). Therefore,
for small r2 the PD calculation overhead is larger and the
PAM-wise approach exhibits increased power consumption,
as shown in Fig. 6. On the contrary, the proposed approach
exhibits small power consumption across all r2 values.

VII. CONCLUSION

This paper proposed a novel efficient tree traversal for soft-
output SDs. Based on geometrical reasoning, it can provide
substantial gains in computations, hardware resources and
power consumption compared to state-of-the-art approaches
able to guarantee the optimal performance. In addition, it can
be extended to any kind of sphere decoding (e.g., hard, soft-
input, soft-output).
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